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It is H-Base compatible, enterprise-grade database service with single digit millisecond latency, limitless scale and 99.99% availability for large analytical and operational workloads.

Google, Snapchat, and Spotify use this high-performance, petabyte-scale data storage system to store and analyze large amounts of data. Unless your initial data is 2 TB, it is not recommended to use this service. Big Table powers many more core services of Google such as YouTube, Google Analytics, Surge, Ads, Drive and Maps.––––––––YouTube: YouTube uses Bigtable to store and process video data. YouTube's ability to serve billions of videos to users around the globe depends on Bigtable's scalability and low latency.

Connecting a Redis instance to a Memorystore

Pub/Sub services types

Different types of Pub/Sub uses in a bank

In addition to improving efficiency, reducing costs, and increasing flexibility, migrating to the cloud can be a complex process. You can help your company make the transition to the cloud smoothly and successfully by following the steps outlined above.––––––––Case #3- how to Deploy a machine learning model on GCP?

Sign up for Muskan Sandhu's Mailing List
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You are about to step into the exhilarating realm of cloud mastery with Muskan Sandhu's seminal book, "Google Cloud Architect Professional Certificate (GCP) In 20 Days." This guide is more than just a book; it is a beacon of hope, illuminating the path to a future rich with potential. With a masterclass in Google Cloud Platform's expansive suite, Muskan Sandhu tunes you into the high-demand frequencies of today's digital job market.

Discover the secrets of the cloud through the eyes of an expert. Designed to guide both novices and seasoned IT professionals alike through the labyrinth of GCP's revolutionary tools and services, Muskan's book is an invaluable resource. By constructing a foundation of knowledge brick by brick, she transforms you into a cloud solution craftsman.

Rather than just teaching, Muskan immerses you in the world of GCP, integrating complex concepts with practical exercises to put computing power, storage solutions, and machine learning at your fingertips. In addition to meticulously preparing, you for the coveted GCP certification, her holistic approach reveals new layers of expertise in each chapter.

Why does GCP certification stand as a titan in the tech industry? It unlocks a world of global reach, bulletproof security, and unparalleled reliability. It will be Muskan's pleasure to guide you through the nuts and bolts of digital transformation, so that you emerge not just as a participant, but as a leader in the cloud revolution.

Using this guide, you will be able to conquer the GCP certification exams. With Muskan, you get a strategic roadmap, exam wisdom, and battle-tested tactics from industry leaders. This course will expose you to the essentials of computing, storage, networking, and security, allowing you to become a paragon of GCP knowledge.

Join us on this transformative odyssey. Allow "Google Cloud Architect Professional Certificate (GCP) In 20 Days" to illuminate your ascent to cloud prowess, with Muskan Sandhu as your guide. Cloud architecture mastery is not just a journey, it's your ascent to the top.
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Dive into the brilliant expanse of cloud computing with "Google Cloud Architect Professional Certificate (GCP) In 20 Days," a magnum opus penned by Muskan Sandhu. With an intellect as expansive as the cloud itself, Muskan stands as a paragon of knowledge in the technological arena. With an arsenal of master's degrees under her belt, she demonstrates a mind devoted to mastering computer science and cloud computing.

Muskan's extraordinary finesse for demystifying Google Cloud intricacies is unmatched. Her work is not merely a book; it's a canvas where her intelligence, zest for education, and unwavering commitment to empowering others blend to create a guide that is as enlightening as it is practical.

Aside from her academic achievements, this luminary has carved a niche for herself in the practical world as well. Muskan has been at the forefront of software innovation, architecting robust and revolutionary cloud solutions. She brings a sense of authenticity to her insights through her experience with real-world projects.

In "Google Cloud Architect Professional Certificate (GCP) In 20 Days," Muskan Sandhu beckons you to the forefront of cloud expertise. Through her ability to explain complex cloud concepts in a digestible way, even those who are new to cloud can navigate its breadth and depth with confidence.

As you turn the pages, you'll be imbued with strategies and wisdom distilled from years of tangible experience. In this book, Muskan walks readers through GCP's vast capabilities in a clear, navigable way, inviting them to master it no matter what their background may be.

Seize the chance to be mentored by a maestro. You can chart the path to cloud eminence with Muskan Sandhu's "Google Cloud Architect Professional Certificate (GCP) In 20 Days." This journey promises not only knowledge, but transformation under the guidance of Muskan Sandhu.
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Muskan Sandhu 
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Module 1: Introduction to GCP

	Introduction to Cloud Computing







Cloud computing is the delivery of computing resources over the internet on a pay-as-you-go basis. In place of owning and maintaining physical servers and infrastructure, businesses can access a pool of shared computing resources provided by cloud service providers. Using a real-life example, here's how cloud computing works:

Let's say you need a car for a short trip, but you don't want to buy one or rent one. Instead, you decide to use a car-sharing service. Car-sharing services offer a fleet of cars that can be rented whenever needed by users. Using a mobile app, you can book a car, pick it up, use it for your trip, and then return it. There is no maintenance, insurance, or parking to worry about, and you only pay for the time you use the car.

In this analogy, a cloud computing service is like a car-sharing service, with servers, storage, and software as cars.

Cloud computing refers to the delivery of computing resources, including software, hardware, and data storage, over the internet. Instead of keeping files and running applications on local computers or servers, cloud computing allows users to access these resources from anywhere with an internet connection. 
In a cloud computing environment, users can access these resources on-demand, and pay only for what they use, instead of having to invest in and manage their own physical infrastructure.

In the past, you had to procure and set up your own physical servers to launch a website or enterprise application. Managing, patching, and troubleshooting your servers and network devices are also your responsibilities. To make your solutions available online, it takes a great deal of time, effort, and money.
What is Cloud Computing?

Imagine you have a DVD collection at home. To watch a movie, you need the right DVD, a DVD player, and a TV. Now, imagine that instead of DVDs, you have a Netflix subscription. You can watch any movie you want, whenever you want, without owning DVDs or a DVD player. The only thing you need is an internet-enabled device.

Cloud computing is like Netflix for computing services. Rather than owning computers (servers) and software, a company (such as a bank) uses someone else's servers and software over the Internet. Cloud service providers such as Google Cloud maintain multiple data centers around the world where these servers are located.

Why Do We Need Cloud Computing?

Let's use the bank as an example:

	Cost-Effective: Building and maintaining a data center is expensive. Banks no longer must worry about upgrading hardware or investing in new hardware with cloud computing. They just pay for what they use, like a subscription.
 

	Scalability: Sometimes a bank has many customers online (like on payday) and sometimes fewer. When the bank needs more virtual tellers during busy hours or fewer when it's quiet, it can easily scale its computing resources up or down using cloud computing.
 

	Accessibility: Cloud computing allows bank employees to access bank systems from anywhere, if they have an internet connection. In other words, they can work remotely or provide services to clients from different locations.
 

	Security and Compliance: Cloud providers invest heavily in security, which is crucial for banks. Furthermore, they maintain various compliance standards, which reduces the burden on the bank.
 

	Innovation and Agility: The bank can quickly roll out updated services or change existing ones using cloud computing, staying competitive and meeting customer needs faster.


Features of Cloud Computing






The main important features of cloud computing which a cloud architect should know:

	On-demand Self-Service: Cloud computing allows users to access computing resources as needed, just like renting a car. With a few clicks or API calls, virtual machines, storage, and software can be provisioned without manual intervention.
 

	Broad Network Access: Cloud computing resources are accessible over the internet from anywhere, using various devices such as laptops, smartphones, or tablets. Consequently, it promotes flexibility and remote work capabilities by allowing users to access their data and applications from anywhere.
 

	Resource pooling: Computing resources are pooled by cloud service providers so that multiple users can be served simultaneously. These resources are dynamically assigned and reassigned based on demand. Although users share the infrastructure, their data and applications remain separate.
 

	[image: image][image: image][image: image]Rapid elasticity: With cloud computing, resources can be scaled up or down based on demand. In the same way that car-sharing services have more cars when demand is high, and fewer cars when demand is low, cloud computing resources can also be scaled up or down automatically. Applications can easily handle increases in traffic and workload due to this scalability.
 

	Measured Service: Billing is based on usage of cloud computing resources. The only thing you pay for is what you consume, just like with car-sharing services. This cost model eliminates the need for large upfront investments and allows businesses to optimize their expenses by scaling resources as needed.


	Types of Cloud Computing Services





IaaS, PaaS and SaaS




IaaS (Infrastructure as a Service), 
PaaS (Platform as a Service), and 
SaaS (Software as a Service) 
are three popular models for delivering cloud computing services.
[image: Diagram  Description automatically generated]


IaaS (Infrastructure as a Service):

	What It Is: This is like renting a plot of land on which you can build anything you want. In cloud computing, virtual machines (servers), storage, and networks are rented. You control the operating system and software, but you don't worry about the physical hardware.

	Bank Example: A bank uses IaaS to host its databases and applications. The company rents server space and storage from a cloud provider but manages its own database software and applications.

	Key Players: Google Compute Engine.


PaaS (Platform as a Service):

	What It Is: This is like renting pre-built office space. The infrastructure (such as plumbing and electricity) is taken care of, so you can focus on your business activities. Cloud terms mean you get a platform where you can develop, run, and manage applications without worrying about the underlying infrastructure.

	Bank Example: A bank uses PaaS to develop and deploy its mobile banking app. While the cloud provider manages the servers, storage, and networking, the bank builds and maintains the application.

	Key Players: Google App Engine, Cloud functions.


SaaS (Software as a Service):

	What It Is: This is like using a service or tool online without installing anything on your computer. Over the internet, the software application is hosted in the cloud.

	Bank Example: A bank uses a SaaS product for customer relationship management (CRM). Employees of the bank access the CRM software through their web browsers, while the cloud provider maintains and hosts the software.
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	What is GCP?







Google Cloud Platform (GCP) is Google's suite of cloud computing services that runs on the same infrastructure Google uses for its end-user products, such as Google Search, Google Gmail, and YouTube. Using Google's cloud infrastructure, it provides computing, storage, big data, machine learning, and application development services.

Think of GCP as a giant toolbox that has everything you need to create and run your digital projects. It provides services like virtual machines (computers running in the cloud), storage space for your files and databases, networking tools to connect different components of your application, and many other useful features.

GCP is designed to be flexible, scalable, and reliable. The flexibility of our services allows you to pick and choose the services you need and adjust them as your projects evolve. GCP is scalable, which means that it can handle small and large projects alike, growing as demand increases. A reliable system ensures your data and applications are stored securely and are accessible whenever you need them.



	Advantages of GCP over other Cloud platforms







	Feature/Aspect

	Google Cloud Platform (GCP)

	Amazon Web Services (AWS)

	Microsoft Azure


	Network Infrastructure

	Uses Google's private global network, offering high speed and reduced latency.

	Extensive global network but relies more on public internet routes.

	Global network with Azure's backbone but less extensive compared to Google's private network.


	Machine Learning and AI

	Leading-edge AI and machine learning services with TensorFlow and integration with Google AI tools.

	Comprehensive set of ML services with SageMaker, but Google's AI is often seen as more cutting-edge.

	Strong in AI and ML but often considered behind Google in terms of innovation and open-source tools.


	Pricing Model

	Innovative pricing models such as sustained use discounts and custom machine types, often leading to cost savings.

	Generally known for its wide range of services but can be more expensive, with complex pricing models.

	Competitive pricing but can be complex, and cost-cutting requires careful management of resources.


	Custom Sizing

	Google offers predefined and custom size Compute Engine machines.

	Only predefined custom Compute Engine machines sizes are available.

	Only predefined custom Compute Engine machines sizes are available.


	Hybrid and Multi-Cloud

	Strong support for hybrid and multi-cloud environments, especially with Anthos.

	Offers AWS Outposts for hybrid scenarios but is more focused on cloud-centric solutions.

	Strong focus on hybrid cloud solutions, especially for enterprises heavily invested in Microsoft tech.


	Security

	Highly secure with Google’s infrastructure, but the suite of security tools is not as extensive as AWS.

	Very strong security offerings and deep experience in cloud security.

	Strong security, with an edge in integration with existing Microsoft-based enterprise environments.
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(E) GCP Services

Google Cloud Platform (GCP) industry leading cloud computing service that offers a wide variety of services to suit the needs of all the size of the businesses. GCP enables users to access powerful computing resources and services without having to purchase and maintain expensive hardware.

[image: image][image: image][image: image][image: image][image: image]Here are some of the main GCP services are: 
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From the perspective of a GCP Cloud Architect exam, here are some explanations of the services mentioned in GCP:

Compute Services: 
GCP compute services are like various types of virtual computers you can rent. The machines are capable of running applications and processing data.
Bank Example: A bank can use GCP's Compute Engine to host its website and mobile banking application. In other words, the bank doesn't have to purchase and maintain its own physical servers since it has an online supercomputer that's always ready.

Storage Services: 
You can store all types of data using storage services - documents, customer information, transaction records, etc. - and have access to them anywhere.
Bank Example: The bank uses Google Cloud Storage to securely store customer account information and transaction histories. Keeping the data backed up ensures that it is accessible and retrievable whenever needed.

Network Services: 
The network services help connect all the different cloud services securely and efficiently, such as managing internet traffic or creating private networks.
Bank Example: Using GCP’s Virtual Private Cloud (VPC), the bank creates a secure and private network for its internal applications and databases to communicate with each other, keeping sensitive data protected.

Data Analytical Services: 
A service like this is like having a super-smart system that can search through tons of data and find patterns, insights, or answers to specific questions.
Bank Example: With BigQuery, a bank can analyze years of transaction data to identify trends, detect fraud, or offer personalized financial products based on customer spending habits.

Machine Learning Services: 
The GCP Machine Learning services enable computers to recognize patterns, make decisions, and make predictions without being explicitly programmed.
Bank Example: The bank uses Google AI and machine learning tools to develop models that predict credit risk or detect unusual transactions that might indicate fraud.

Database Services: 
Database services in GCP are like digital libraries where you can store, organize, and manage large amounts of data efficiently and reliably.
Bank Example: The bank might use Cloud SQL to manage customer data. The system keeps track of all customer interactions with the bank using a highly efficient and scalable digital ledger.

Security Services: 
Using GCP security services, the bank's digital assets are protected against unauthorized access or cyberattacks by an advanced, high-tech security system.
Bank Example: The bank utilizes services like Cloud Identity & Access Management (IAM) for controlling access to its computing resources, as well as Cloud Security Command Center for monitoring security threats.
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GCP Global Infrastructure:






GCP's global infrastructure can be thought of as a huge, interconnected network of computers, data centers, and cables. Data and services can be processed and transferred quickly, securely, and reliably across the globe through this web.

The key components of this infrastructure include:

	Regions: These are specific geographical locations around the world where Google's data centers are located. A region is similar to a large city.

	Zones: Within each region, there are zones. Like different neighbourhoods in a city, these are like different parts of the city. Each zone has its own set of resources and services, and they are isolated from each other for added reliability and stability.

	Data Centers: These are physical buildings located in zones. It's like having a huge warehouse full of powerful computers and storage devices. All data is processed and stored by them, making them the backbone of cloud services.

	Network: Google has a vast and powerful network that connects these data centers. Data can be sent quickly and securely between different locations using this super-fast highway system.


A Bank Using GCP's Global Infrastructure

Let's say we have a global bank named "WorldBank." Here's how it might use GCP's global infrastructure:

	Global Presence: WorldBank has customers all over the world. The global regions of GCP allow them to store and process customer data close to where the customers are. With WorldBank's online banking, customers will experience faster service.

	Disaster Recovery and Reliability: WorldBank uses multiple zones within each region. Thus, if there's a problem in one zone (for example, a power outage in one neighborhood), it doesn't affect other zones. It's like having several branches in different parts of the city; if one is closed, the others are still open.

	Data Security and Compliance: With data centers in different regions, WorldBank can comply with local data storage laws. In order to comply with GDPR, they can store data from European customers in a European region.

	Speed and Efficiency: Thanks to Google's powerful network, when a customer from Australia accesses their account, the data travels quickly and securely through Google's "highways" to provide a seamless banking experience.
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(G) Pricing Model of GCP
GCP's pricing model works like a utility bill - similar to paying for electricity or water. Cloud services are only charged for when you use them, and the more you use, the more you pay. The flexibility and scalability of this model make it ideal for businesses. If your needs increase, you can use more resources, and if they decrease, you can use less and pay less.
Important Discounts and Details

	Pay-As-You-Go: 	Explanation: Just like paying for electricity based on how much you use, you pay for GCP services based on your actual usage. No upfront costs.

	Bank Example: If GlobalBank's application gets more customer traffic at month-end, it will use more resources and pay more for those days. On quieter days, it pays less.
 



	Sustained Use Discounts: 	Explanation: The longer you use a particular service (like a virtual machine), the cheaper it gets. When you consistently use a resource, you receive an automatic discount.

	Bank Example: If GlobalBank has its core operations running continuously on GCP, it will receive a discount automatically.
 



	Committed Use Discounts: 	Explanation: If you commit to using a specific amount of resources (like CPU or memory) for a set period (like 1 or 3 years), you get a significant discount.

	Bank Example: GlobalBank may need a certain amount of computing power in the next few years. By committing to this usage, they can save up to 70% compared to regular prices.
 



	Custom Machine Types: 	Explanation: You can customize the exact amount of CPU and memory you need, so you don't overpay for unneeded resources.

	Bank Example: Instead of choosing a standard machine type with more power than needed, GlobalBank can create a custom machine that matches its exact requirements and optimizes costs.
 



	Preemptible VMs: 	Explanation: These are inexpensive, short-lived compute instances suitable for batch jobs and fault-tolerant workloads. While they are significantly less expensive, they can be terminated by GCP if their resources are required elsewhere.

	Bank Example: GlobalBank can use preemptible VMs for short-term, non-critical tasks like data analysis, saving money on these operations.
 



	Network Usage: 	Explanation: GCP charges for network usage, but the pricing is complex and based on factors such as egress (data leaving GCP to go to the internet) and region.

	Bank Example: When GlobalBank transfers data from its GCP services to other regions or the internet, network costs must be factored into its budget.




Summary for the Bank

With GCP, a bank like GlobalBank can scale up or down its resources based on customer demand, only paying for what is used. Various discounts make it possible to optimize costs, especially for predictable, continuous usage. In addition, the bank must manage its network costs, as these can add up based on the amount of data it needs to transfer.

Businesses like banks are looking for cost-effective ways to manage their IT infrastructure and benefit from GCP's flexible pricing model.
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(H) Concepts of Zones, Regions and Multi-regions






On a large map, imagine that there are several large circles, each labelled "us-central-1", "europe-west-1", and so on. These circles are what we call Regions in GCP. A region is a specific geographical location where cloud resources are hosted.

Now, inside each of these big circles (regions), there are smaller circles. These are Zones. A zone is an isolated location within a region and has its own independent power, cooling, and networking to ensure fault-tolerant systems.

Why are Regions and Zones Important?

	Latency: The closer your users are to the region where your resources are hosted, the faster they can access your application. You can get to the branch more quickly and conveniently if it is closer to your home.

	Availability and Redundancy: By spreading your resources across different zones and regions, you can ensure that if one zone breaks down (like a power outage), your application can still run from another zone or region. Think of it as having several branches of your bank in different locations. It is still possible to visit another branch if one is closed for the day.

	Compliance: Some regions might be more suitable for your data due to legal or regulatory requirements. In order to comply with GDPR, a bank operating in Europe might prefer to store customer data there.



Zones: Google Cloud resources are physically located within specific zones within a region. The zones are designed to provide high availability and redundancy by isolating failures from each other. In a region, zones are connected by a low-latency, high-bandwidth network. Power, cooling, and networking infrastructure in each Zone are typically redundant and isolated from failures in other Zones.


Example: In the us-central1 region, there are several zones such as us-central1-a, us-central1-b, and us-central1-c. Assume that you are running a web application on GCP that requires high availability. Within a region, your application can be deployed across multiple Zones. In the event that one Zone experiences an issue or goes down, your application can continue running smoothly from other Zones, ensuring uninterrupted service to your users.

	Regions: A region is a broader geographical area that consists of multiple zones. GCP regions provide low latency and high availability within a specific geographic area. Regions are independent and isolated from each other, and they are connected by a high-speed network.


Example: The us-central1 region, mentioned earlier, encompasses the zones us-central1-a, us-central1-b, and us-central1-c. Your applications and data will be distributed across these three zones when you deploy resources in the us-central1 region, ensuring resilience and minimizing latency.

	Multi-regions: multi-regions are collections of two or more regions grouped together to provide even broader coverage and redundancy. The multi-regional architecture is ideal for applications that need global distribution and high availability across multiple geographies.


Example: The multi-region called the us contains several regions such as us-central1, us-west1, and us-east1. When you deploy resources across these regions within the US multi-region, you can ensure your services are highly available across the country.

To summarize,

	The concept of zones refers to individual locations within a region that provide fault isolation and redundancy.

	In a Region, there are multiple zones designed to ensure low-latency connectivity and redundant data storage.

	A multi-regional area encompasses multiple regions and is ideal for global distribution and high availability.





Google has unique service of Live Migration services which makes it unique in case of your machines fails, Google do live migration of your machine without you even notice. Google always have replica of your machine saved in their systems. 
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(I) Google Cloud Resource Hierarchy

Google Cloud Resource Hierarchy refers to the structure and organization of resources on Google Cloud Platform (GCP). This tool helps organize and manage resources in a logical and hierarchical way. 
The resource hierarchy in GCP consists of the following levels:

Organization Level

The Organization is like the corporate headquarters, which is at the top. This is where the big decisions are made, and overarching policies are set. When it comes to Google Cloud, it represents the entire company at the top of the hierarchy.

Folders

Beneath the Organization, there are Folders. These are similar to different departments within an organization (for example, Marketing, Sales, or Human Resources). Google Cloud folders help you group projects and resources that share common policies and need management together.

Projects

Under the Folders, you'll find Projects, which are like individual teams or initiatives within a department. With Google Cloud, each project has its own workspace with its own databases, virtual machines, and storage buckets. A project is the team working on a new marketing campaign within the Marketing department.

Resources

Finally, within each Project, there are Resources. These are the specific tools, applications, and services that the teams use to get their work done. Resources are analogous to computers, software, and data that marketing campaign teams use to create their campaigns. Google Cloud provides resources such as Compute Engine instances, Cloud Storage buckets, and BigQuery datasets for running applications.

So, the hierarchy goes from broad to specific:

	Organization: The corporate headquarters overseeing everything.

	Folders: Departments within the headquarters organizing teams by function.

	Projects: Individual teams working on specific initiatives or products.

	Resources: The tools and data each team uses to accomplish their tasks.


Within the Google Cloud Platform, the Resource Hierarchy provides a structured and organized way to manage and govern resources. It allows for centralized management at higher levels (Organization and Folders) while providing flexibility and autonomy at lower levels (Projects and Resources) for different teams and departments within an organization.
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The hierarchy provides a way to organize resources, delegate administrative control, and manage access at different levels of the organization. It also allows organizations to apply policies and enforce compliance across their resources.

  Well defined hierarchy:

Organization > Folder > Project > Resources

  Resources are created in projects.

  A Folder can contain multiple projects.

  Organization can contain multiple Folders.

  Organization

	G-Suite domain or Cloud Identity maps to Organization

	One Cloud Identity assigns to at the topmost of the Organization

	Cloud Identity 	Have Super admins.

	They assign the IAM role of Organization administrator to users.



	Users with Organization administrator role is responsible for 	Defining the structure of the resource hierarchy

	Defining IAM policies over the resource hierarchy

	Delegation of other management roles to other users



	GCP automatically assigns the Project Creator and Billing Account Creator IAM roles to all users in domain.

	This allows any user to create projects and enable billing for the cost of resources.


  Folder

	Building blocks of multi-layer organizational hierarchies

	folders can contain other folders and projects.

	Folders Organization - Normally based on the services provided by the resources in the contained projects & policies governing the folders and projects.


  Project

	Important part of the hierarchy

	Contains resources, GCE services, permissions and manage billing options.

	Anyone with resourcemanager.projects.create IAM permission can create project

	By default, when Organization get created, everyone in the domain is granted that permission.


Organization has quota of number of projects that can be created.
From a cloud architect's perspective, here are some things to consider when creating a project in GCP
	Project name: The project name should be descriptive and easy to remember. Furthermore, it should be unique, so that it does not conflict with any other projects in your organization.

	Project ID: The project ID is an individual identifier for your project. It's generated automatically when you create a project, and it cannot be changed.

	Location: Your project's location determines where your data is stored and processed. There are several locations to choose from, including regions and zones.

	Billing account: Your project must be associated with a billing account. Your project will be charged based on the resources you use.

	Permissions: By assigning permissions to users and groups, you can control who has access to your project.


A Global Bank

	Organization Level: 	"WorldBank's" global headquarters establishes its security and management policies. The bank's head office determines the overarching business strategy and operational guidelines.



	Folders: 	The World Bank is divided into four departments: Retail Banking, Corporate Banking, Human Resources, and Information Technology. As a result, each folder in their GCP setup represents one of these departments, and resources are organized accordingly.



	Projects: 	It is possible that there are several projects within the Retail Banking folder. In the same way that each bank branch has its employees and assets, each project represents a different initiative, such as "Online Banking Platform" or "Mobile Banking App." Each project will need its own resources, such as app engines, databases, and storage.



	Resources: 	A compute engine hosts the app's code, user data is stored in a database, and transaction logs are saved in a cloud storage bucket for the "Mobile Banking App" project. These are like the computers, software, and files used in a bank branch to provide services.









(J) Skills required by Google Cloud Architects






t takes a diverse set of skills for Google Cloud Architects to design, implement, and manage cloud solutions using the Google Cloud Platform (GCP). Here are some key skills required by Google Cloud architects:

1. Cloud Computing Fundamentals

	Having a solid understanding of public, private, and hybrid cloud computing principles.

	Understanding of Infrastructure as a Service (IaaS), Platform as a Service (PaaS), and Software as a Service (SaaS).


2. Proficiency in GCP Services

	Knowledge of Google Cloud services such as Compute Engine, App Engine, Cloud Storage, BigQuery, and Cloud Functions.

	Understanding of GCP's Virtual Private Cloud (VPC), load balancing, CDN, and network security.


3. Architecture and Design

	The ability to design scalable, resilient, and efficient systems within Google Cloud Platform.

	The ability to build secure, reliable applications on the Google Cloud using best practices.


4. DevOps and Automation

	Setting up CI/CD pipelines using GCP tools: Familiarity with continuous integration and continuous deployment.

	Knowledge of tools such as Terraform and Cloud Deployment Manager for infrastructure as code.


5. Security and Compliance

	Security Practices: Knowledge of cloud security principles and best practices, including identity and access management, encryption, and security protocols.

	Knowing the compliance requirements relevant to different industries and regions is a key component of compliance knowledge.


6. Data Management and Analytics

	Understanding of big data technologies and services, especially those provided by Google, such as BigQuery and Dataflow.

	Data analytics involves the processing, storing, and analyzing of data.


7. Machine Learning and AI

	Understanding the basics of AI and machine learning services provided by GCP and how to integrate them into cloud solutions.


8. Networking and Communication

	An understanding of the concepts of cloud networking is essential for technical networking.

	Skill in communicating complex technical concepts to non-technical audiences.


9. Problem-Solving and Research

	Problem-solving skills and analytical thinking, including the ability to troubleshoot GCP issues.


10. Continuous Learning

	Keeping up to date with cloud technology, GCP updates, and industry trends.







Module 2: GCP Compute Services

A Google Cloud Platform (GCP) compute service is a collection of cloud-based resources that allow you to run applications, manage workloads, and scale them. From simple web apps to complex, compute-intensive applications, these services range from fully managed platforms to customizable virtual machines. Here's a brief overview of the main compute services offered by GCP:
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What is Google Compute Engine?

Google Compute Engine (GCE) is essentially a service provided by Google Cloud Platform that lets you create and run virtual machines (VMs) on Google's infrastructure. f you choose the right computer, the right power, and the right software, you never have to buy or maintain it yourself. Essentially, it's like renting an office space, where you choose the size and location without having to construct the building.
Key Features of Compute Engine:
	Customizable VMs: These VMs are customizable in terms of size and power - such as choosing a small laptop or a powerful desktop machine.

	Scalable: You can start with one small VM and as your needs grow, you can easily add more VMs or use larger ones.

	Using Pay-as-You-Go means that you only pay for what you use. You only pay for the hours you use the VM.


Using Google Compute Engine in a Bank: Community Bank Example

We want to improve our digital services to provide better online banking experiences, improve security, manage customer data more efficiently, and analyze financial trends.

1. Launching Online Banking Services

	Setup: Community Bank uses GCE to set up and run its online banking platform. Virtual machines (VMs) are rented by the bank to create a robust, scalable environment where customers can manage their accounts, transfer money, and pay bills online.

	Scalability: When more customers use online banking during tax season or holiday shopping periods, the bank can scale up its resources on GCE to handle the increased load, ensuring that the website remains accessible and fast.


2. Data Analysis and Reporting

	Data Processing: The bank needs to process and analyze large volumes of transactions to detect fraud, understand customer behavior, and generate financial reports. Using GCE, the bank can access additional computing resources on demand to run big data analytics tools, analyze this data quickly, and derive valuable insights from it.

	Real-Time Analysis: The bank can use powerful virtual machines on GCE to analyze transactions in real-time, flagging any suspicious activity immediately.


3. Backup and Disaster Recovery

	Data Safety: Banks need to ensure customer data is safe and can be recovered in case of a system failure or cyber-attack. Data backups are created and managed by Community Bank using GCE. To restore services in case of an outage, new VMs can be spun up quickly from these backups.

	Compliance: For regulatory compliance, the bank can use GCE to store backups in different geographical locations, ensuring data is protected against regional disasters.


4. Development and Testing

	New Features: Community Bank builds isolated environments (dev/test environments) to test and develop new features in its online banking app before introducing them to the live service.

	Flexibility: This approach allows the bank's IT team to experiment and innovate, testing new features or security measures with flexibility and speed, before rolling them out to customers.


Benefits for Community Bank

	Cost-Efficiency: With GCE, the bank pays only for the computing resources it uses, avoiding the high costs associated with maintaining physical servers.

	Security: Google's infrastructure provides robust security features, allowing sensitive financial data to be protected and banking regulations to be met.

	Global Reach: Community Bank's online services are fast and reliable, no matter where customers live or travel.

	Agility: Banks can adjust their resources quickly to meet changing demands, deploy new services faster, and maintain a competitive edge in digital banking.


It is powerful infrastructure-as-a-service (IaaS) offering that provides virtual machines on demand. Users can easily create and manage virtual machines using Compute Engine, giving them complete control over their computing resources. Compute Engine offers a wide range of virtual machine options, allowing users to choose the configuration that best meets their needs.

Types Of Virtual Machine

Various workloads require different kinds of virtual machines (VMs) and Google Cloud Platform (GCP) offers a variety of them. Pre-configured VMs and Custom VMs stand out among these options because of their flexibility and customization capabilities. Let's delve into each category in detail:

1. Pre-configured VMs

A preconfigured VM is essentially a ready-made configuration made available by GCP, designed to meet a broad range of computing needs. These configurations come with a predefined set of resources, including CPU, memory (RAM), and network settings, tailored for different types of workloads. Pre-configured VMs are divided into several series and types, each optimized for specific tasks:

	General-purpose VMs (E2, N2, N2D, T2D): Suitable for a variety of applications, including web servers, small databases, and software development.

	Compute-optimized VMs (C2): Used for compute-intensive tasks that require high CPU performance, such as high-performance computing (HPC), gaming servers, and scientific modeling.

	Memory-optimized VMs (M1, M2): Provides high RAM capacities for memory-intensive applications like real-time big data analytics and large in-memory databases.

	Accelerator-optimized VMs (A2): Equipped with powerful GPUs for tasks requiring significant parallel computation power, such as machine learning, 3D visualization, and data processing.


Choosing a pre-configured VM allows for quick deployment since the specifications are already tailored to meet the needs of common workload patterns, ensuring a good balance between performance and cost.

2. Custom VMs with Specific Specifications

One of the things that makes GCP stand out in the cloud computing landscape is its ability to offer Custom VMs. The VMs can be configured according to the unique requirements of each workload, enabling users to create VMs tailored specifically to their needs. Instead of choosing from a set of pre-defined options, you can specify the exact amount of CPU and memory you need.

	Customization: Each user can choose how many vCPUs and how much memory to use. For workloads with specific performance requirements that don't fit neatly into predefined configurations, this granular level of customization is particularly useful.
 

	Flexibility and Efficiency: Custom Virtual Machines enable more efficient use of computing resources, potentially saving you money. A virtual machine can be configured to meet your application's exact requirements without overprovisioning, for instance, if it requires more memory but moderate CPU power.
 

	Unique to GCP: This high degree of customization is a distinctive feature of GCP. It provides an advantage over other cloud providers, which may only offer a limited selection of fixed VM sizes, forcing users to choose configurations that may not optimally match their needs.


Real-World Application

A financial analytics firm may require a specific configuration for its proprietary software - one that requires more memory than CPU. The firm can use GCP's Custom VMs to create a VM that exactly matches these requirements, ensuring optimal performance without paying for unnecessary resources. The ability to balance computing resources is particularly valuable for specialized applications or workloads where performance and cost management are critical.

Machine Family Types in Compute Engine:
	Machine family

	Set of processors and hardware configurations


	Series

	Machine families are further classified by series and generation


	Machine type

	Every machine series has pre-defined machine types that provide a set of resource


	Customers using GCE

	PayPal, Etsy
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How to choose Virtual Machine Type in Compute Engine:

	Cost Optimized

	Balanced

	Scale-out Optimized

	Memory Optimized

	Compute Optimized

	Accelerator Optimized


	E2

	N1, N2, N2D

	Tau, T2D

	M1, M2

	C2, C2D

	A2


	Day to day computing at a lower cost

	Balanced price

	Best performance & cost for scale out workloads

	Ultra high memory workload offer memory config. Across VM families

	Ultra high performance for compute intensive workload

	Optimized for high performance computing workload


	Web serving

App serving

Back-office apps

Small & medium db

Microservices

Virtual desktops

	+
Medium large DB
Cache

Media/streaming

	Scale out workloads!

Web serving containerized microservices

Media transcoding

Large scale java application

	Medium- large memory

DB such as SAP

In-memory DB and in memory analytics

Microsoft SQL server and similar DB

	Compute bound workloads

High performance web serving

Gaming

Ad serving

Media transcoding

	CUDA enabled ML training. 

HPC,

Massive parallelized computation


	
	
	
	More ram memory

	More virtual CPU
banking- stock servers

	Graphic card available



Preemptible VMs

Assume that you run a cafe with regular employees who work their usual shifts every day. Let's say there's a local event and you expect a sudden spike in business for a couple of days. In order to handle the extra workload, you hire some temporary staff for just a few days. Temp workers are like Preemptible Virtual Machines - they can handle extra work at a lower cost, but they might not be around for long.

Preemptible VMs are a type of virtual machine you can use on Google Cloud at a lower cost than regular virtual machines. Google may shut down these VMs (preempt them) at any time if their resources are needed elsewhere. The VMs are ideal for batch processing and background tasks that can tolerate interruptions.

A Bank Using Preemptible VMs

Let's consider a hypothetical bank, "FutureBank," to understand how preemptible VMs can be used:

Scenario: Data Analysis and Batch Processing

Problem: FutureBank needs to analyze large amounts of data to process transaction records, perform risk analyses, and generate reports. These tasks require significant computing resources but aren't time-sensitive and can be interrupted without major issues.

Solution with Preemptible VMs:

	Cost-Effective Resource Utilization: 	FutureBank uses Preemptible VMs for these data processing tasks. Due to the lower cost of these virtual machines, the bank reduces its computing costs significantly.



	Handling Interruptions: 	Data processing tasks at the bank are designed to save progress frequently. As a result, if a Preemptible VM is shut down, the task can be resumed later without much loss of progress.



	Scaling for Efficiency: 	FutureBank can scale up its use of Preemptible VMs during off-peak hours, when Google's resources are less in demand.




A preemptible virtual machine is one that can be used in the cloud at a significantly lower cost than a traditional virtual machine. However, there is a catch. Google Cloud might reclaim (or "preempt") these instances on short notice, typically after 24 hours. When that happens, the VM is shut down, and you lose any data stored on it.

If preemptible VMs can be removed, why would anyone use them? VMs that are preemptible are suitable for workloads that can handle interruptions or are not mission critical. Here are some use cases:

	Batch processing: 
The use of preemptible virtual machines is particularly useful for tasks that can be divided into smaller units and run in parallel, such as large-scale data processing, rendering jobs, and simulations. Work is simply picked up by another instance if an instance is preempted.
 

	Fault-tolerant Systems: 
With preemptible VMs, fault-tolerant systems can be built where workloads can be distributed across multiple instances. When an instance is preempted, the workload is automatically shifted to another available instance.
 

	Cost optimization: 
Preemptible VMs can reduce costs significantly, especially for non-mission-critical workloads. With lower-priced instances, you can save money without sacrificing performance or availability.


––––––––
[image: image]


Principles of Compute Engine: 

Cloud-based virtual machines (VMs) run on Google Compute Engine (GCE) based on several foundational principles designed to provide flexibility, scalability, performance, and security. Organizations and users can make the most of GCE by understanding these principles. Here's an overview of the core principles:

1. Scalability

A single instance of GCE can quickly and efficiently scale to thousands of core instances. By utilizing cloud computing, businesses are able to scale up and down their operations based on demand without having to invest in expensive hardware upfront. In order to be scalable, applications need to be able to handle growth in users, data, or computational needs smoothly.

2. Flexibility and Customization

One of GCE's standout features is its flexibility, allowing users to create custom VMs with specific CPU, memory, and storage configurations. Thus, you can optimize your resources for performance and cost according to the requirements of your application. Whether you need high-memory instances for database applications or high-CPU instances for compute-intensive applications, GCE lets you configure your VMs according to your needs.

3. Performance

GCE provides high-performance VMs that leverage Google's global infrastructure. Users can run their applications on the same infrastructure that powers Google's products with Intel, AMD, and ARM processors. In addition to high I/O options, GCE also offers options for applications that require fast data access or heavy read/write operations.

4. Security

Google Compute Engine adheres to Google's high standards for security. Data on GCE is encrypted at rest and in transit, and the platform is designed with multiple layers of security to prevent external attacks. To control access to their VMs and ensure that only authorized users can make changes, users can also use Google's identity and access management (IAM) features.

5. Live Migration

GCE offers live migration of VMs, meaning that Google can move VMs between host machines without downtime. Users' applications remain available and performant during hardware updates, software updates, and other infrastructure changes with this capability.

6. Global Reach

With data centers in regions all around the world, GCE allows users to deploy applications close to their users. In addition to reducing latency and improving application performance, this global reach enables us to meet the requirements for data residency.

7. Integration with Google Cloud Services

GCE is tightly integrated with other Google Cloud services, such as Google Cloud Storage, Google Kubernetes Engine, and BigQuery. From simple websites to complex machine learning applications, this integration provides a comprehensive cloud platform.

8. Sustainability

Google's commitment to carbon neutrality and sustainability extends to GCE. The use of Google Cloud Platform reduces the impact of computing on the environment since it uses energy efficiently and uses renewable resources.
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Pricing of Compute Engine: 

1. Resource-Based Pricing

	Compute Resources: You are charged for virtual machine (VM) instances based on their type, size (vCPU and memory), and number of hours they run. Prices vary by machine type (e.g., general-purpose, memory-optimized) and by region.

	Sustained Use Discounts: GCE automatically provides discounts for VMs that run for a significant portion of the billing month. The longer your VM runs, the larger the discount, encouraging continuous usage.

	Committed Use Discounts: For workloads with predictable resource needs, committing to a certain amount of resources (vCPU, memory) for one or three years can significantly reduce costs, in exchange for a commitment to continuous usage over the commitment term.


2. Disk and Storage Pricing

	Persistent Disks: Charges for standard and SSD (solid-state drive) persistent disks are based on the provisioned capacity, measured in GB per month, and the amount of data read and written.

	Snapshot Storage: Storing snapshots of your disks in Google Cloud Storage incurs charges based on the amount of snapshot data stored.


3. Network Pricing

	Data Transfer: Charges apply for data transferred out of GCE to the internet (egress traffic). Ingress (incoming) traffic is typically free. Prices vary depending on the source and destination of the data.

	Load Balancing: Data processing charges and forwarding rules determine the cost of load balancing services.


4. IP Address Pricing

	Static and Ephemeral IP Addresses: While ephemeral (temporary) IPs are free, static IPs (reserved IP addresses) incur charges, whether they're attached to a running instance or not, to discourage underutilization.


Important Points to Consider

	Always Free Usage Limits: GCP offers an Always Free tier that includes limited use of Compute Engine every month at no cost, for eligible users and workloads.

	Preemptible VMs: These are instances that can tolerate interruptions and are designed for workloads which can tolerate short-term compute losses. Cost-effective options for flexible workloads, they offer lower prices than standard VM instances.

	Custom Machine Types: GCE allows you to create custom VMs with the exact mix of vCPUs and memory that your applications require, potentially leading to cost savings by closely matching your specific needs without over-provisioning.

	Region and Zone Considerations: Prices vary according to the cost of operating data centers in different regions and zones. Performance (due to latency) and cost can be affected by choosing regions and zones.

	Budgeting and Cost Management Tools: GCP provides tools like the Google Cloud Pricing Calculator, Budgets, and Billing Reports to help estimate and track your spending.
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	Kubernetes Engine
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Imagine you're packing for a vacation. You have clothes, shoes, toiletries, and snacks you enjoy. You organize everything with different containers: a suitcase for clothes, a shoe bag, a toiletry bag, and a snack pouch. It's easy to manage your belongings when you're on the move, especially since each container holds a specific item.

In the world of software, "containers" serve a similar purpose but for applications and their necessary components (like code, runtime, libraries, and dependencies). An application container encapsulates everything it needs to run and ensures compatibility across any computing environment, whether it's on a developer's laptop or in the cloud. This solves the problem of "it works on my machine" by making applications portable and predictable.

How Containers Came into the Picture

As applications grew more complex, and developers faced challenges in managing dependencies, ensuring consistent environments, and scaling applications. As containers emerged as a solution, they allowed developers to isolate applications from their surroundings, making it easier to develop, deploy, and run applications.

Enter Kubernetes

Imagine your vacation packing strategy worked so well that you started travelling more frequently, with trips that varied in purpose, duration, and destination. When trips overlapped or conditions changed (such as weather), managing multiple suitcases with different contents became a challenge. To ensure you always had what you needed for every trip without constantly repacking, you needed a system to manage your containers (suitcases).

Kubernetes is similar to that system for managing containers, but for software. When businesses began using containers to deploy their applications, they faced challenges managing them, especially at scale. It was necessary to deploy, scale, and manage hundreds or even thousands of containers efficiently.

Kubernetes is an open-source platform that automates containerized application deployment, scaling, and management. It groups the containers that make up an application into logical units for easy management and discovery. Kubernetes handles:

	Deploying Containers: Based on the application's needs, it decides where and how many copies of a container to run.

	Scaling Applications: Automatically increases or decreases container instances based on demand.

	Managing Resources: Ensures containers have the needed resources and are distributed efficiently across the infrastructure.


The word Kubernetes comes from Greek. Kubernetes is an open-source container orchestration system that automates the deployment, scaling, and management of containerized applications. It was initially developed by Google and is now maintained by the Cloud Native Computing Foundation (CNCF). ––––––––A Coffee Shop Example

Let's say you run a chain of coffee shops. To serve customers, each shop requires a specific set of ingredients (milk, coffee beans, sugar) and equipment (coffee machines, grinders, cups). Think of each shop as a container; it has everything it needs to make coffee.

The management of each shop (container) individually becomes impractical as your business grows. To manage all shops effectively, you need to ensure they are stocked with ingredients, equipped correctly, and can handle the volume of customers they receive.

Kubernetes is like the manager of your chain, overseeing all the shops. It ensures each shop has the right ingredients and equipment. To save resources, it opens more shops in areas with high demand, and closes ones in quiet areas. This is all automated based on the patterns and needs of your business, so customers are always served quickly and efficiently.

Example: Bank's Transaction Processing System

Consider the case of a bank called "TrustyBank" that wishes to handle customer transactions such as deposits, withdrawals, balance inquiries, and transfers. The bank needs its transaction processing system to be:

	Highly available: The system must run continuously without interruption.

	Scalable: It must handle days when transaction volume is very high, like paydays, as well as quiet Sunday afternoons.

	Secure: It must protect sensitive financial data.

	Consistent: Customers should receive accurate information about their accounts regardless of where they access it.


How Kubernetes Is Used in a BANK

1. Managing Multiple Services:

The bank's transaction processing system consists of different services (like different departments in a bank), each running inside a container. These services include:

	A front-end interface where customers can interact with their accounts.

	A back-end system that processes transactions and updates accounts.

	A database that records all transactions.

	Ensures only authorized access to data and protects it from unauthorized access.


2. Running the Services:

For managing and running these containers, TrustyBank uses GKE. This program organizes them, monitors them 24/7, and ensures that they are running correctly.

3. Handling Traffic:

During busy periods, GKE can detect when the system is receiving more traffic and automatically start more containers to handle the load, just as more teller windows are opened during rush hours. If the bank is quiet on slower days, it can reduce the number of containers running, saving resources and money.

4. Updating Services:

TrustyBank may add new features to its app, such as mobile check deposits, and GKE can help make sure the update is smoothly rolled out. While maintaining the service, it replaces the old version of the app with the new one systematically. This is similar to renovating part of the bank without closing the entire bank to customers.

5. Keeping Everything Secure:

TrustyBank runs all its containers within a secure environment thanks to GKE. To keep money safe, banks use vaults, security guards, and cameras, along with software that manages who has access to what information.

6. Recovery from Failures:

A new container can automatically take the place of a failed container if something goes wrong, ensuring the system keeps running smoothly. It’s like having a backup generator that automatically turns on if the power goes out.

The service allows users to run containerized applications on a cluster of virtual machines (VMs). Kubernetes Engine, also known as GKE, or K8s, is a fully managed service. This means that GCP takes care of the underlying infrastructure, including VMs, networking, and storage. The user can focus on building and deploying their applications instead of worrying about infrastructure.

With Kubernetes Engine, you can automate node upgrades, auto-repair nodes, upgrade clusters and integrate with other GCP services like Cloud Storage and Stackdriver logging.

Featuring automatic load balancing, auto scaling, and self-healing capabilities, it is a highly available and scalable container orchestration system.

Kubernetes Engine clusters can be created using the GCP Console, the command line interface, or the Kubernetes Engine API. Once the cluster is created, users can deploy containerized applications using Kubernetes manifests.

Additionally, Kubernetes Engine includes tools for monitoring and managing the cluster, such as the Kubernetes Dashboard and Stackdriver.

GKE supports stateless and stateful applications as well as Istio, Helm, and Jenkins for container orchestration. Kubernetes clusters and applications can also be managed via a web-based UI and command-line tool.

GKE has 2 modes of Operation.
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A Kubernetes cluster can be managed using either Autopilot or Standard operation modes on Google Kubernetes Engine (GKE). Each mode is designed to meet different operational needs and management preferences.
Autopilot Mode

	Overview: GKE Autopilot is a hands-off operations mode where Google automatically manages and optimizes the underlying infrastructure, on behalf of the user.

	Key Characteristics: 	Fully managed: Google manages the underlying infrastructure, maintenance, and scaling.

	Simplified operations: Users don't need to monitor node health or manually scale the cluster.

	Optimized resources: Resources are automatically allocated based on workload needs, which can optimize the costs.

	Pricing: You pay for the resources your workloads use, rather than the resources allocated to your cluster.



	Ideal Use Cases: Autopilot is ideally suited for businesses that prefer a simplified Kubernetes experience, seek to minimize cluster management overhead, or have workloads with unpredictable scaling patterns.


Standard Mode

	Overview: GKE Standard is the traditional way of managing Kubernetes clusters in GKE, allowing users to configure and manage the cluster at any level.

	Key Characteristics: 	Manual control: Users have detailed control over nodes, node pools, and the cluster configuration.

	Customization: Standard mode allows for more customization and fine-tuning of the Kubernetes environment.

	Visibility and Control: Cluster users have a greater understanding of the cluster's infrastructure and can optimize it accordingly.

	Pricing: You pay for the compute instances you provision as part of your cluster, regardless of whether your workloads fully utilize them.



	Ideal Use Cases: Standard mode is suitable for businesses with specific configuration needs, predictable scaling patterns, or who want full control over their Kubernetes deployment.
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Features of Kubernetes Engine: 
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The Google Kubernetes Engine (GKE) is a powerful platform for managing containerized applications thanks to its powerful features. Here are some of its most important features:
Managed Kubernetes

	Fully Managed Control Plane: Google manages the Kubernetes control plane, including the scheduler and API server, saving you the hassle of managing and scaling them yourself.


Operations Modes

	Standard and Autopilot Modes: GKE offers two operation modes. A hands-off approach is offered by Autopilot mode, where Google manages clusters and nodes for you. Standard mode gives you granular control over clusters and nodes.


Scalability

	Horizontal Pod Autoscaling: Automatically adjusts the number of pod replicas based on CPU utilization or other selected metrics.

	Cluster Autoscaler: Dynamically adjusts the number of nodes in a given node pool, depending on workload needs.

	Multi-cluster Support: Manage multiple Kubernetes clusters across different environments.


Security

	Integrated Security: GKE offers integrated security features such as role-based access control (RBAC), Google's security-hardened container-optimized OS, and network policies to control traffic flow.

	Private Clusters: Provides the option to have clusters where nodes do not have public IP addresses, increasing security.

	Data Encryption: Offers encryption at the application layer, which ensures sensitive data is protected.


Networking

	Global Load Balancing: Google's global load balancer allows you to distribute traffic across multiple regions, reducing latency and improving availability.

	VPC Native: Offers advanced networking features with Google Virtual Private Cloud (VPC) capabilities for more granular security and networking options.


Integration and Openness

	Integration with Google Cloud Services: Seamless integration with Google Cloud services such as Cloud Storage, Cloud SQL, and Cloud Pub/Sub.

	Open APIs: GKE is built on Kubernetes, which provides an open API that integrates with a vast ecosystem of tools and plugins.


Developer Productivity

	Continuous Integration and Continuous Deployment (CI/CD): Streamlining the development process with Cloud Build and other CI/CD tools.

	Cloud Console: GKE cluster management through a user-friendly web interface.


Performance

	Resource Efficiency: Offers efficient resource usage and optimization, helping to minimize costs.

	Persistent Storage: Integration with persistent disk services, allowing stateful applications to manage data effectively.


Compliance

	Regular Compliance Auditing: GKE undergoes regular compliance audits for certifications such as ISO, SOC, and HIPAA.


Monitoring and Logging

	Cloud Operations for GKE: This offers powerful logging and monitoring capabilities that give you visibility into the performance of your application.
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History of Kubernetes Engine: 

	Google initially started their internal project called Borg, to manage their containers internally for their team. 

	2014: Google decided to launch open-sourced Kubernetes, releasing it under the Apache 2.0 license. The project was developed based on Google's internal container orchestration system called Borg.


Data Volumes: Only Shared with containers in same Pod. 


Kubernetes-⇨ Pods-⇨ Containers
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Difference between Docker and Kubernetes?

Docker: The Containerization Platform

What is Docker?

	A Docker container is like a tool for creating and managing individual containers. Containers are lightweight, portable packages that contain everything an application needs to run: code, runtime, libraries, and environment variables.


	Imagine you run a bakery. Your recipes (applications) require specific ingredients and utensils (dependencies and environments). Docker is like a set of customized baking kits for each recipe. No matter where your bakery is located, each kit (container) has everything you need to make a specific type of bread or cake.


Kubernetes: The Container Orchestration Platform

What is Kubernetes?

	Kubernetes is a system for managing and coordinating multiple containers across multiple machines. It's not about creating containers, but about managing them effectively when you have a lot of them.


	Continuing with the bakery analogy, now imagine your bakery has grown. You have several branches of your bakery (servers) and several baking kits (containers). By ensuring that all branches have the right number of baking kits at the right time, moving the kits around depending on demand, and maintaining an efficient and uninterrupted baking process, Kubernetes is like your bakery manager.


Key Differences

	Scope and Focus: 	Docker: Focuses on creating and managing individual containers.

	Kubernetes: Coordinates the management of multiple systems of containers.



	Usage: 	Docker: Ideal for developing applications in a consistent environment.

	Kubernetes: The best platform to deploy and manage those applications at scale.



	Complexity: 	Docker: Containers can be created and run more easily with Docker.

	Kubernetes: A more complex container orchestration platform due to its comprehensive nature.









Architecture of GKE: 
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Think about a bank launching an online banking system that offers services such as account management, loan applications, and customer support. A well-organized bank that efficiently manages its operations and customer interactions needs a platform that is reliable, scalable, and secure.

The Bank's Digital Platform: GKE Architecture

	Bank Headquarters (Cluster): The digital banking system operates within a "cluster" in GKE. This cluster is like the bank's headquarters, overseeing and coordinating all digital operations, from handling transactions to customer inquiries.
 

	Bank Management (Control Plane): The control plane acts as the bank's management team, responsible for overseeing operations, making sure that customer transactions are processed correctly, and making sure that all digital services are available.
 

	Branch Offices (Nodes): Within the bank's digital platform, nodes serve as branch offices, providing banking services to customers. Each node is a powerful server that runs multiple services, like a branch that offers various banking services under one roof.
 

	Service Desks (Pods): Inside each branch (node), there are several service desks (pods) where specific banking services are offered. Pods represent different services, such as account management, loan processing, or customer support, and may contain one or more closely related applications (containers) that work together.
 

	Customer Service Channels (Services): To ensure customers can access banking services easily, the bank sets up various service channels (services in GKE), like online banking, mobile apps, and customer support hotlines. These channels direct customer requests to the appropriate service desks (pods), ensuring efficient service delivery.
 

	Banking Products Launch (Deployments): When the bank launches a new banking product or service, it uses deployments to manage the rollout. Deployments in GKE allow the bank to update its digital services, introduce updated features, and scale services up or down based on demand, all without disrupting overall banking operations.
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Go

Google App Engine is a fully managed platform for building and running applications on Google's infrastructure. In other words, you create your app, like a website or a mobile app backend, and then Google takes care of the rest - like hosting, running, scaling, and maintaining it.

Key Features of App Engine:

	Serverless: You don't need to manage servers. Google handles the hardware and server maintenance.

	Scalable: It automatically adjusts resources to handle more or fewer users, depending on demand.

	Supports Multiple Languages: App Engine supports popular programming languages like Java, Python, Node.js, and more.

	Integrated Services: Cloud Storage, Cloud SQL, and BigQuery are all integrated with this service.


A Bank Using an App Engine

Google App Engine is a platform that allows you to build and host web applications on the same systems that power Google's products. To put it simply, it's like leasing a part of a huge, well-maintained, and secure building (Google's infrastructure) to set up your own shop (web application), without having to worry about electricity or water supply. It's all taken care of by building management (Google).

Example: A Bank's Customer Portal

Let's say "Community Bank" wants to create an online customer portal where users can check their balances, transfer money, pay bills, and apply for loans. Google App Engine can be used in the following ways:

Step 1: Building the Portal

Community Bank's developers create code for the customer portal, including front-end interfaces (such as how the portal looks and how users interact with it) and back-end services (such as how money is transferred or balances are checked).

Step 2: Deploying to App Engine

As soon as the portal is ready, the developers deploy it to Google App Engine. This process is akin to setting up their shop in the leased space of the building. Using App Engine, customers can access the bank's online portal at a URL that serves as the address.

Step 3: Automatic Scaling

Community Bank's customer portal experiences spikes of traffic during paydays and during the holiday season. Similar to opening more teller windows in a physical bank, App Engine creates more instances of the portal's services to handle the load. The App Engine scales down these resources when traffic is low in order to save money.

Step 4: Managing Security

A bank's security is crucial. An App Engine portal is protected against common web threats by built-in security features. It is similar to the bank's shop having its own security team to ensure its customers' safety.

Step 5: Zero Maintenance

It does not have to worry about server maintenance, updates, or any other infrastructure issues. All of that is handled by Google, just like maintenance issues are handled by the building's management. The bank’s IT team can focus on improving the portal and adding new features for their customers.

Step 6: Compliance and Regulations

App Engine complies with a wide range of regulatory standards, which is essential to the banking industry. Community Bank's portal operates within the necessary legal frameworks, just like a shop that meets all building codes.

Conclusion

Community Bank uses Google App Engine to run its customer portal without having to build or maintain underlying infrastructure. It allows them to focus on delivering quality services to their customers while relying on the robust, secure, and scalable environment that App Engine provides.

App Engine consists of two environments, the standard environment, and the flexible environment. The standard environment is optimized for web applications that run on a limited set of programming languages and web frameworks, while the flexible environment is a more customizable runtime environment that allows developers to run any language and any library or framework.

GAE also offers features such as built-in data storage and caching, task scheduling, and also provides tools for monitoring and debugging applications, as well as logging and error reporting.






	Features

	Standard

	Flexible


	Instance start up

	Seconds 

	Minutes


	SSH Access

	No 

	Yes


	Write to local disk

	No 

	Yes


	Need of VPC

	No 

	Yes


	Pricing Model

	Pay per instance class with automation shut down, generally cheaper

	Pay for resource allocation per hour, More expensive due to additional resources and flexibility.


	Scaling to Zero

	Yes

	Minimum 1


	Scaling 

	scaling based on traffic.

	Manual and automatic, Scaling based on cloud monitoring metrics.


	Supported languages

	My turn, Java, PHP, go, Ruby, node.js

	Any programming language supported by Docker


	Use cases

	Ideal for web applications that require a simple and easy to use platform.

	Ideal for applications that require more flexible and control.








Standard App Engine: 

• Online Customer Support Chatbots: A bank can deploy chatbots in the standard environment, benefiting from rapid scaling during high customer inquiry periods.

• Informational Websites: Used for hosting the bank's marketing website, where traffic fluctuates,  and high availability is important.

––––––––
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Flexible App Engine: 
	Complex Web Applications: For instance, online banking platforms that connect to different banking services, require specific libraries, or use languages that aren't supported by standard web browsers.

	Data Processing Applications: Applications that need to process large datasets, such as risk analysis tools or financial reporting systems, require background processing.


	App Engine Dashboard: The App Engine Dashboard is a web-based interface that provides a high-level view of your application's performance and usage. It shows you the number of requests served, the amount of data transferred, and the average response time. You can also view the status of your application instances and configure settings such as automatic scaling.
 

	App Engine Logs Viewer: The App Engine Logs Viewer is a web-based interface that allows you to view and search application logs generated by your App Engine application. It provides a convenient way to inspect log entries, filter logs based on specific criteria, and export logs to other tools for further analysis.





Important Points: 

⇒  App engine has no usage charges, only you pay for resources provisions.

⇒  App engine applications can run on multiple servers at the same time. 

⇒  It makes deployment, maintenance, and scalability easy, so that user can focus on the innovation. 

⇒  Application’s versioning and traffic splitting is possible here. 

⇒  It is good for web applications and support Go, Python and Java languages. 




Pricing Model of App Engine: 
App Engine offers a flexible and scalable pricing model that allows users to pay only for the resources they consume. The pricing for App Engine is based on the following factors:

⇒  Instance hours: This is the amount of time that your application instances are running. You are charged for each hour that your instances are running. You can choose between standard and flexible environment for your instances, and each has its own pricing structure.

⇒  Outgoing network traffic: This is the amount of data that your application sends from the App Engine environment to external networks. You are charged based on the volume of data you transfer.




It is important to note that there are free quotas for App Engine that provide a certain number of resources at no charge. For example, you can run up to 28 instance hours per day for free on the standard environment, and up to 8 instance hours per day for free on the flexible environment. 
Compute Engine or App Engine? 

	Feature

	Compute Engine

	App Engine


	Deployment model

	You provision and manage your own virtual machines (VMs).

	Google manages the underlying infrastructure and provides a fully managed environment for your application.


	Pricing

	You pay for the resources you use, such as CPU time, memory, and storage.

	You pay a fixed price per hour for your application’s resources.


	Scaling

	You can manually scale your application up or down as needed.

	Google automatically scales your application up or down based on demand.


	Security

	You are responsible for securing your application and data.

	Google provides a secure environment for your application and data.


	Control

	You have full control over your application and infrastructure.

	You have less control over your application and infrastructure.


	Latency

	Latency is good but less then App engine 

	High latency and doesn’t require high skills to operate
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Compute Engine is an excellent choice for applications that require high levels of control and customization. Compute Engine might be appropriate if you need to run a legacy application that is incompatible with App Engine.
App Engine is an ideal choice for applications that are not performance-critical or require little customization. For example, you might use App Engine if you are developing a new web or a mobile application.

	Cloud Run
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Google Cloud Run is a serverless computing platform. The cloud allows you to run your applications without having to manage the underlying infrastructure. Using Cloud Run, you can deploy your code as a container that scales up or down automatically.

With Google Cloud Run, you can run stateless containers, which are individual, self-contained units with everything you need to run an app. Each time a container does its job, it doesn't keep any record of what happened; it's like it has a short-term memory.
In a bank, imagine Cloud Run as a fleet of secure armoured trucks (containers) that can quickly be called upon to deliver money (services) on demand. Each truck is dispatched only when needed (when a customer requests a service) and returned to the garage (cloud) once the job is done, ready for the next task.

Example: Instant Loan Approval Service

Consider the case of "Hometown Bank", which wants to offer instant loan approvals on its website. It must be highly responsive to requests, able to handle surges without incurring costs when idle, and secure.

How Cloud Run is Used in Hometown Bank:

	Deploying the Service: Hometown Bank packages the loan approval application into a container and deploys it on Cloud Run. The service is now ready and waiting for loan applications, but it doesn't use any resources when not in use.
 

	Receiving Loan Applications: A customer fills out a loan application on the bank's website. When they submit their application, Cloud Run dispatches one of its armored trucks (activates a container) to process it.
 

	Processing the Application: The container quickly evaluates the application using the bank's criteria. It checks credit scores, verifies details, and calculates risk—all within a few moments.
 

	Delivering the Decision: Almost immediately, the customer receives a response. If approved, the loan offer is presented; if not, a polite decline is issued.
 

	Scaling Automatically: If a promotion causes a spike in loan applications, Cloud Run automatically sends out more trucks (spins up more containers) to handle the load. In order to ensure a fast and consistent experience for all customers, each application is processed individually.
 

	Cost Efficiency: Cloud Run's containers are not active when no loan applications are being processed, so Hometown Bank is not paying for them. Because they only pay when the service is actually running, it is a cost-effective solution for fluctuating demand.
 

	Security: Given that banking applications need to be highly secure, Cloud Run ensures that all data is encrypted and safely handled within each container, like armored trucks protect the money they transport.


Conclusion

Through Google Cloud Run, Hometown Bank efficiently manages its loan approval service, ensuring it's available exactly when customers need it, scales with demand, and maintains security and compliance without running a server 24/7. The cost-effectiveness and responsiveness of Cloud Run make it an ideal service for banking applications.

With Cloud Run, you can run containerized applications without managing underlying infrastructure.

	As you can use any programming language or framework to build your application, it offers a high level of flexibility.
 

	The Cloud Run platform automatically scales your application based on incoming requests, and you only pay for what you use.
 

	You can use both stateless and stateful applications, which means you can have persistent storage and connect to external services.


Interesting facts of cloud run: 

	It is a combination of App engine standards and flexible features. You can also say this a successor of App engine.

	It is launched in 2019.

	It is available in all the regions while App engine is only available in 70% of the world.

	You can use Google Cloud source repositories to run your source code and trigger cloud build to build your container image. You can then deploy the image to cloud run.

	You can use cloud functions to build and deploy a container image to cloud run. This allows you to run your containerized application in response to events triggered by cloud functions.


Features of Cloud Run: 

Here are some of the key features of GCP Cloud Run:

	Serverless: 
With Cloud Run, you don't need to worry about managing servers and can focus on deploying and running your containers.

	Stateless: 
The Cloud Run platform is designed for stateless applications, meaning that each request is handled independently and doesn't rely on the state from previous requests. Stateful applications with persistent data storage are not suitable for Cloud Run.

	Event-driven and scalable: 
In response to incoming request traffic, Cloud Run can automatically scale your containers. Traffic spikes can be handled automatically without any manual intervention. Scaling is based on demand and billed on a per-second basis.

	Support for containers: 
Docker containers and Open Container Initiative (OCI) containers can be run on Cloud Run. Cloud Run allows you to use existing container images or build custom images.

	Fully managed: 
Cloud Run allows Google to manage the infrastructure and handle tasks such as scaling, patching, and operating system management. Without having to worry about infrastructure management, you can concentrate on developing and deploying your applications.

	Portability: 
By adhering to open standards, Cloud Run provides portability and interoperability. Using Cloud Run for Anthos, you can deploy Cloud Run applications on different cloud providers or on your own infrastructure.







Cloud Run can be used to deploy both private and public services: 

A private service in Cloud Run is not accessible from the public internet and can only be accessed from within your VPC network. Private Cloud Run services can be used to host internal applications or APIs that should not be exposed to the public internet. To create a private Cloud Run service, you need to configure your Cloud Run service to be deployed to a VPC network.

On the other hand, a public Cloud Run service is accessible from the public internet. This means that anyone with the service's URL can access it. You can deploy a public Cloud Run service by specifying the—allow-unauthenticated flag when deploying your container image.

To secure your public Cloud Run service, you can use Identity and Access Management (IAM) roles and permissions to control who has access to your service. You can also use Cloud Armor to configure IP-based and HTTP-based access controls for your public Cloud Run service.
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Pricing modal of Cloud Run: 

Cloud run pricing model is based on the following two:


⇒  Request Based: If a container instance is not processing requests., the CPU is not allocated to you, and you are not charged.

⇒  Instance Based: You are charged for the entire lifetime of a container instance and the CPU is always allocated. There is no per request fee.



Billable container instance time for services with CPU allocated only during request processing:

By default, Cloud Run only charges for the CPU and memory allocated to a container instance when:

	The container instance is starting initially.

	The container instance is gracefully shutting down (handling the SIGTERM signal).

	At least one request is being processed by the container instance. Billable instance time begins with the start of the first request and ends at the end of the last request.


If you set a minimum number of container instances, you are also billed at a different "idle" rate when these instances are not processing requests. 

USE CASES of Cloud Run: 

	Web services: REST APIs backend



Modern mobile apps typically use RESTful backend APIs to provide current views of application data and to separate frontend and backend development. API services provided by Cloud Run enable developers to persist data reliably on managed databases such as Cloud SQL or Firestore (NoSQL). Logging in to Cloud Run grants users access to app‐resource data stored in Cloud Databases.
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	Microservices: Cloud Run is an ideal platform for microservices. With Cloud Run, developers can easily deploy multiple microservices connected to each other and communicate using APIs.

	Machine learning: Cloud Run can be used to deploy machine learning models trained with popular frameworks like TensorFlow and PyTorch. 

	Event-driven processing: Cloud Run can process events in real-time. Developers can use Cloud Run to deploy functions triggered by events like messages from a queue, changes to a database, or incoming HTTP requests.

	Data processing: Cloud Run can be used to run batch jobs that perform data processing tasks like data cleansing, data transformation, and data aggregation. Developers can use Cloud Run to deploy batch jobs executed at scheduled intervals or triggered by events.
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The Google Cloud Functions platform is a serverless execution environment for building and connecting cloud services. You can write simple, single-purpose functions using Cloud Functions without having to manage a server or runtime environment.

Imagine having a team of on-demand helpers ready to assist whenever needed, without the need for a permanent office space. They show up, do their job, and leave rather than worrying about where they stay or what equipment they need.

Real-Life Example: Automated Customer Notifications in a Bank

The "Friendly Bank" wants to send automated notifications to its customers for various reasons, including:

	Balance Updates: When a customer's account balance changes.

	Suspicious Activity Alerts: Alerts that indicate that a particular account might be involved in fraudulent activity.

	Payment Due Reminder: Notifies you when it's time to make a loan payment.


Here's how Google Cloud Functions work:

1. Triggering Functions

Each of these scenarios triggers a function:

	Balance Update Function: When a transaction is processed, the customer receives a notification that their account balance has been updated.

	Suspicious Activity Function: Bank systems will alert the customer if unusual activity is detected and ask them to verify it.

	Payment Reminder Function: Within a few days of the due date, a reminder function is automatically triggered, reminding the customer to make the payment.


2. Why Use Cloud Functions

	Efficiency: Friendly Bank does not need to run a dedicated server 24/7 to perform occasional tasks, but only when they are triggered by Cloud Functions.


	Cost-Effectiveness: Friendly Bank only pays when functions are running, not when servers are idle. There is a significant cost savings to be made by running a server that will not be operating 24 hours a day.

	Focused Development: Developers can concentrate on the logic for notifications without having to worry about setting up or maintaining servers.


3. Real-life Usage

	Balance Updates: The balance update function is triggered any time a customer deposits or withdraws. In this function, the customer's new balance is retrieved and an email or SMS message is sent with the update.

	Suspicious Activity Alerts: The bank's security systems continuously monitor for fraudulent activity. We call the abnormal activity function when something looks suspicious, and we send a warning message to the customer asking them to confirm the transaction.

	Payment Due Reminders: Every night, the payment reminders function checks for payments due for the coming week. The system sends a reminder email or text to the customer if any errors are found.


Key Features of Cloud Functions:

	Event-Driven: Executes cloud events (like file uploads, database changes, etc.).

	Serverless: No need to provision or manage servers. Google manages the infrastructure.

	Scalable: Automatically scales based on the number of events.

	Stateless: Functions don't retain data between executions and are independent.


To act on events, you shall define a trigger. Binding a function to trigger Enables you to act on events. The most common triggers are:

	Google Cloud Storage

	Pub/Sub

	HTTP

	Firestore

	Scheduled


Pricing modal of Cloud Functions: 

You pay for Google Cloud Run based on how much computing resources you use and how often you use them. Essentially, you pay for what you consume, like electricity or water.

Key Components of Pricing

	Compute Time: 	What It Is: The amount of time your application code spends processing a request.

	Billing: You are billed for the time your container instance is active, measured in 100ms increments.



	Memory Allocation: 	What It Is: Memory allocated to your container while it is running.

	Billing: Charged based on the amount of memory allocated, calculated in gigabyte-seconds (Gb-s).



	CPU Allocation: 	What It Is: The CPU resources used by your container.

	Billing: Charged based on CPU time consumed.



	Requests: 	What It Is: How many requests your application handles?

	Billing: You're charged per request, making this cost relevant for applications with high numbers of requests.



	Networking: 	Outgoing Network Traffic: This is data sent from Cloud Run to the Internet.

	Billing: Outgoing network traffic is charged; incoming traffic is usually free.



	Free Tier: 	A generous free tier is available on Google Cloud Run, including free computing, memory, and request processing each day. This means small applications or those with low traffic might not incur costs.




A Small Business Website

Let's say you run a small business and have a Cloud Run website. The website provides information about your business, takes customer inquiries, and books appointments.

	If your website has a moderate amount of traffic, you'll be billed for the compute time, memory, and CPU used when people actively use your site.

	For days when the website has very small traffic, your costs could be very low, or even within the free tier if usage is minimal.

	During a special promotion, your costs may increase due to higher resource usage, but Cloud Run will automatically scale to meet the increased demand.

	How to decide on choosing Cloud Run or Cloud Functions? 

	

	If you applications requires a specific runtime environment or you need to control the underlying infrastructure, Cloud Run is a better choice.

	If your application is even tripling and requires automatic scaling, Cloud Functions is a better choice.

	Cloud Functions lets you deploy snippets of code, whereas Cloud Run let you deploy container images using any language of your choice.

	Cloud Run offers longer request time out duration of up to 60 minutes whereas the Cloud Functions, the requested timeout can be as high as only 9 minutes.


	Decision Tree- How to select serverless environment [image: Diagram  Description automatically generated] 


How to Choose between compute services: 

Decision Tree for Choosing a Google Cloud Compute Service:

	Do you need full control over the OS and the environment? 	Yes: Use Compute Engine. The Fashion Forward e-commerce platform has specific requirements that can't be met by standard environments.

	No: Proceed to question 2.
 



	Do you want to run containerized applications? 	Yes: Proceed to question 3.

	No: Use App Engine. Using the underlying infrastructure is a hassle for Fashion Forward and it needs a way to deploy its standard web application quickly and easily.
 



	Do you need to orchestrate multiple containers? 	Yes: Use Kubernetes Engine (GKE). Fashion Forward has a microservices architecture for its e-commerce site, with different services in containers that need coordination.

	No: Proceed to question 4.
 



	Do you have a stateless, event-driven application or service? 	Yes: Use Cloud Run if you have containerized applications that need to scale up and down automatically, such as a payment processing microservice that handles spikes in transaction volume during sales events.

	Still Yes, but simpler: Use Cloud Functions if you need to run simple functions in response to events, like sending automated order confirmation emails when users make a purchase.–––––––– 




Example Use Cases for Fashion Forward:

	Compute Engine: Fashion Forward uses Compute Engine to manage a legacy, custom-built e-commerce platform.

	App Engine: They use App Engine for their marketing blogs and static content since it automates scaling and provides ease of deployment.

	Kubernetes Engine (GKE): GKE manages container orchestration for their new, scalable, microservice-based checkout process.

	Cloud Run: The company implements a new image processing service for product photos that automatically adjusts resource usage.

	Cloud Functions: They set up Cloud Functions to automatically store customer feedback and inquiries in the database.


	Feature/Aspect

	Cloud Run

	App Engine

	Kubernetes Engine

	Compute Engine


	Management Complexity

	Low (fully managed, serverless)

	Low to Medium (fully managed)

	Medium to High (orchestration layer)

	High (manual setup and management)


	Scalability

	Automatic scaling

	Automatic scaling

	Manual and automatic scaling

	Manual scaling


	Flexibility in Language/Runtime

	Limited to containerized apps

	Broad support for many languages (PaaS)

	Broad (any containerized application)

	Full flexibility (IaaS)


	Control over Environment

	Limited (serverless)

	Moderate (runtime environment)

	High (full control over containers)

	Full control (VM-based)



• Cloud Run:

	Example: A bank needs to deploy a lightweight, stateless application to generate financial reports on demand. Despite variable traffic, the app needs to scale quickly.

	Why Cloud Run: It handles request-driven, scalable workloads without the overhead of managing servers.


• App Engine:

	Example: A retail store launches an e-commerce platform that must handle fluctuating web traffic without extensive infrastructure management.

	Why App Engine: Offers easy deployment and scaling for web apps, along with support for multiple development languages.


• Kubernetes Engine:

	Example: For large enterprises, multiple interdependent microservices are required in an application ecosystem.

	Why Kubernetes Engine: Allows complex containerized applications to be orchestrated.


• Compute Engine:

	Example: Research institutions need specific hardware and software requirements for running high-performance computing simulations.

	Why Compute Engine: It offers a high degree of control over VMs, which can be customized to meet specific computing requirements.
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What is a Sole-Tenant Node?

A sole-tenant node on Google Cloud is similar to having your own office in a large business complex rather than sharing a coworking space. In particular, this is useful for organizations with specific needs, which makes sharing resources with others less ideal.

Example: A bank's private data processing center

Suppose "SecureBank" has extremely sensitive data and strict regulatory requirements that require complete control over the physical machines that carry their data and applications. While they want the benefits of cloud computing-such as scalability and not having to manage data centers-they need a bit more privacy and control.

How SecureBank uses sole-tenant nodes:

	Dedicated Resources: 	Situation: SecureBank needs to ensure that its computing resources are not shared with another company for security and compliance reasons.

	Sole-Tenant Nodes: Hosting companies rent dedicated servers from Google Cloud's data centers using Sole-Tenant Nodes. By doing this, SecureBank isolates its applications and data from other tenants, much like having a private office would keep their documents and conversations private.
 



	Regulatory Compliance: 	Situation: There are strict regulations that require SecureBank's data to be processed in a specific manner and location.

	Sole-Tenant Nodes: With Sole-Tenant Nodes, SecureBank can ensure that their servers are compliant with geographical and regulatory requirements, since they can select where their dedicated servers reside within Google's global infrastructure.
 



	Performance Consistency: 	Situation: SecureBank's high-frequency trading platform needs consistent performance without any 'noisy neighbours', which are other customers' workloads running on the same server.

	Sole-Tenant Nodes: The dedicated nature of Sole-Tenant Nodes means SecureBank's trading platform can run without interference from other workloads, ensuring peak performance at all times.
 



	Customizable Hardware: 	Situation: SecureBank has specific hardware requirements for database servers to optimize performance.

	Sole-Tenant Nodes: In a multi-tenant environment, machine types and configurations of these Nodes cannot be customized to meet these specific requirements.
 



	Cost Management with Flexibility: 	Situation: SecureBank wants the flexibility of cloud economics where they pay for what they use, but they still need dedicated resources.

	Sole-Tenant Nodes: They can take advantage of Google Cloud's committed use discounts for Sole-Tenant Nodes, which provides cost savings for sustained use while retaining the benefits of dedicated resources.
 



	Physical Isolation for Sensitive Workloads: 	Situation: SecureBank needs to process sensitive customer data and wants physical isolation from all other workloads for an additional layer of security.

	Sole-Tenant Nodes: This data can be processed on Sole-Tenant Nodes, ensuring that the physical server is only used by their workloads.




Module 3: GCP Machine Learning Services

In GCP, machine learning services are tools and resources that make it easier for developers and data scientists to build, deploy, and use machine learning models. Users can leverage machine learning without extensive expertise or the need to build models from scratch using pre-built models, APIs, and platforms.

To better understand this, let's consider a real-life example.

Imagine you're working for a company that wants to develop an application to automatically analyze customer reviews and determine whether they are positive or negative. Instead of manually reading and categorizing each review, you can use machine learning services in GCP to automate the process.

Here's how it works:


Pre-built Models: GCP provides pre-built models that are already trained on large datasets. In this case, you can use the Cloud Natural Language API, which understands and analyzes text. It can detect sentiment, identifying entities (such as people, places, and organizations), and performing various language-related tasks.

API Integration: Making API calls integrates the Cloud Natural Language API into your application. You send the customer reviews to the API, and it returns the sentiment analysis results, indicating whether the review is positive or negative.

Customization: You can customize the pre-built models to meet your specific needs. If you have your own dataset of reviews from your industry or specific keywords relevant to your business, you can train the model further.

Continuous Learning: Machine learning services in GCP enable continuous learning and improvement. By analyzing more customer reviews, the model will learn from new data and become more accurate over time. As a result, your application can become smarter and more accurate in analyzing customer sentiment.
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Throughout the machine learning life cycle, many users within an organization play an important role. Among the various types of data scientists, there are product managers who can pull essential insights from Bigquery by typing natural language queries, data scientists who work on building and validating models, and engineers who ensure that the models work well in production systems. There are different needs associated with each of these use cases. There are a variety of Google Cloud MLL services available to meet those needs in this section. Depending on your specific use case and the level of expertise in your team, the services that will work best for you will differ. Pretrained models or AI solutions are generally better than untrained ones if possible. You can create a data set if your user case does not match the AI. You can use custom training options in Vertex AI if you realize that use cases require your own model code.
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Pre trained AI 

What is Pretrained AI?

A pre-trained Artificial Intelligence model is one that has already been trained on a large dataset before being used. Instead of having to train someone from scratch, you hire an experienced worker who has already learned many skills in previous jobs.

To train an AI model, you feed it a lot of data so that it can learn patterns and make predictions or decisions based on new information. In a pretrained AI model, this learning process has already been completed, so it can immediately begin making accurate predictions and understanding inputs.

Pretrained AI in Banking for Fraud Detection

Let's take a bank, "SafeBank," which wants to implement a fraud detection system:

	The Challenge: Building an AI model for fraud detection from scratch is challenging. In order to train the model to recognize fraudulent transactions accurately, a vast amount of transaction data is required.

	Using pre-trained AI: 	In order to detect fraud, SafeBank decides to use a pretrained artificial intelligence model. Thousands of banking transactions, including fraud examples, have already been used to train this model.

	This model allows SafeBank to analyze transactions immediately after it is implemented. In addition to detecting abnormal transaction amounts and suspicious account activity, the model also uses its pre-acquired knowledge to identify patterns that suggest fraud.

	Using a pretrained model allows the bank to deploy an effective fraud detection tool quickly without spending time and resources training a new model.




We have following pre-trained AI are: 

	Recommendation AI: 







What is Recommendations AI?

Machine learning is used by Google Cloud's Recommendations AI service to provide users with personalized product or content suggestions. It is similar to a smart assistant in a store who observes what customers like and recommends similar products.

By analyzing user behavior, preferences, and interactions, Recommendations AI predicts and suggests relevant items or content. You'll commonly find it in online retail, where it recommends products based on your browsing history and purchases.

How Recommendations AI Works:

	Data Collection: It collects data about user interactions, like what pages they visit, what items they view, and what they purchase.

	Machine Learning Analysis: Artificial intelligence analyzes this data to identify patterns and preferences.

	Personalized Recommendations: Each user receives personalized recommendations based on this analysis.


Recommendations AI in a Bank

Scenario: "TrustBank" wants to provide personalized recommendations for financial products through its online banking service.

Use of recommendations from AI:

 Customer-Centric Experience: Like the shopkeeper who knows your taste, FutureBank can create a banking experience tailored to each customer, making financial management easier and more intuitive.

 Enhanced Discovery: Many customers may not know all the financial products available. Recommendations AI is a personal advisor, helping users discover services that meet their unique needs and financial goals.

 Data-Driven Decisions: The recommendations are not random; they're based on analyzing large amounts of data to understand patterns and preferences. By doing so, we ensure that the suggestions we make are relevant and useful.

 Operational Efficiency: FutureBank can optimize marketing spend by promoting specific products to customers who are most likely to be interested in them instead of blanket marketing campaigns.

Scenario for Use:

	Cross-Selling and Upselling: Recommendations AI can help banks promote products and services that customers may not have considered but may be interested in.

	Customer Retention: Banks can increase customer loyalty and retention by offering personalized experiences.

	Financial Advisory: AI recommendations can act like digital financial advisors, suggesting investment opportunities or savings plans based on customer profiles.


Few of the customers using this service are: 

	Amazon: 
Amazon utilizes recommendation AI extensively on its platform. To provide personalized product recommendations, its recommendation engine analyzes user browsing and purchase history. Amazon gains sales from these recommendations by helping users discover new products.
 

	Netflix: 
Netflix is well-known for its recommendation engine, which suggests personalized movie and TV show recommendations to its users. Netflix's recommendation AI helps users find content they're likely to enjoy by analyzing viewing history, ratings, and other user data.
 

	Spotify: 
Spotify uses recommendation AI to create personalized playlists and suggest music based on users' listening habits, genre preferences, and similar artists. The platform's recommendation engine helps users discover new music and keeps them engaged.


	Document AI:


What is Document AI?

You can use Document AI to read and understand documents for you. Assume you have piles of different documents - forms, invoices, letters - and need to quickly locate specific information within them, such as names, dates, or amounts. Artificial intelligence is used in Document AI to scan, read, and understand documents.

Document AI is a tool from Google Cloud Platform that uses machine learning models to extract, process, and analyze data from documents automatically. It can recognize and categorize information, making it easier to handle large volumes of paperwork digitally.

Using Document AI in a Bank

Scenario: Loan Application Processing

	The problem is that "FastLoan Bank" processes thousands of loan applications every month. Each application involves several documents like identity proofs, income statements, and credit reports. The process of manually reviewing these documents takes a long time and can lead to mistakes.


Solution with Document AI:

	Automating Data Extraction: 	Data is automatically extracted from application documents using Document AI at FastLoan Bank. Document AI scans a customer's paperwork and extracts important information including names, addresses, income details, and credit scores.
 



	Streamlining the Application Process: 	Afterward, the extracted information is automatically fed into the bank's loan processing system. A bank can quickly get structured data without having to enter it manually, thus speeding up the decision-making process.
 



	Improving Accuracy and Efficiency: 	With document AI, manual data entry errors are reduced and data is processed in a consistent manner. Rather than spending time on paperwork, bank employees can focus on more critical tasks like evaluating loan eligibility.
 



	Enhancing Customer Experience: 	Having a faster and smoother loan application process significantly improves the bank's customer service.




Scenarios for Using Document AI in Banking

	Customer Onboarding: Verifying customer information during account creation.

	Mortgage Processing: Extracting data from property documents and financial statements.

	Compliance and Auditing: Analyzing financial documents for regulatory compliance.



Benefits- 


It is possible to save considerable time and effort by automating the document processing workflow by reducing manual data entry. Employees can then focus on higher-value tasks, reducing operational costs.

In addition to being trained on a large amount of data, Document AI's machine learning models can extract accurate information from a variety of document formats. This reduces the likelihood of manual data entry errors.

Few of the customers using this service are: 

	HSBC: 
HSBC, one of the world's largest banking and financial services organizations, utilizes Document AI services to automate their document processing tasks. Using AI models, they extract data from documents such as bank statements, invoices, and customer forms, allowing for faster and more accurate data entry.
 

	Accenture: 
Accenture, a global professional services company, integrates Document AI services to augment document processing capabilities. Using AI models, they analyze and extract insights from complex documents, such as legal contracts and compliance-related documents, facilitating faster decision-making and improving risk management.







	Contact Center AI: 


Google Cloud Platform's Contact Center AI solution enhances customer service experiences in call centers. Think of it as a smart assistant that assists both customers and customer service agents in a call center.

CCAI uses artificial intelligence and machine learning to understand customer queries, provide accurate information, assist live agents, and automate responses. The system uses natural language to interact with customers, making the conversation as smooth and helpful as if they were talking to a human.

Key Components of CCAI:

	Virtual Agent: 	A chatbot powered by artificial intelligence that can interact with customers, understand their questions and provide instant responses. It's like having a 24/7 customer service representative at your fingertips.



	Agent Assist: 	Offers suggestions, relevant information, and automates routine tasks to live agents during calls.



	Conversational Topic Modeler: 	Analyzes and understands customer service conversations, improving service strategies.




Using CCAI in a Bank

Scenario: Enhancing Customer Service in "CityBank"

	Problem: CityBank's call center receives a high volume of customer inquiries daily, causing long wait times and increased pressure on customer service representatives.


Solution with CCAI:

	Automated Customer Responses: 	In addition to checking account balances and requesting transaction history, CityBank uses CCAI's Virtual Agent to assist customers with basic inquiries.

	A Virtual Agent can assist customers, reducing waiting times, when they call the bank.
 



	Support for Live Agents: 	A feature called Agent Assist offers live agents real-time suggestions, information lookups, and call transcription for more complex queries. This helps agents respond more effectively and efficiently.
 



	Understanding Customer Needs: 	Using Conversational Topic Modeler, CityBank can proactively improve its products and services by understanding common customer concerns and trends.


	DialogFlow CS: 




Chatbots and virtual agents can be built with Dialogflow CX, an advanced tool from Google. You can create a smart virtual assistant that talks to your customers, understands their questions, and answers them.

Google Cloud's Dialogflow API helps you create smart chatbots and voice assistants using interactive conversational agents. Imagine it as a digital puppet master that can teach puppets (bots) how to converse naturally with humans.

How It Works:

If you had a virtual teller that was knowledgeable about banking services as well as capable of chatting with customers, understanding their questions, and responding in a conversational manner, you would be able to provide answers in a professional manner. This is what Dialogflow allows, but without the need to hire a person to work behind a desk.

How Dialogflow Can Be Used in a Bank:

1. Automated Customer Support:

	Situation: Bank hours, account balances, and loan application procedures are frequently asked questions by customers.

	Implementation: Dialogflow is used to create a chatbot for the bank's website and mobile app. Whenever customers type in a question, Dialogflow processes the text, understands the intention, and responds with the correct information.

	Benefit: Customers receive instant answers to their questions any time of the day without waiting in line or on hold, and bank staff can focus on more complex customer needs.


2. Voice-Activated Banking:

	Situation: When customers are on the go or their hands are full, they want to use voice commands to carry out banking tasks such as transferring money or paying bills.

	Implementation: Dialogflow is integrated into the bank's mobile app to create a voice-activated interface. Conversational banking is available to customers via the app.

	Benefit: This makes mobile banking more accessible and convenient, especially for visually impaired customers or those who prefer speaking to typing.


3. Personal Banking Assistant:

	Situation: Customers need personalized advice for their banking needs, such as choosing the right investment or account.

	Implementation: Dialogflow powers a virtual banking assistant that can converse with customers to understand their financial goals and offer personalized product recommendations.

	Benefit: The bank provides tailored financial advice at scale, making each customer feel understood and well-served.


It is Dialogflow that powers the bank's conversational interface, enabling them to understand and respond to customer inquiries naturally and effectively, whether via text or voice. Banks can scale their customer service and make it more interactive and personable.

When to Use Dialogflow CX

	Complex Customer Service: Handles a variety of customer queries where maintaining a coherent conversation flow is crucial.

	High-Volume Interactions: Automating responses can save time and resources in scenarios with a high volume of interactions.


Few of the customers using this service are: 

	Ticketmaster: 
A virtual assistant called "TM Bot" was developed by Ticketmaster, a leading global ticketing platform. It assists customers in finding events, purchasing tickets, and providing support. It enhances the ticket purchasing experience by offering quick and accurate responses to customer queries.

	Domino's: 
Domino's Pizza incorporated Dialogflow into its chatbot called "Dom." Through Dom, customers can place orders, track deliveries, and inquire about menu options. Using Dialogflow, Domino's can handle complex customer requests and provide a smooth ordering process.


(E) Vertex AI
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What is Vertex AI?

Vertex AI combines various Google Cloud services under one unified interface for managing ML lifecycles. Data preparation, model training, evaluation, deployment, and monitoring are all included in this process. AI models can be developed, deployed, and maintained using this Google Cloud service. This toolkit helps you create and use AI models without having to be an expert in the field.

Why Do We Need Vertex AI?

	Simplified ML Workflow: Building an ML model would require multiple, often disjointed Google Cloud services without Vertex AI. Vertex AI streamlines this by offering a cohesive environment, saving time and reducing complexity.

	Scalability: Large datasets and complex models can be handled automatically, making resource management easier.

	Flexibility: Vertex AI offers tools that suit all levels of expertise in ML, whether you're a beginner or an expert.

	Integration with Google Cloud: BigQuery, Dataflow, and AI Platform are all seamlessly integrated with this service.


Types of Vertex AI

	AutoML: Vertex AI offers AutoML, which automates the creation of models for users without ML expertise. The data is provided by you, and AutoML takes care of training and tuning the model.
 

	Custom Models: For more experienced users, Vertex AI allows the creation of custom models using TensorFlow, PyTorch, etc. You have more control over the model architecture and training process.


Example in Banking

Consider a bank that wants to predict loan default risks. If Vertex AI weren't used, the process might involve separate steps: preprocessing the data, training the model, and then deploying and monitoring the model. There is a risk of errors and inefficiency as a result of this disjointed process.

With Vertex AI, the bank can:

	Efficiently Prepare Data: Use Vertex AI's tools to clean and organize customer data.

	Build Models: Choose AutoML for a no-code model or custom model training for more control.

	Deploy and Monitor: Easily deploy the model in production and monitor its performance, all within Vertex AI.


Vertex AI can, for instance, train a model to predict whether a customer will default on a loan based on the bank's customer data (like income, credit score, repayment history). As a result of these predictions, the bank is able to make informed decisions about loan approvals, reducing the risk of default.
How Vertex AI Works (Simplified)
Let's say you run an online store and want to use AI to recommend products to your customers. Here's how Vertex AI works:

	Gather Data: Collect data about what customers buy, look at, etc.

	Choose Your Approach: 	You can use AutoML if you're new to AI: Just upload your data, and Vertex AI will create a model for you automatically.

	If you're experienced, use custom model tools to build and train a model yourself.



	Train the Model: Vertex AI will use your data to train the model. This is like teaching the AI what patterns to look for in customer behavior.

	Your online store can use the trained model once it is deployed. The model will analyze customer behaviour and suggest products they might like.

	Monitor and Improve: With Vertex AI, you can also determine how well your model is working and make improvements over time.



Data scientists and machine learning engineers can focus on more important things with Vertex AI, which combines data engineering and data science. It supports all open-source frameworks, including scikit-learn, so it can be used by beginners as well as experts.

Vertex AI automates the process for data scientists and machine learning engineers, saving them time and money. Pre-trained APIs for vision, video, natural language, and more can be easily integrated into applications.

Vertex AI was used by Deloitte to create a chatbot that could understand and answer customer questions. Vertex AI is also used by the National Retail Federation to predict customer demand and optimize inventory levels. Healthcare professionals have also used Vertex AI to predict the likelihood of a patient being readmitted within 30 days.

It is a powerful machine learning platform that simplifies building and deploying AI models. It saves time and money for data scientists and machine learning engineers and is suitable for both beginners and experts in the field. Pre-trained APIs and open-source framework support make data-driven decisions and improve customer experiences.


As a result, ML models can be developed, deployed, and managed more efficiently. With its tools and services, organizations can harness the power of ML efficiently and effectively.

Let's understand Vertex AI with a real-life example:

Imagine you work for a company that wants to build a system to automatically classify and sort customer support tickets based on their content. Using Vertex AI, you can streamline the development process and create a solution that works. Here's how it works:


⇒  Data Preparation: 
Gather a large dataset of customer support tickets and their corresponding categories (e.g., billing, technical issues, product feedback). This dataset will be used to train an ML model.

⇒  AutoML: 
Vertex AI's AutoML capabilities allow you to train ML models without extensive coding or ML expertise. The customer support ticket dataset is uploaded to Vertex AI, which automatically analyzes the data, identifies patterns, and builds a custom machine learning model.

⇒  Model Training and Evaluation: 
Vertex AI optimizes the performance of your model by adjusting parameters and algorithms. As well as providing evaluation metrics, it allows for the evaluation of how well the model performs on unknown data.

⇒  Model Deployment: 
Once the model has been trained and meets your performance criteria, it can be deployed on Vertex AI's managed infrastructure. The API allows other systems or applications to send support tickets for classification to the model.

⇒  Scalability and Monitoring: 
Vertex AI's infrastructure manages the scaling and availability of the deployed model. This system is capable of handling large volumes of incoming support tickets, ensuring a reliable and responsive service. The monitoring tools provided by Vertex AI are also helpful for monitoring the performance of the deployed model.

⇒  Continuous Improvement: 
Vertex AI allows you to continuously improve your model by retraining it based on new data. This ensures that the model stays up to date and maintains its accuracy as customer support trends and ticket patterns evolve over time.

Few of the customers using this service are: 

	Twitter: 
Twitter uses Vertex AI services to enhance its recommendation system. Using Vertex AI's machine learning capabilities, Twitter can provide personalized content recommendations based on user behavior, interests, and engagement patterns.
 

	Spotify: 
Spotify, a popular music streaming platform, uses Vertex AI services to power its recommendation engine. To enhance the overall music discovery experience, Spotify analyzes its users' listening habits, preferences, and historical data using machine learning models and infrastructure provided by Vertex AI.
 

	PayPal: 
PayPal, a global online payment platform, integrates Vertex AI services to combat fraud. PayPal can detect and prevent fraudulent activities by leveraging machine learning algorithms and advanced analytics provided by Vertex AI.
 

	Lululemon: 
Lululemon, a prominent athletic apparel company, uses Vertex AI services to optimize its supply chain and inventory management. With machine learning algorithms applied to historical sales data, customer demand patterns, and market trends, Lululemon is able to forecast demand accurately, improve inventory planning, and ensure product availability.
 

	Subaru: 
SUBARU is using Vertex AI to improve car safety. Vertex AI is being used to develop new features that will help drivers avoid accidents.
 

	Wayfair: 
Wayfair uses Vertex AI to run large model training jobs 10x faster. Their machine learning efforts have been scaled and their customer service has been improved as a result.







Auto ML AI: 



Using Google Cloud AutoML, developers with limited machine learning expertise can train high-quality models specific to their business needs. Machine learning models are built automated in this way, which simplifies much of the complexity.

How It Works:

If you were teaching a friend about cars, you might want to show him different types of cars. It would be better if you showed them many pictures of cars and explained what each one was instead of teaching them all the intricate details about car design. As your friend observes more and more cars, he starts recognizing and naming them by sight. Like your friend, Google Cloud AutoML can recognize not just cars, but many kinds of patterns and data as well.

How AutoML Can Be Used in a Bank:

1. Document Classification:

	Situation: A bank receives thousands of documents, from loan applications to customer correspondence. The process of sorting these by hand is time-consuming and error-prone.

	Implementation: The bank uses AutoML to build a model that can automatically classify documents into categories. The system simply receives a set of sample documents that have been correctly labeled.

	Benefit: The model quickly learns to sort new documents as they arrive, saving time and improving efficiency.


2. Fraud Detection:

	Situation: Due to subtle patterns that may indicate fraud, setting up a system for detecting fraudulent activity can be challenging.

	Implementation: Examples of transactions are fed to AutoML, including those that are known to be fraudulent.

	Benefit: By monitoring transactions and flagging any that resemble the fraudulent examples, the trained model can prevent potential financial loss.


3. Customer Service Chatbots:

	Situation: A bank wants to improve its customer service chatbot by making it more capable of understanding and responding to customer requests.

	Implementation: By providing examples of customer service interactions, including questions and appropriate responses, the bank trains a natural language model with AutoML.

	Benefit: The enhanced chatbot can handle a wider range of customer inquiries, providing more accurate and helpful responses.


4. Personalized Marketing:

	Situation: A bank wants to recommend products based on the behavior and transaction history of its customers.

	Implementation: With AutoML, the bank develops a model that predicts which banking products a customer might be interested in, based on past customer data.

	Benefit: Customers receive more relevant marketing, potentially leading to increased satisfaction and product uptake.


Banks can leverage machine learning with AutoML without requiring expert knowledge. It's like having an intelligent assistant who is ready to take on complex tasks, making operations more efficient, improving customer experiences, and even ensuring financial security.


Vertex Generative AI: 


What is Generative AI?

The term generative AI refers to artificial intelligence that can generate new content that is similar to human-created content, such as text, images, audio, or video. The goal is not simply to analyze data (as most traditional AI does), but to create something new and original based on existing patterns and information.

How Does Generative AI Work?

Generative AI typically uses advanced machine learning models like Generative Adversarial Networks (GANs) or Variational Autoencoders (VAEs). Models like these learn from large datasets (such as thousands of images, texts, or sound recordings) and then create new, similar content.

	GANs work by using two networks: a generator (which creates content) and a discriminator (which judges the content). The generator creates new content, and the discriminator evaluates it against the real data, providing feedback. This process continues until the generator produces content that's almost indistinguishable from the real thing.

	VAEs are slightly different. Basically, they compress data into a smaller form (encoding) and then reconstruct it (decoding) to generate new information.


Why Do We Use Generative AI?

	Create Something New: By generating new content or patterns of data, it can create something new. 

	Save Time: Creative processes can be automated that would otherwise take humans much longer to complete.

	Personalize Content: It tailors content to individual preferences or requirements.

	Data Augmentation: Generative AI can be used to create additional synthetic data to train other AI models when data may be scarce or sensitive.


Generative AI in Banking: 

Imagine that "Anytown Bank" wants to streamline internal processes and improve customer engagement.

1. Marketing Campaigns

	How: The bank creates personalized marketing content using generative AI. In order to understand the needs, preferences, and spending habits of each customer, the AI analyzes their data.

	Example: Customers who log into their online banking receive personalized financial tips, offers, and advice, such as an advertisement for a travel rewards credit card for those who spend a lot of time traveling.


2. Customer Support

	How: Generative AI helps create responses to customer inquiries by learning from past interactions.

	Example: Users of the bank's website can ask a question, and generative AI will provide a response similar to a human, based on their previous questions and answers. This helps customers feel well taken care of.


3. Document Generation

	It is common for banks to generate a great deal of financial and legal documentation. The use of generative AI to generate these documents is possible based on a set of inputs.

	Example: A loan officer enters the details of a loan agreement, and the AI generates a customized contract based on the terms and conditions of the agreement. This saves time and reduces errors.


4. Fraud Detection

	How: Generative AI can be used to create synthetic financial data to train other AI models for detecting fraud without exposing real customer data.

	Example: The bank’s security team trains fraud detection systems with data generated by AI, which reflects various complex transaction patterns without compromising customer privacy.


5. Product Development

	How: Generative AI suggests new financial products and services based on analysis of customer behavior and feedback.

	Example: A bank could develop a new type of savings account based on patterns detected by generative AI.



Vertex AI model garden: 


With Vertex Model Garden, Google Cloud provides a collection of pre-built and customizable machine-learning models. This is like a library or a garden where various models have been cultivated, and you can customize them to meet your needs.

Imagine you're a chef in a kitchen (the bank in our example), and you need various ingredients (models) to prepare a dish (solve a problem). The Vertex Model Garden offers many ingredients (models) that are already grown and ready to use, so you do not need to grow each ingredient (build a model from scratch). Select what you need, tweak them a bit, and start cooking (solving your problem).

Key Features of Vertex Model Garden

	Variety of Models: Different prebuilt models are available for different tasks, such as image recognition and natural language processing.
 

	Customized Needs: It is possible to customize these models to meet specific needs. They can be tweaked to fit your data or problem better.
 

	High Quality: The models in Vertex Model Garden are built using best practices and are optimized for performance.
 

	Easy Integration: Vertex AI services and Google Cloud tools can be easily integrated with these models.


Example: Banking

Imagine a bank that wants to improve its customer service. It might be helpful to better understand customer feedback from various sources, such as emails, reviews, and call recordings.

	Choosing the Model: Vertex Model Garden can help the bank find a natural language processing and understanding model.
 

	Customization: This model can be customized to recognize specific banking terms and sentiments expressed by customers.
 

	Application: This model can be used to identify common issues, preferences, and overall customer sentiment once it is ready.
 

	Outcome: The bank uses this insight to improve its services, tailor products to customer needs, and address common concerns more efficiently.


How Vertex AI Model Garden can be used?

The company that sells shoes wants to build a model to predict which customers are most likely to buy their products. The Predict Customer Churn model in Vertex AI Model Garden can be used to train a model on the data they provide. The model can be deployed to a production environment once it has been trained to predict which customers are most likely to churn. In this way, marketing campaigns can be targeted, and customers can be prevented from leaving.
Furthermore, imagine you have a blog hosting website, and you want to categorize the blogs into different categories such as sports, technology, entertainment, etc. Vertex AI Model Garden provides a Content Classification model for categorizing content. This model can be customized by providing your own training data or adjusting hyperparameters to make it more accurate. Using other Google Cloud Platform services, you can deploy the trained model to your website.




Workflow Procedure of Vertex AI and machine learning



Creating, training, and deploying machine learning models effectively involves several key steps in Vertex AI's workflow procedure. Here's a simplified version of the general workflow:

1. Define Your Objective

Make a decision about the problem you want to solve with machine learning. A customer churn prediction system could be used to automate image recognition, for example.

2. Collect and Prepare Data

Gather the data you'll use to train your model. The process may involve collecting data, cleaning it to remove inaccuracies, and splitting it into training and test sets.

3. Choose a Model Type

Pick a model that has been shown to perform well for your type of problem, such as recurrent neural networks for time series or convolutional neural networks for image processing.

4. Train the Model

Vertex AI can be used to train your model on your data. A custom training code can be written or you can use Google's pre-built training algorithms.

5. Evaluate Model Performance

A set of test data should be used to evaluate the model's performance after it has been trained. This will give you metrics like accuracy, precision, and recall, which help you understand how well your model is performing.

6. Improve and Iterate

Your model may need to be adjusted, more data added, or different preprocessing techniques applied based on the results of the evaluation.

7. Deploy the Model

Use Vertex AI to deploy the model to a production environment where it can start making predictions using new data once you're satisfied with its performance.

8. Monitor and Update the Model

Maintain the model's accuracy over time by monitoring its performance and updating it with new data as needed.

(F) Cloud Vision API
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In addition to image labeling, face and landmark detection, optical character recognition (OCR), and more, Google Cloud Vision API allows developers to integrate vision detection features within applications. The software analyzes images and recognizes their content using machine learning.

How It Works:

Consider if you had a very smart friend who could look at any picture and immediately tell you what it was—a cat, a tree, a car, and even recognize famous landmarks or text written in the frame. Like that friend, the Google Cloud Vision API can analyze thousands of images in minutes using a computer program.

How Vision API Can Be Used in a Bank:

1. Document Verification:

	Situation: Applicants need to submit identification documents, such as driver's licenses or passports, to obtain a loan online.

	Implementation: The bank scans and verifies these documents using the Vision API. The API can recognize text and images, checking if the documents are valid and matching the information with the customer's application.

	Benefit: Verification is sped up, human error is reduced, and identity theft is prevented.


2. Check Deposit:

	Situation: Customers want to deposit checks using smartphones.

	Implementation: When a customer takes a photo of their check, the Vision API reads the details from the check image—such as the account number, routing number, and the amount.

	Benefit: Customers can make remote check deposits, saving them a trip to the bank and speeding up the transaction process.


3. ATM Accessibility:

	Situation: Visually impaired customers need to use an ATM.

	Implementation: An ATM equipped with the Vision API could help by analyzing the customer's actions (like where they're trying to press) and providing audio feedback.

	Benefit: This makes ATMs more accessible to visual impairment patients.


4. Fraud Prevention:

	Situation: Fraud in transactions involving images, such as falsified invoices, needs to be combated by the bank.

	Implementation: Using the Vision API, you can detect anomalies in images of transaction documents, alerting you to possible fraud.

	Benefit: This helps the bank quickly identify and act on suspicious activities, protecting the bank and its customers from fraud.


Through the Vision API, banks can improve customer service, streamline processes, and enhance security measures by analyzing images. This tool enables the bank's systems to 'see' and 'understand' images much faster and at a much larger scale than humans.

Few of the customers using this service are: 

	Pinterest: 
Pinterest, a popular visual discovery platform, leverages Vision API to improve their image search capabilities. As a result of integrating Vision API, Pinterest can provide users with more accurate search results and recommendations based on the content of images.

	The New York Times: 
Vision API is used by the New York Times for image analysis and tagging. Vision API enables them to analyze and tag images automatically, making it easier to search and categorize their vast media archives by visual content.

	Wayfair: 
The Vision API is used by Wayfair, an e-commerce company that specializes in home furnishings. Users can upload images or use a camera to find similar products within Wayfair's extensive inventory via Vision API, simplifying the shopping process.


(G) Cloud Speech-to-text API 

A Speech-to-Text API is provided by Google Cloud Platform (GCP) for converting spoken language into written text. Using advanced machine learning algorithms, it transcribes audio recordings or live speech in real-time. By using this API, you can convert spoken content into a format that can be searched, analyzed, or used in a variety of ways.

Let's imagine you are a customer support agent who receives a large volume of calls every day. To gain insights, identify common customer issues, and improve customer service, your company wants to analyze these calls. To transcribe conversations automatically, you can use the Speech-to-Text API instead of manually listening and taking notes.

How Speech-to-Text Can Be Used in a Bank:

	Customer Service: 	Situation: Bank customers call and are answered by an automated system asking for their reason for calling.

	Implementation: The bank transcribing verbal customer responses to text using a Speech-to-Text API.

	Benefit: By analyzing the text, the bank is able to understand the customer's needs and direct them to the appropriate department, improving customer service.



	Voice Commands in Mobile Banking: 	Situation: Customers can use voice commands to perform transactions through the bank's mobile app.

	Implementation: Using the Speech-to-Text API, the app converts spoken commands into text that the banking software can understand.

	Benefit: Customers can operate the mobile banking app hands-free, which is particularly useful for those with disabilities or multitaskers.



	Voice Transcription for Record Keeping: 	Situation: Bank staff discuss important financial matters with clients during in-person meetings or phone calls.

	Implementation: Real-time transcription of the conversation is performed by the Speech-to-Text API.

	Benefit: This provides a clear record for compliance purposes and reduces staff administrative burden.



	Accessibility Services: 	Situation: Customers with visual impairments interact with bank services.

	Implementation: The bank uses the Speech-to-Text API to convert spoken words into text, which can then be read aloud by text-to-speech services.

	Benefit: This makes bank services more accessible to customers with different needs.









Few of the customers using this service are: 

	OpenAI: 
OpenAI, the organization behind ChatGPT, utilizes GCP's speech-to-text service to transcribe and process audio data. Using training data like this improves the accuracy and quality of language models.
 

	Adobe Premiere Pro: 
Adobe integrated GCP's speech-to-text API into Premiere Pro, their video editing software. Video editors can automatically generate captions and subtitles for their videos, saving them time and improving accessibility.


	Text-to-Speech AI
 


Using deep learning neural network algorithms, Google Cloud's Text-to-Speech API transforms text into natural-sounding speech. It provides the flexibility to match the voice to the context of the application by processing speech in over 30 languages and dialects.

How It Works:

Imagine Text-to-Speech as a skilled voice actor who can read any script you give them in many languages and voices, from a soothing voice for a bedtime story to a professional tone for a business presentation. Google Cloud's Text-to-Speech API is like having that voice actor inside a computer, ready to read any text you type at any time.

How Text-to-Speech Can Be Used in a Bank:

1. Automated Customer Service:

	Situation: When customers call the bank's helpline, they often navigate through a menu ("Press 1 for checking account, Press 2 for savings account...").

	Implementation: The bank uses the Text-to-Speech API to convert these menu options into spoken word, which makes the system sound more natural.

	Benefit: Customers will experience a more pleasant and understandable automated system as a result.


2. Accessibility Features in Mobile Apps and Websites:

	Situation: Visually impaired customers, or those who prefer auditory learning, use the bank’s digital platforms.

	Implementation: The bank's app and website can read out content, such as account balances, transaction history, or loan details, using the Text-to-Speech API.

	Benefit: By making the digital platforms more accessible and user-friendly, everyone will have equal access to banking.


3. Voice Notifications:

	Situation: The bank wants to send personalized voice messages or alerts about account activity or promotions.

	Implementation: The bank can send voice messages to customers' phones or smart speakers using Text-to-Speech.

	Benefit: Information is delivered to customers in an engaging and easy-to-understand format, especially when they are on the go.


4. In-Branch Services:

	Situation: Customers visiting a bank branch need to take a number and wait for services.

	Implementation: The bank uses Text-to-Speech to call out customer numbers and direct them to the appropriate service desk.

	Benefit: Staff can be freed up to perform other duties as a result of a more orderly and efficient branch environment.


5. Training and Educational Content:

	Situation: The bank creates educational content to help customers understand financial products and services.

	Implementation: Banks can use Text-to-Speech to produce audio versions of educational materials, which can be accessed through their apps and websites.

	Benefit: This expands the reach of the bank's educational efforts, accommodating different learning styles and increasing customer financial literacy.
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Few of the customers using this service are: 

	Cisco Webex: 
During meetings and webinars, Cisco Webex integrates GCP's TTS technology to provide automated transcription and captioning services. This enhances accessibility for participants and improves the overall user experience.
 

	Amazon: 
Alexa, Amazon's virtual assistant, responds to user queries using TTS. With interactive storytelling skills, it can read audiobooks, news articles, and narrate stories as well.
 

	Apple: 
Apple's Siri, available on iPhones, iPads, and Macs, provides voice responses and reads out texts, emails, and other notifications. It also powers the VoiceOver feature for accessibility purposes.


(I) Cloud Natural Language API
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Google Cloud's Natural Language API helps computers understand and analyze human language. In addition to understanding the meaning of a sentence and detecting different parts of speech (such as nouns or verbs), it can also comprehend the sentiment or emotion behind a piece of writing. 

Human language can be understood by this artificial intelligence in a way that goes beyond just the words used. In addition to analyzing the structure and context of text, it detects sentiment and can extract concepts and entities. This technology uses models that understand the subtleties and nuances of language, including idioms, sarcasm, and complex sentence structures.

Banking Application in Detail: Beyond analyzing customer feedback, Natural Language AI can be employed in risk management and compliance. By understanding the context and patterns in text data, it can detect potential fraud or unusual activity. Additionally, it can be used to automatically categorize and route customer emails based on their content, improving response times. Assume you work for an online clothing store's customer service department. 

You receive hundreds of emails from customers every day, and it's difficult to keep up with them all manually. It's important to quickly understand the general sentiment of these emails and identify any common problems.

By feeding the Cloud Natural Language API with the text of the emails, it analyzes the content and automates the process. Using the words and phrases in the email, it can determine whether the customer's sentiment is positive, negative, or neutral. 
A customer who writes "I love your products, but the delivery was really late" can be detected both as positive and negative sentiment by the API.
Example of Banking

Suppose a large bank receives thousands of customer feedback messages, emails, and social media comments each day. It would be impossible to analyze all this data manually to understand customer sentiments and concerns.

Using Cloud Natural Language AI, the bank can:

	Analyze Customer Feedback: The AI can quickly sift through all the feedback, identifying overall customer sentiment. It can, for instance, categorize comments as positive, negative, or neutral, helping the bank understand where improvements are needed.
 

	Extract Key Information: From each piece of feedback, it can extract important information like specific services or products mentioned, enabling the bank to pinpoint exactly which offerings are pleasing customers or causing issues.
 

	Understand Customer Queries: When customers write to the bank, whether it's an email or a chat message, Cloud Natural Language AI can help understand the query's context and content. By routing queries to the appropriate department or even providing automated responses, the bank can speed up response times.
 

	Sentiment Analysis Over Time: By continuously analyzing customer feedback over time, the bank can track changes in sentiment, giving them insights into how well their services are received and where they can improve.––––––––Few of the customers using this service are: 


	Amazon: 
Amazon utilizes the Cloud Natural Language API to analyze customer reviews on their platform, helping them to understand sentiment towards products, identify trends, and improve products based on data.
 

	Uber: 
In order to automatically categorize and prioritize customer support issues, to understand customer sentiment, and to improve customer support processes, Uber uses the Cloud Natural Language API to analyze customer support interactions, such as emails or chat logs.


(F) Cloud Translation API
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Google Cloud Translation API is a service that automatically translates text from one language to another. A sign, menu, book, or conversation can instantly be understood and translated by an interpreter who speaks dozens of languages.

How It Works:

If you had a multilingual friend with you all the time, what would you do? Whenever you come across a sentence in a foreign language, your friend quickly translates it into your native tongue. Translation API does exactly that, but it's a computer program that can handle thousands of translations in seconds.

How Translation API Can Be Used in a Bank:

1. Customer Support:

	Situation: A bank has customers from various countries who speak different languages. It can be challenging to provide support in all of these languages.

	Implementation: The bank integrates the Translation API into their customer service chat system. When a customer types a query in their native language, the API translates it into the bank's preferred language so that the customer support representative can understand and respond accordingly. It is then translated back into the language of the customer by the representative.

	Benefit: Customers receive support in their native language, improving their banking experience and satisfaction.


2. Document Translation:

	Situation: Banks often need to translate financial documents, contracts, and communications for international clients.

	Implementation: Translating documents with the Translation API is quick and accurate without requiring human intervention.

	Benefit: The bank can communicate more effectively with international clients and save money on translation services.


3. Website and Mobile App Localization:

	Situation: Initially, the bank's website and app are only available in English, which makes it difficult for non-English speakers to use.

	Implementation: Multilingual content is localized using the Translation API, making the app and website more accessible.

	Benefit: Customers who speak languages other than English can now access the bank's digital resources easily.


4. Global Communication:

	Situation: The bank's global teams need to collaborate on projects, but language barriers can make communication difficult.

	Implementation: Team members are able to read internal communications, such as emails and documents, in their preferred language using the Translation API.

	Benefit: Improves teamwork and productivity among the bank's international teams.


The Translation API is a tool that breaks down language barriers, allowing banks to serve a diverse customer base, operate in multiple countries more easily, and ensure clear communication within the organization, all without the constant need for human translators.

	Cloud Video Intelligence API
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Google's Video Intelligence API allows developers to analyze and extract useful information from videos. Video content is recognized and understood automatically through advanced machine learning algorithms.
Imagine that you have a large collection of surveillance camera footage from a shopping mall. If you want to find specific events or objects in video, you can use the Video Intelligence API. The API can analyze a video clip and find the relevant content.

For instance, you could ask the API to detect and track specific objects, such as people or cars, throughout the video. When those objects appear or disappear in the video, the API will return timestamps. It is extremely helpful for security purposes, as you can quickly identify when and where certain objects or individuals were photographed.

Computers can analyze and understand videos using Google Video Intelligence AI. As humans watch videos and recognize objects, actions, and scenes, Google Video Intelligence AI can do the same automatically. Using advanced machine learning models, it identifies people, objects, text, and even the context or activity within videos.

Key Features

	Object Recognition: It identifies and tags different objects in a video.

	Scene Change Detection: Detects when the scene changes in a video.

	Text Recognition: Can read and understand text in videos.

	Activity Recognition: Identifies different activities or events in the video.


Example in Banking

Let's consider a bank that wants to enhance security and customer experience using video intelligence.

	Security Surveillance: 	Branches of the bank are equipped with surveillance cameras.

	Real-time video analysis is possible with Google Video Intelligence AI.

	Security personnel can be alerted to suspicious activities (like someone loitering in a restricted area).

	It can also detect unattended objects, which could be security threats.
 



	Customer Service Analysis: 	Cameras in bank branches capture customer interactions.

	AI analyzes facial expressions and body language to gauge customer satisfaction and staff performance.

	This information helps the bank train employees and improve customer service.
 



	ATM Surveillance: 	ATMs equipped with cameras use artificial intelligence for video intelligence.

	It monitors for fraudulent activities like skimming devices being installed or suspicious behaviours around the ATM.

	This enhances the security of ATM transactions.
 



	Queue Management: 	With Video Intelligence AI, you can monitor how many people are in a branch and how long they are waiting.

	By using this data, queues can be managed more efficiently and customer service can be improved.




Few of the customers using this service are: 

	YouTube: 
The Video Intelligence API is used by YouTube, owned by Google, to enhance its video recommendation system. YouTube can suggest related videos based on the content of videos users have watched using the API to analyze and understand video content.
 

	Disney: 
Using the Video Intelligence API, Disney automatically tags and categorizes its video content. They can then organize and manage their video library more efficiently, making it easier for users to search and discover relevant content on their streaming platforms.


Module 3: GCP Storage Services
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Google Cloud Platform (GCP) offers a variety of storage services to meet different use cases and requirements. Here are some of the main storage services:

	Google Cloud Storage:

	Google Cloud Storage is a scalable object storage service that allows users to store and access their data from anywhere in the world. It provides different storage classes, including Standard, Nearline, Coldline, and Archive, to meet different performance and cost requirements.


	Filestore:

	Google Cloud Filestore is a fully managed file storage service for applications that require a file system interface and a shared file system. It provides high-performance, low-latency file access using the industry-standard NFSv3 protocol.


	Firebase:

	Google Cloud Storage for Firebase is a simple and cost-effective way to store and serve user-generated content, such as images and videos, for mobile and web applications. It provides secure and reliable cloud storage for user-generated content and integrates seamlessly with Firebase.


	Persistent Disk:

	Google Cloud Persistent Disk is a durable and high-performance block storage service that provides a simple and cost-effective way to store persistent data for virtual machine instances in the cloud. It supports both SSD and HDD disk types and provides different performance tiers, including Standard and SSD.


	Firestore

	Google Cloud Storage Transfer Service is a managed service that allows users to transfer data to and from Google Cloud Storage. It provides a simple and reliable way to transfer large amounts of data from on-premises systems, other cloud providers, or other Google Cloud Storage buckets.



(A)   Cloud Storage
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Google Cloud Storage is a scalable and durable object storage service. It allows you to store and retrieve large amounts of data in a secure and highly available manner. There are several industries that use cloud storage for storing and accessing data efficiently. We'll examine a real-life example of Cloud Storage, as well as the different types of storage available and when to use them.

In essence, Google Cloud Storage is a vast digital space where you can store all kinds of data. Imagine it as a huge online hard drive that can be accessed from anywhere, at any time. The service allows you to store documents, images, videos, backups, and even big data for analysis. Because it's highly secure, reliable, and scalable, it can grow with your needs without running out of space or losing data.

Example: In the healthcare industry, hospitals and clinics generate a vast amount of medical imaging data, such as X-rays, CT scans, and MRI scans. Securely storing and managing these images, and allowing authorized medical professionals to access them, is essential. This is where Cloud Storage comes into play.

Why Do We Need Google Cloud Storage?

	Scalability: It can store large amounts of data, ranging from small files to petabytes. It grows with your needs, so you don't have to worry about running out of space.
 

	Security: Your data is securely stored and protected with Google Cloud Storage's robust security features.
 

	Accessibility: You can access your data from anywhere in the world, at any time, as long as you have internet access. For businesses that operate in multiple locations, this is incredibly convenient.
 

	Durability and Reliability: Your data is redundantly stored, meaning it's kept in multiple locations to prevent data loss. The result is a storage solution that is extremely reliable.
 

	Versatility: From hosting website content to storing large datasets for analysis, it's suitable for a variety of uses.


A Bank Using Google Cloud Storage

Document Storage:

	Situation: A bank has tons of paperwork, from customer records to transaction histories.

	Use: Cloud Storage allows the bank to store these documents, enabling authorized employees to access them from anywhere. It's more secure and efficient than physical paperwork.


Data Backup and Recovery:

	Situation: Banks can't afford to lose customer data due to hardware failures or natural disasters.

	Use: Google Cloud Storage can be used as a backup location for critical data. Cloud Storage ensures business continuity if the bank's primary data center goes down.


Customer Service:

	Situation: Customers submit forms and documents when applying for loans or opening accounts.

	Use: Documents can be uploaded to Cloud Storage, where they are processed and stored securely. As a result, customer service agents are able to access the files quickly, allowing them to review applications more quickly.


Regulatory Compliance:

	Situation: Banks must securely store financial records for a certain period.

	Use: Cloud Storage offers secure and compliant storage options, ensuring that banks meet regulatory requirements for data retention and protection.


Essentially, Google Cloud Storage is a digital vault for banks, offering a safe, compliant, and easily accessible place to store and manage all kinds of data, from customer records to financial documents.

Cloud Storage CLASSES:
explore the main types.
	Cloud Storage Standard: 
This is the default storage class for Google Cloud Storage, which provides high performance, availability, and durability. Often used for serving website content, storing user-generated data, and hosting static assets such as images, videos, and documents, it is suitable for a wide range of applications.
The pricing for this storage class is based on the amount of data stored, the number of requests made, and the amount of data transferred.


Example: A media company stores its high-resolution images and videos online using Cloud Storage Standard. In order to provide seamless streaming and efficient delivery to users, the data must be accessed frequently and quickly.

	Cloud Storage Nearline: 1 month retrieve
A nearline storage system is designed for data that is accessed less frequently, but still needs to be accessed quickly and reliably when needed. With a small retrieval cost and a minimum storage duration, it offers a slightly lower storage cost than Standard storage. Nearline storage is suitable for backup and long-term archiving scenarios.


Example: Consider a media company that needs to retain large amounts of video footage for compliance purposes but accesses them only occasionally. As needed, they can retrieve the archived footage using Cloud Storage Nearline.
	Cloud Storage Coldline: 3 months retrieve
Coldline storage is meant for rarely accessed data, and has a higher cost saving than Standard and Nearline storage, but with a longer retrieval time. Coldline storage is the cheapest option, but it incurs a higher retrieval costs and has a minimum storage duration. It is ideal for long-term archived data that is rarely accessed.


Example: A financial institution may need to retain transactional data for many years due to regulatory requirements. To store this data, Cloud Storage Coldline can be used, as it provides cost-effective storage and ensures access when needed.

	Cloud Storage Archive: 1 year retrieve
Archive storage is the most cost-effective option for long-term data retention. In comparison to other storage classes, it offers the lowest storage costs, but the retrieval costs, retrieval times, and minimum storage duration are higher than those in other storage classes. Data that is seldom, almost never accessed but must be retained for legal or compliance reasons should be stored in this manner.


Example: An organization may have legal requirements to retain historical records, such as customer communications or financial documents, for several decades. While maintaining compliance, they can store these records cost-effectively in Cloud Storage Archive.

PRICING Strategies of Cloud Storage:

With Google Cloud Storage, you only pay for what you use, making it flexible and cost-effective. Here are the key components:

	Storage Cost: This is the cost of the amount of data you store. Based on how often you access the data, Google offers different storage classes (such as Standard, Nearline, Coldline, and Archive). Data you frequently access should be stored in the Standard format, while data you rarely access should be stored in Archive format.

	Network Usage: This includes the cost of data moving in and out of Google Cloud Storage. The transfer of data into Google Cloud Storage is typically free, but transferring it to the internet or other regions may incur charges.

	Operations Costs: These are charges for actions performed on your stored data, such as inserting, listing, or retrieving data. There are two types of operations: Class A (more complex operations like creating or listing objects) and Class B (simpler operations, such as retrieving an object).



You can also estimate your costs based on your usage patterns using a pricing calculator offered by Google Cloud.



Basic tools of Cloud Storage:

Here are some basic tools to interact with Google Cloud Storage:

To manage your Google Cloud Storage, there are several easy-to-use tools at your disposal:

	Google Cloud Console: A web-based interface for managing your storage, uploading and downloading files, and setting permissions. No coding skills are required and it's user-friendly.

	gsutil: A command-line tool that offers more control and flexibility for managing your storage. The software is useful for automating tasks such as bulk uploads or downloads, managing buckets, and adjusting permissions.

	Client Libraries: Developers can integrate Google Cloud Storage into their applications through Google Cloud Storage's client libraries (such as Python, Java, Node.js, etc.).

	Google Cloud Storage API: A RESTful API for developers who want to customize storage interactions further. Using it, you can create buckets, upload objects, set permissions, and more programmatically.


Important points: 
	You store objects in containers which is called buckets. Here container means only a box. You can have multiple buckets and share with anyone. 

	Ways to access/interact with Cloud storage: 


	Console

	Gsutil (cloud shell)

	Client libraries

	Rest API


	When you are creating these storage classes or choosing you get location option to choose regional, dual-region, multi-region. Dual-region- continent remain same, but while in multi-region, data can be in two different continents. It helps in high availability all over world. 

	Storage classes is part of meta data that is used by every object. 

	The storage class set for an object affects the object availability and pricing model. 

	Maximum object size of a bucket is 5TB. A bucket can have unlimited size and unlimited objects, but an object under bucket size is maximum 5 TB. 

	A multiple upload can have upto 10,000 parts. An individual part of this can have maximum size limit of 5 GB. 

	Nearline storage is a low cost, highly durable storage service for storage infrequently accessed data. 

	Archive storage is the cheapest, highly durable storage services for data achieving, online back up and disaster recovery. 

	You can’t change the location of a bucket once it has been created.  

	Regional storage is redundant within a region. 

	When used in dual region, availability will be improved. 









(B)   Firebase
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Google Cloud Platform's Firebase is a mobile and web development platform that allows developers with a range of tools to build, deploy, and manage mobile and web applications. 

A Swiss Army knife for app developers, Google Firebase is a massive, versatile toolbox designed specifically for building, improving, and managing apps.

Building an app is like building a bank. To set up a bank, you need a solid foundation (like a secure place to store money), a way for customers to interact with their accounts (like ATMs and online banking), and tools to analyze how customers use your services.

With Firebase, you can create run-time applications such as chat applications, messenger applications, and post to any social media and receive comments. This basically allows users to get APIs and servers all in one place without having to worry about backends. 

It removes the dependency of server end in completing a full stack dynamic app. 

Firebase is a Google Cloud Platform (GCP) cloud-based platform that provides a range of backend services and tools for building mobile and web applications. It provides a real-time database, cloud storage, authentication, hosting, and more. Firebase is an excellent choice for developers who want to build high-quality mobile and web applications quickly and efficiently.

It is a powerful backend that provides the server and API’s automatically, you to create a more dynamic application.

How It Works:

The process of building an app can be compared to the process of building a building. Firebase provides all the essentials under one roof instead of sourcing them from dozens of places. Here’s how Firebase components might be particularly useful in the context of a bank’s app development:

1. Realtime Database & Firestore

	What They Are: These are Firebase's real-time and cloud-hosted databases. Imagine a huge, secure, and instantly updatable ledger that records every transaction, account update, or customer interaction.

	Bank Use: A bank can use these databases to store and sync customer data in real time across all devices. When a customer transfers money through the mobile app, the transaction is reflected instantly across all platforms, ensuring consistency.


2. Authentication

	What It Is: Firebase Authentication is a system for managing user authentication that is easy-to-use. As the bank's security guard, it ensures that only authorized users can access their accounts.

	Bank Use: The bank integrates Firebase Authentication to manage login systems across its digital platforms, supporting various login methods (email/password, phone numbers, or even biometrics).


3. Cloud Functions

	What They Are: Cloud Functions allow you to run backend code in response to events triggered by Firebase features and HTTPS requests. You can think of it like having a team of virtual assistants who handle tasks automatically.

	Bank Use: The bank uses Cloud Functions to automate notifications for account alerts, transaction confirmations, or personalized financial advice, all without managing a separate server.


4. Hosting

	What It Is: Firebase Hosting provides fast and secure hosting for web apps. In a way, it's like leasing a prime location for an online bank's services, where speed and security are paramount.

	Bank Use: Firebase Hosting ensures that the bank's web application is accessible worldwide with minimal latency and high security, and that customers have a seamless online banking experience.


5. Analytics

	What It Is: Firebase Analytics gives you insight into how users are engaging with your app. You'll get a detailed map of how customers navigate through a bank's app, showing what features they use most and where they have problems.

	Bank Use: The bank leverages Firebase Analytics to understand customer behavior, optimize the app's features, and tailor marketing strategies to increase engagement and satisfaction.


Firebase is a powerful cloud-based platform that offers a range of tools and backend services for building modern mobile and web applications. Its real-time database, cloud storage, authentication, hosting, and analytics services make it an excellent choice for developers looking to build high-quality applications quickly and efficiently.

Firebase is the backend tool can be used along with the following: 

	Cloud functions for firebase

	Event-driven serverless application


	Cloud storage for firebase

	Object storage and serving


	Firebase cloud messaging

	Send device notifications


	Firebase authentication

	Drop-in authentication


	Firebase real time databases 

	Run time data synchronization



Let's simplify Google Firebase by analogizing it to setting up and running an online store, which is a common scenario in ecommerce. Imagine opening an online store that sells everything from clothes to electronics, similar to Amazon or eBay. Your all-in-one toolset for building, launching, and growing your online store is Firebase.

An online store analogy using Firebase's features:

	Authentication (Customer Entrance): Just like a physical store has a security system to identify and welcome customers, Firebase Authentication works as the entrance to your online store. Customers can sign up or log in securely using their email, social media accounts, or even their phone numbers. A store makes sure that only you can access your purchases or membership benefits, so we ensure that every customer's shopping cart and history are secure and private.
 

	Realtime Database/Cloud Firestore (Real-time Inventory Updates): Imagine if every time someone buys an item, inventory updates instantly for all shoppers to see. That's what Firebase's databases do for your online store. Whether it's showing that an item is almost out of stock or updating prices during a sale, Firebase ensures that all your customers see the most current information, just like a real-time display in a store.
 

	Cloud Functions (Automated Store Clerk): As a store clerk would process your purchase, send you a receipt, or let you know when an item is back in stock, Firebase Cloud Functions can automate these tasks. Behind the scenes, these processes could include sending order confirmation emails, updating stock levels, or even triggering custom promotions based on customer shopping behaviour.
 

	Hosting (Storefront and Aisles): Firebase Hosting represents the physical space of your online store, where customers browse products, read descriptions, and make purchases. The layout and design is similar to the aisles and shelves of a store, only online. In the same way that a physical store provides a clean, well-organized, and safe shopping environment, Firebase Hosting ensures that your online store is always available, loads quickly, and offers a secure shopping experience.
 

	Analytics (Shopkeeper's Insight): Just as a shopkeeper observes which products are popular, which aisles are most frequented, or when the store is busiest, Firebase Analytics shows you how customers interact with your online store. You can see which products are viewed or purchased most frequently, how customers navigate your site, and where they run into problems. Making data-driven decisions is crucial to improving your store, tailoring marketing strategies, and improving the shopping experience.


Firebase Cloud Functions is a serverless framework that runs backend code automatically in response to Firebase features and HTTPS requests. Your JavaScript code is stored in Google's cloud and runs in a managed environment. You do not need to manage and scale your own servers.

Developers can use Cloud Functions to keep users engaged and informed about their apps. As an example, consider an app that allows users to follow each other's activities. Each time a user adds themselves as a follower of another user, a write occurs in the Realtime Database. Then this write event could trigger a function to create Firebase Cloud Messaging (FCM) notifications to let the appropriate users know that they have gained new followers.

[image: Graphical user interface, text, application  Description automatically generated]


1.  The function triggers on writes to the Realtime Database path where followers are stored.
2.  The function composes a message to send via FCM.

3.  FCM sends the notification message to the user's device.
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(C)   Persistent Disk
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Imagine a bank with a safe deposit box. Your valuable items (like documents, jewelry, etc.) can be stored safely in this safe deposit box. If you would like to add more items or remove some, you can do so at any time. Your items remain safe and intact in your deposit box even when the bank closes at night or on holidays.

In the world of Google Cloud, a Persistent Disk is like that safe deposit box. Your computer data (such as files, pictures, applications, etc.) is stored there. The data on a persistent disk is always available for your cloud computer or applications to use whenever they need it, just like your items in the safe deposit box.

Here's how it relates to a bank in more detail:

	Security and Reliability: Just as a bank offers a secure and reliable place for your valuables, Google Persistent Disk offers a secure and reliable place for your data. Cloud storage ensures that your data is securely stored and accessible by your cloud applications.
 

	Accessibility: Your applications have access to the data on a Persistent Disk at any time, just like you can access your safe deposit box during bank hours. For applications that frequently read and write data, this is essential.
 

	Persistence: This is like a bank ensuring that your items are exactly as you left them, regardless of how much time has passed. Similarly, Google Persistent Disk ensures that your data remains intact and unchanged (persistent) until you change or delete it, even if you turn off the cloud servers (virtual machines).
 

	Scalability: Imagine if you started with a small safe deposit box but needed more space. You can usually get a larger box or additional boxes from a bank. As your needs grow, Google Persistent Disk can be easily resized to store more data without losing any existing data.
 

	Performance: Banks can have different types of safe deposit boxes. Some might be more easily accessible or have special features. The Google Persistent Disk service offers different types of disks (such as standard, SSD, etc.) to balance performance and cost. SSD types, for example, are like premium boxes with faster access times, suitable for applications that need quick data retrieval.


Zonal and Regional Persistent disk

It is possible to configure your PD to be regional or zonal.

	Zonal disk

	Regional disk


		Zone disks are relatively faster than regional disks.



		Data replication between two zones in the same region is provided.

	Is designed for building robust and highly available systems on the Compute Engine.
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What is Snapshots? 

Take a picture of the celebration at a birthday party. Everything is captured exactly as it appears in the photo—the decorations, the people, the cake, etc. After the party is over and everything has been cleaned up, you can look at this photo and remember it exactly as it was.

Snapshots in Google Persistent Disk

Google Cloud snapshots work similarly for your data on a Persistent Disk. When you take a snapshot, you capture your disk's exact state at that moment. It contains all the files, settings, and data. Here are some key points about snapshots:

	Point-in-Time Copy: Snapshots are point-in-time representations of your disk. In this way, you can capture the state of the disk and its data at a particular point in time.
 

	Incremental: When you take a snapshot, only the data that has changed since the last snapshot is saved. Snapshots are therefore efficient in terms of storage and cost. In subsequent snapshots, only changes are stored, reducing storage requirements. The first snapshot is a full copy.
 

	Restoration: You can use a snapshot to restore a disk to its exact state at the time the snapshot was taken. In the event of a situation going awry, reverting to a previous state is useful.
 

	Migration and Duplication: Snapshots can be used to create a new disk on another instance, effectively cloning the original disk. Creating a test environment that mirrors your production environment can be useful for duplicating environments.
 

	Cost-effective and Efficient: Snapshots are incremental and compress data, making them a cost-effective backup method. As a result, storage space is efficiently utilized and disks can be easily restored or duplicated when required.


Real-World Uses

	Disaster Recovery: Data can be restored to its last known good state if a disk fails or data becomes corrupted.

	Data Duplication: Snapshots can be used to quickly set up new instances with identical data when you need to replicate a setup.

	Backup: Regular snapshots can serve as backups, providing a history of data states to revert to if necessary.
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	Feature

	Standard HDD

	Balanced HDD

	SSD

	Extreme SSD


	Performance

	Lower performance, suitable for low I/O operations

	Balanced performance and cost, better I/O than standard

	High performance, suitable for high I/O operations

	Highest performance, designed for the most demanding I/O


	Use Case

	Bulk storage, backups, and less frequently accessed data

	General workloads, virtual machines, databases

	Intensive databases, high-traffic websites, and real-time analytics

	Critical databases, large scale commercial applications


	Cost Efficiency

	Most cost-effective option for infrequent access

	More expensive than Standard, but offers better performance

	More expensive, best for performance-sensitive applications

	Most expensive, for when performance is the top priority


	Availability

	High availability, but lower IOPS compared to SSDs

	Higher IOPS than Standard HDD, suitable for moderate workloads

	Very high IOPS, low latency access

	Maximum IOPS and throughput, minimal latency


	Durability

	High durability, data is automatically replicated

	High durability, data is automatically replicated

	High durability, data is automatically replicated

	High durability, data is automatically replicated
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(D)   Filestore
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Imagine that you work at a large bank with many branches and a central office. There are a lot of important documents and data that this bank needs to store, such as customer records, transaction histories, and financial statements. Customers need access to these documents from any branch and through various banking applications, securely and quickly.

Google Filestore is like a massive, secure, and highly efficient filing cabinet in the cloud designed for this purpose. A bank can store all its data in one place, where it can be easily accessed by any of its branches or applications, regardless of their location. Here's how it relates to our banking example:

	Centralized Storage: Much like a bank has many branches that need access to the same information, Google Filestore offers centralized file storage. This means any branch (or application) can access the necessary documents from the central "filing cabinet" without having to keep copies at each branch.
 

	Shared Access: Imagine bank employees in different branches viewing and updating customer information simultaneously. By allowing multiple users to access and work on the same files simultaneously, Filestore ensures that everyone has the most current information.
 

	Security and Reliability: Banks deal with sensitive information that needs to be protected. As a bank vault keeps important documents safe and accessible to authorized personnel, Google Filestore's robust security features ensure that data is kept safe and accessible whenever necessary.
 

	Scalability: As the bank grows, it will have more documents to store. As the bank grows, Google Filestore can easily accommodate this growth, allowing it to add more storage space as needed without worrying about running out of space.
 

	Performance: Banks need to access their data quickly to serve their customers efficiently. By using Google Filestore, bank employees can retrieve and update customer information, transaction records, and any other data quickly and without delay.


With Google Cloud Filestore, you can host shared file systems in an easy and scalable manner. Designed to support applications that require high-performance file-based storage, it offers a fully managed file storage system that is accessible from Google Compute Engine and Kubernetes Engine.

With Filestore, you can create file shares that can be accessed by multiple instances and users at the same time. Because of this, it is ideal for use cases such as media processing, content management, and data analysis. NFS (Network File System) and SMB (Server Message Block) protocols are supported by Filestore and provide high throughput, low latency access to data.

Filestore supports two file system types:

	NFSv3: The default file system is compatible with most operating systems.

	NFSv4: HDFS is an optimized file system for Hadoop and other big data applications.


Filestore can be scaled in two ways:

	Vertical scaling: Increasing the capacity of the Filestore instance. You can do this by increasing the number of CPUs, memory, or storage.

	Horizontal scaling: This involves creating multiple Filestore instances and connecting them to a shared network. Increasing the capacity or performance of Filestore can be done in this way.


Filestore offers a variety of security features, including:

	Data encryption: The filestore encrypts all data at rest and in transit.

	Access control: Filestore allows you to control who can access y our files.

	Audit logging: Filestore logs all file access.

	VPC network isolation: Filestore instances are isolated from the public internet by default.


Filestore Performance Service Tiers: 


  Basic (HDD) – General purpose, test/dev
  Basic (SSD) – High performance, limited capacity

  High Scale (SSD) – High performance, large capacity
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You can store file, object, blocks into the Filestore and it can be accessed by the multiple people at the same time.



	Features

	Filestore Basic

	Filestore Enterprise

	High Scale


	Best for

	File sharing, GKE, Software Development, and Web hosting.

	Critical applications, Compute Engine, GKE workloads.

	High performance computing including genomic sequencing, financial services trading analysis.


	Capacity

	1-63.9 TiB (HDD)

2.5-63.9 TiB (SSD)

	1-10 TiB

	10-100 TiB


	Max sequential read throughput 

	180 (HDD)

1,200 (SSD)

	1,200

	26,000


	Max random read IOPS 

	1,000 (HDD) 

60,000 (SSD) 

	57,000

	960,000



Some of Filestore’s key features include:

	It is tightly integrated with Google Kubernetes Engine (GKE) so containers can reference the same shared data.

	Filestore instances can be easily sized or shrunk via the Google Cloud Console GUI, the gcloud command line, or APIs

	Filestore is simple, fast, consistent, scalable, and easy-to-use network-attached storage.

	You can copy data from Cloud Storage to a filestore or fileshare that is mounted on a Compute Engine instance.

	With system-defined keys or customer-supplied keys, data is encrypted at rest and in transit.

	A filestore instance is a zonal resource that features only redundancy within a zone.

	File Store Enterprise is built for critical applications, for example SAP which requires the regional availability to ensure the applications are up phased in a zonal outage. To avoid the need to rewrite your applications and jump starting migration to the cloud, GCP offers 99.99% regional availability as Alyssa posed. Although enterprise applications.

	With File Store, you can easily protect your data with instantaneous backups and snapshots. Set up a regular backup schedule or take snapshots off your instances whenever you need it.


USE CASES: 


⇒  File store mostly used for media rendering, data analytics and managing shared content.

⇒  Genome sequencing requires a tremendous amount of raw data, billions of data points per person. This type of analysis requires speed, scalability, and security. Companies and research institutions using Filestore for scientific research can expect predictable prices for the service.

⇒  Back to helpers and large hosting providers rely on files stored, manage and serve web content, including needs such as wordpress hosting.



Pricing of Filestore

	Service tier: The service tier of your instance, such as Basic HDD (Standard), Basic SSD (Premium), Enterprise, or High Scale SSD.

	Instance capacity: Even if you don't use the allocated storage capacity, you will be charged for it.

	Region: The location where your instance is provisioned. You must select the region or his own in the starting.
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Module 4: GCP Database Services

Imagine that you are building a massive LEGO city that keeps growing every day. You start with a small house, but soon you're adding skyscrapers, parks, train stations, and more. As your city grows, you will need a way to keep track of all the pieces, where they go, and how they fit together. As your ultimate LEGO organizer, Google Cloud Platform (GCP) database services come in handy.

Why Do We Need GCP Database Services?

	Organize Everything Neatly: Just like you need to sort and store thousands of LEGO pieces, GCP database services help organize your data. Everything is neatly and efficiently stored, from customer information to sales records to app data.
 

	Access Data Quickly: Imagine you need to find a tiny, rare LEGO piece in a mountain of bricks. You might have to wait forever, don't you? The GCP database is like a magical map that directs you straight to that piece. With them, you can access any piece of data quickly, no matter how much there is.
 

	Grow Without Worry: Your LEGO city can expand infinitely, and you won't worry about running out of storage or the city becoming too complex to manage. As your data grows, GCP databases grow with you, so you don't have to worry about running out of space or your system slowing down.
 

	Keep Your City Running Smoothly: Just as you'd want trains to run on time and lights to turn on at night in your LEGO city, your applications must run smoothly too. Your apps will run efficiently and reliably with GCP databases.
 

	Protect Your Masterpiece: You wouldn't want someone to knock over your LEGO city. GCP databases provide strong security features to protect your data from unauthorized access or cyber threats.
 

	Work From Anywhere: Imagine being able to snap your fingers and instantly be anywhere in your LEGO city. With GCP databases, you can access your data from anywhere in the world, making managing your applications and services easy.


(A)   Cloud Spanner
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Imagine that you are in charge of a bank that operates in many countries around the world. You have millions of customers making transactions every second—depositing money, withdrawing cash, transferring funds, etc. You must ensure that everyone's account balances are accurate and updated in real-time, no matter where they are or when they access their accounts. Google Cloud Spanner comes to the rescue here.

What is Google Cloud Spanner?

A Google Cloud Spanner is like an ultra-efficient, super-smart global bank manager. It's a database service that combines the best of both worlds: a traditional database with its simplicity and structure (like a bank's ledger for keeping track of all transactions) with the capacity to grow and meet the demands of customers worldwide.

Google Cloud's Cloud Spanner is a distributed relational database service. It's like a supercharged version of a relational database that scales globally provided by Google Cloud Platform (GCP) with unlimited scale, strong consistency, mission critical and up to 99.999% availability. 
It is designed to handle large-scale, mission-critical OLTP (online transaction processing) workloads that require high availability, strong consistency, and low-latency.
It is a globally distributed database with strong consistency and transactional semantics across multiple regions, which means that users can read and write data from any location with low latency and high availability. It also provides features such as automatic sharing, scaling, and load balancing. Users can easily scale their databases as their workload increases.

Cloud Spanner uses a combination of traditional relational database concepts (SQL) and NoSQL technology to provide a highly scalable and highly available database service. It also supports ANSI SQL and provides ACID transactions, which makes it compatible with existing SQL-based applications.

One of the unique features of Cloud Spanner is its global distribution. It allows users to store their data in multiple regions and have them automatically synchronized, which makes it possible to provide low latency access to data from anywhere in the world.

Another important feature of Cloud Spanner is its horizontal scaling. Users can add or remove nodes to their databases without any downtime, which makes it easy to scale up or down based on demand.
How Does It Work? - The Bank Analogy

	Global Scale with Local Feel: Imagine if your bank had a branch in every city in the world, and each branch knew exactly what was happening with your account in real-time. That's Cloud Spanner. Every transaction is immediately reflected everywhere, just like a local bank branch that's always up-to-date, as it handles data across the globe.
 

	Always Accurate: Cloud Spanner ensures that every penny in your account is accounted for correctly, no matter how many transactions are in progress at once. If you deposit, withdraw, or transfer, your balance will always be accurate, just like a bank clerk who never makes a mistake.
 

	Never Closes: Most banks have opening and closing times, but what if your bank was open 24/7, ready to process your transactions at any time? You can rely on Cloud Spanner to meet your banking needs at any time, without interruption or downtime.
 

	Safe and Secure: Just as a bank has a vault to protect your money, Cloud Spanner has robust security measures in place to protect your data. The system ensures that your information is safe, secure, and only accessible to authorized individuals.


A Global Banking System

You're on vacation in Paris and want to use your New York bank card to pay for dinner. As soon as your payment is processed, your bank is notified to deduct the amount from your account. A traditional database might take time, and if many transactions are happening at the same time, errors may occur.

With Cloud Spanner, as soon as you make that payment in Paris, it's as if the transaction is happening right outside your New York apartment—fast, seamless, and accurate. It's instant, you get a real-time balance update, and it's recorded securely. If you're abroad, your bank provides you with the same reliable, instant service as if you were at home.

The Google Cloud Spanner is like a high-tech, global bank that is always open, accurate, and incredibly safe. In much the same way a bank needs to maintain its customers' accounts flawlessly around the clock, it is designed to handle the needs of businesses that operate on a large scale, require real-time data consistency, and can't afford downtime or inaccuracies.

Cloud Spanner is an excellent choice for organizations that need a highly scalable, highly available, and globally distributed relational database service with strong consistency and transactional semantics.

USER CASES: 

	Global financial systems: Cloud Spanner is ideal for handling financial transactions across multiple regions with high consistency. It can ensure that account balances, transaction histories, and other financial data are up-to-date and accurate across the globe.
 

	Online gaming: Cloud Spanner can be used to build highly scalable and available gaming backends that can handle millions of users at the same time. It can ensure that user data, game states, and other critical information is always consistent and available to all players.
 

	E-commerce: Cloud Spanner is ideal for e-commerce platforms that require highly scalable and globally available databases. The system can handle large amounts of product data, orders, and customer information, as well as keeping inventory levels updated at all times.

	

	Adtech: Cloud Spanner can be used to build real-time bidding systems and ad exchanges that require low latency and high throughput. All participants can access consistent and reliable ad inventory, user data, and other critical information.

	

	Healthcare: Electronic health records (EHRs) and other sensitive medical data can be stored and managed with Cloud Spanner. It can provide strong consistency and high availability, while maintaining data privacy and security.
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Some important terms of Cloud Spanner:






Some key features of GCP Cloud Spanner include:

	ACID compliance: Cloud Spanner offers strong consistency, isolation, and durability guarantees, making it suitable for applications that require transactional integrity, such as financial and e-commerce platforms.

	Schema changes without downtime: Thanks to Cloud Spanner's online schema update feature, you can make schema changes without downtime. This enables you to evolve your database schema without disrupting ongoing operations.

	Integration with GCP ecosystem: Cloud Spanner seamlessly integrates with other GCP services, including Google Cloud Storage, Google Cloud Pub/Sub, and Google Cloud Functions, enabling the development of end-to-end serverless applications.

	Security: Cloud Spanner offers several security features, including encryption at rest and in transit, IAM-based access control, and audit logging. In addition, GDPR, HIPAA, and PCI DSS compliance audits are conducted regularly.

	Cost-effective: Cloud Spanner offers uprising model based on usage, allowing you to pay for what you use without upfront cost. It also provides automatic scaling, allowing you to scale your database up or down based on your needs., which can optimize costs. Don't start with Cloud Spanner if the data is less than 2 TB. The pricing of cloud spanner is done hourly, so it can be costly if you leave it running by mistake.


(B)   BigTable
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You manage a bank that has grown incredibly large, with millions of customers making numerous transactions every day, including deposits, withdrawals, transfers, and more. As the amount of data grows, you'll need a way to handle it efficiently, ensuring it's always available and accurate. This is where Google Cloud Bigtable comes into play.

What is Google Cloud Bigtable?

As a digital ledger, Bigtable is like a massive, highly-organized version of Google Cloud. It's designed to handle enormous amounts of data across thousands of machines. In this way, your bank can manage and access customer transactions quickly, even when the dataset grows in size. It's not just about storing data; it's about doing so in a way that makes retrieval and analysis fast and efficient, even in real time.

How Does It Work? - The Bank Analogy

	Handling Massive Scale: Consider every customer transaction as a piece of paper. Your bank is like a vast library with billions of pieces of paper, not a tiny bank with a filing cabinet. It's like having an infinitely expandable filing system that's both fast and organized, allowing you to find any piece of information almost instantly, no matter how much data you add.
 

	Speed and Efficiency: When a customer logs into online banking to check their transaction history, they expect it to load quickly, even if they have years of transactions. Using Cloud Bigtable, this data is not only stored, but can also be accessed quickly, ensuring seamless service for customers.
 

	Real-Time Data Analysis: Banks often need to analyze transactions in real time for various reasons, such as detecting fraud. Using Cloud Bigtable is like having a super-fast data analyst sift through billions of transactions in real-time, identifying potential issues or patterns instantly.
 

	Scalability: As your bank grows, so does the amount of data you need to manage. As your data grows (more transactions, more customers), you won't worry about running out of space or losing performance since Cloud Bigtable scales seamlessly. It's like having a building that expands automatically as more customers walk in.


Bigtable is a distributed, scalable NoSQL database offered by Google Cloud Platform (GCP). It has been designed to handle massive amounts of data (petabytes) at a low latency and with high throughput. It is a core component of the Google Cloud Platform (GCP) and is used by many large-scale applications for storing and processing data in a highly scalable and efficient manner. 
Think of it as a huge, high-performance storage system that can store and retrieve massive amounts of structured or semi-structured data.
Fraud Detection

To illustrate the power of Cloud Bigtable, let's use fraud detection as an example. Imagine that a fraudster attempts to make several high-value transactions from accounts in different countries within a short period of time. Cloud Bigtable can help in the following ways:

	Real-time Monitoring: Cloud Bigtable processes transactions in real-time, enabling algorithms to analyze patterns and flag unusual activities. It's like having a vigilant security guard monitoring every transaction across the globe.
 

	Massive Dataset Analysis: With its ability to handle vast amounts of data, Cloud Bigtable allows the bank to compare current transactions against historical data to identify discrepancies. The process is similar to having a detective who remembers every transaction ever made and can spot anomalies.
 

	Rapid Response: Cloud Bigtable alerts the appropriate teams when suspicious activity is detected, such as freezing accounts or contacting customers. This rapid response is crucial in preventing fraud and protecting customers' assets.
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It is H-Base compatible, enterprise-grade database service with single digit millisecond latency, limitless scale and 99.99% availability for large analytical and operational workloads.
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You can't perform direct lift and shift in this case as it includes billions of rows and thousands of columns in a big table database. You can do limitless horizontal scaling in this Bigtable.
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Google, Snapchat, and Spotify use this high-performance, petabyte-scale data storage system to store and analyze large amounts of data. Unless your initial data is 2 TB, it is not recommended to use this service. Big Table powers many more core services of Google such as YouTube, Google Analytics, Surge, Ads, Drive and Maps.––––––––YouTube: YouTube uses Bigtable to store and process video data. YouTube's ability to serve billions of videos to users around the globe depends on Bigtable's scalability and low latency.
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Using the Bigtable data model, Bigtable can scale to petabytes of data and thousands of machines. In addition to time-series data, AdTech, financial services, and IoT data, this platform is designed to handle a wide range of workloads.
Bigtable is a NoSQL database that provides strong consistency, low latency, and can scale to petabytes of data.
Some of Bigtable's key features include:

	Scalability: Bigtable can handle petabytes of data and millions of requests per second.

	Consistency: Bigtable provides strong consistency, meaning that all reads and writes are guaranteed to be visible to all clients.

	Latency: Bigtable's low latency means that reads and writes are processed quickly.

	Durability: To protect against data loss, Bigtable stores data in multiple locations.

	Enterprise-grade: With customer-managed encryption keys (CMEK) and support for External Key Manager, IAM integration for access and controls, and support for VPC-SC, you can ensure your data is protected.

	Easy migrations: You can do the easy migrations from Apache HBase and Cassandra to big table. Life migrations enable faster and simpler migration From HP's to Bigtable By ensuring accurate data migration, reducing migration affect and providing a better overall developer experience.


Bigtable supports three consistency levels:

	Strong consistency: Every read and write is guaranteed to be visible to all clients.

	Eventual consistency: Not all clients will see reads and writes immediately.

	Read committed consistency: Reads will see committed writes, but writes may not be immediately visible.


Your application's requirements will determine the consistency level you choose. For instance, if all reads and writes must be visible to all clients, you should use strong consistency. Using eventual consistency or read committed consistency is an option if your application can tolerate some latency.

Bigtable can be scaled in three ways:

	Horizontal scaling: Add more servers to the BigTable cluster to increase capacity. Add more machines to the cluster or add more zones to the cluster to achieve this.

	Vertical scaling: In this approach, each Bigtable node's capacity is increased. Each node can be enhanced by adding more memory or storage.

	Hybrid scaling: This involves a combination of horizontal and vertical scaling.


You will need to choose a scaling method based on the needs of your application. For example, if your application requires a lot of space, you may need vertical scaling. If your application requires a lot of throughput, then you may need to use horizontal scaling.

Bigtable can be used in a variety of use cases, including:

	Real-time analytics: With Bigtable, large amounts of data can be stored and processed in real time. As a result, fraud detection, advertising, and gaming are all ideal applications for it.

	Machine learning: Data can be stored and processed in Bigtable in order to perform machine learning. Image recognition, natural language processing, and fraud detection can all be performed using it.

	Log analysis: Bigtable is capable of storing and processing large quantities of log data. It is therefore ideal for monitoring security, performance, and troubleshooting applications.


Bigtable is a good choice if you need to store and process large amounts of data. With its scalability, consistency, and durability, it can be used for a variety of purposes.

(C)   Cloud SQL
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What is Google Cloud SQL?

Google Cloud SQL is like a bank's safe where all the financial records are stored. On Google Cloud, it provides a fully-managed relational database service for setting up, maintaining, managing, and administering your relational databases. The application supports databases such as MySQL, PostgreSQL, and SQL Server.

Breaking Down Google Cloud SQL with a Bank Analogy

Put yourself in the position of running a bank. It is important for this bank to keep detailed records about its clients, their accounts, transactions (deposits, withdrawals, transfers), and loans. All of this information must be stored securely, organized, and easily accessible. Here's how Google Cloud SQL fits into this scenario:

	Secure and Organized Storage: You can store your data in the cloud in the same way that a bank keeps its money safe in its vault. Data is organized into tables (like different types of accounts in a bank), making it easy to manage.
 

	Easy Access and Management: To provide services, bank employees must be able to access customer records quickly. Additionally, Google Cloud SQL assures efficient data retrieval and storage for your applications by enabling easy access to your database from anywhere. As if your account details are instantly displayed on the bank clerk's screen, transactions are smooth and fast.
 

	Maintenance and Administration: Running a bank involves regular checks and maintenance to ensure everything operates smoothly. Google Cloud SQL takes care of all the maintenance tasks for you, such as applying patches and updates, backing up data, and making sure the database is always up and running. It's akin to a bank's maintenance team that ensures the vaults are secure, the records are up to date, and the systems are running without a hitch.
 

	Scalability: Banks need more space to store records and handle more transactions as they grow. Similar to a bank expanding its vault or opening more branches, Google Cloud SQL can easily scale to meet growing data needs.


Cloud SQL is a fully-managed relational database service offered by Google Cloud Platform. With it, you can manage relational databases without worrying about infrastructure management tasks like server provisioning, software installation, or backups.
Cloud SQL supports popular open-source database engines such as MySQL, PostgreSQL, and SQL Server, as well as commercial database engines such as Oracle. It provides features such as automatic backups, point-in-time recovery, high availability, and automatic failover, which make it a robust and reliable database service.

Implementing Banking Operations on Google Cloud SQL

Say that your bank offers a variety of services, such as savings accounts, checking accounts, loans, and credit cards. A number of transactions and records need to be stored and accessed efficiently for each of these services:

	Customer Information: Contact details, addresses, and names - stored in a secure, organized manner for easy access.

	Transactions: Deposits, withdrawals, and transfers are recorded in real-time, ensuring accurate account balances.

	Loans and Credit Cards: Information about loans and credit cards, including amounts, interest rates, repayment schedules, and transaction histories.


You can access Cloud SQL using a variety of interfaces, including the Cloud Console, Cloud SDK, Cloud SQL Proxy, and third-party tools such as MySQL Workbench and pgAdmin. 
Cloud SQL also integrates with other GCP services, such as Google Kubernetes Engine, App Engine, and Cloud Functions. It ensures greater than 99.95% availability and anywhere in the world.

	Use the Cloud SQL console: The Cloud SQL console is an excellent way to get started with Cloud SQL. It provides a graphical user interface that makes it easy to set up, manage, and administer your database.
 

	Use the Cloud SQL API: Using the Cloud SQL API, you can automate tasks such as creating and managing databases, backing up and restoring databases, and managing users.
 

	Use Cloud SQL Proxy: This lightweight, secure solution allows you to access your Cloud SQL databases from outside of Google Cloud Platform.







Facts of Cloud SQL:




Despite its reputation as a fully managed relational database service that supports MySQL, PostgreSQL, and SQL Server, Google Cloud SQL has several interesting features and facts that are not widely known. Here are some of those lesser known yet intriguing aspects:


1. Integration with Google's Machine Learning and AI Services


It is possible to integrate Google Cloud SQL directly with Google Cloud's machine learning and artificial intelligence services. Using Cloud SQL, you can train machine learning models directly without moving data to another environment. Your applications will benefit from more efficient data insights and predictive analytics capabilities.


2. Commit-Time Timestamps in PostgreSQL


PostgreSQL databases in Cloud SQL can use commit-time timestamps, which is an interesting feature. Using this feature, you can audit changes, synchronize data between systems, and perform temporal data analysis without implementing additional application logic.


3. Cross-Region Replication


In addition to Cloud SQL's high availability and read replicas, it also supports cross-region replication. Having your database replicas in different geographic regions enhances your application's global availability and disaster recovery. Consequently, if there is a problem in one region, your application can automatically switch to a replica in another region.


4. Private Connectivity with VPC


Private IP can be configured on Google Cloud SQL instances, allowing secure connections from your Virtual Private Cloud (VPC) without exposing your database to the internet. Google's global internal network ensures that your data is protected as it travels within its infrastructure, significantly enhancing security and reducing exposure to outside threats.


5. Automatic Storage Increase


If you reach your storage limit, Google Cloud SQL can automatically increase capacity, ensuring that your database operations don't get interrupted. It also ensures operational continuity by eliminating the need for constant monitoring and manual resizing of disk space, making database administration more straightforward and less prone to human error.


6. Database Version Upgrades


Cloud SQL simplifies the process of upgrading databases, unlike traditional databases that can be complex and time-consuming to upgrade. With minimal effort and downtime, you can easily take advantage of the latest features, performance improvements, and security patches.



Point in time recovery: It can restore your instances to a state at an earlier point in time.






Some important terms of Cloud SQL:






	Replication: Replication is the ability to create copies of our cloud SQL instance, or an UN promises database, and offload work to the copies. The main reason for using replication is to scale the use of data in database without degrading performance on a primary instance. It means automatic back-ups are always available. 

	Standby instance: The standby instance is used in HP to place the primary instance when failover occurs. The standby instance doesn't appear in the Google Cloud Console when failover occurs. Connections to the primary instance are automatically transferred to the standby instance.

	Clone: When you clone a cloud SQL instance, you create a new instance that is a copy of the source instance but is completely independent. It means the changes in the first one will not affect another instance at all.


The following are some examples of big brands using Cloud SQL in GCP:

	Spotify: Spotify uses Cloud SQL to store its user data and music library. Spotify's growing user base benefits from Cloud SQL's scalability, reliability, and security.

	Lyft: Lyft uses Cloud SQL to store driver and rider data. Lyft's ride-sharing business depends on Cloud SQL for performance, security, and compliance.

	eBay: eBay stores its auction data in Cloud SQL. Cloud SQL provides eBay with the scalability, reliability, and security it needs to support its global marketplace.


These are just a few examples of big brands using Cloud SQL in GCP. For businesses of all sizes, cloud SQL offers a reliable, scalable, and secure way to store and manage relational databases.

Here are some of the reasons these big brands use Cloud SQL:

	Scalability: Cloud SQL is a fully managed service, meaning Google manages the underlying infrastructure and operations. Businesses can focus on their applications as a result of this.

	Reliability: Cloud SQL provides high levels of reliability. It is designed to be available 99.9% of the time.

	Security: Cloud SQL is a very secure service. Hardware security modules (HSMs), encryption, and access control are all used to protect your data.







Cloud SQL Scaling:






Google Cloud SQL, a fully managed relational database service provided by Google Cloud Platform (GCP), supports two types of scaling:

	Vertical Scaling: Also known as "scaling up" or "increasing the size" of the database, vertical scaling involves increasing the resources (CPU and memory) allocated to a single database instance. With Cloud SQL, you can vertically scale your database by selecting a higher tier (e.g., from a smaller machine type to a larger machine type) to accommodate increased workload or performance requirements. Vertical scaling is done without changing the underlying database schema or making any application-level changes.

	Horizontal Scaling: Also known as "scaling out" or "adding replicas," horizontal scaling involves adding multiple read replicas to a database instance to distribute read traffic and increase read capacity. Cloud SQL supports read replicas, which are copies of the primary database instance that can handle read traffic, providing improved read performance and increased scalability. Horizontal scaling is achieved by creating additional replicas in different availability zones (AZs) within the same region or across different regions, and Cloud SQL automatically handles replication and load balancing across replicas.
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(D)   Memorystore
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Imagine you're at a busy bank, and every time you want to make a transaction, such as depositing money or checking your balance, the bank clerk has to walk into a large vault, navigate through rows and rows of file cabinets, find your specific account file, and then walk back to you with the information. This process is not only time-consuming but also inefficient, especially during peak hours when the bank is crowded.

A Google Cloud Memorystore acts like an extremely efficient assistant for a bank clerk. Every transaction is handled by a secure, fast, and up-to-date digital system right at the clerk's desk that instantly retrieves any customer's account information. Memorystore stores frequently accessed data in memory, making it much faster to access than storing it on a traditional hard drive or even in the cloud.

How Does It Work? - The Bank Analogy

	Instant Access: With Memorystore, when you go to the bank to check your account balance or make a transaction, the clerk can instantly pull up your information with the click of a button. Unlike other vaults, there are no waiting periods, and there is no walking to the vault. This is because Memorystore keeps this information in "memory," which is the fastest storage type available.
 

	High Traffic Handling: Memorystore ensures the bank's services don't slow down during busy times, such as the beginning of the month when everyone does their banking. The Memorystore can handle thousands of transactions simultaneously without a hitch, just like a well-organized assistant.
 

	Security: Memorystore makes accessing data fast without compromising security. Your bank clerk and the digital system that holds your account information can communicate securely and encryptedly. Only authorized personnel can access it, ensuring your data is safe.
 

	Efficiency and Cost-Effectiveness: For the bank, having this assistant means they can serve more customers faster, improving satisfaction and efficiency. Additionally, it reduces the need for physical storage (the vault) and the amount of time staff spend retrieving information, thereby reducing costs.


Built on the popular open source Redis and Memcached technologies, Google Cloud Memorystore is a fully managed in-memory data store. In-memory data stores can be used for caching, session management, and real-time analytics thanks to its scalability, performance, and low latency.

	It creates application caches that provide data access in sub-milliseconds.

	It is 100% compatible with open source Redis and Memcached

	You don't need to change a line of code to migrate your caching layer to the cloud.


It is designed to support the most demanding and latency sensitive applications, providing sub millisecond latency an automatic scaling.
Suppose you work for a social media platform that must handle a high volume of real-time interactions with users. There is a constant stream of updates, likes, and followers among users. In order to provide a responsive user experience, you need a data storage solution that can handle these interactions quickly and efficiently.
Memory Store can be used to store and manage the relevant data in this scenario. Memory Store can store user information such as profiles, followers, and likes, as well as real-time activity data. Memory Store allows you to quickly read and update user interactions, enabling real-time notifications, displaying user feeds, and generating activity analytics as users interact with the platform.
Caching: Web applications can use Memorystore to cache frequently accessed data, such as images, CSS, and JavaScript.
	Session management: Memorystore can store user session data, such as login status and shopping cart contents, for web applications.

	Real-time analytics: Memorystore can store and process real-time data, such as clickstream data and social media data.––––––––Spotify: Spotify uses Memorystore to cache frequently accessed music data, such as song metadata and album art, for their web application. Spotify benefits from Memorystore's high performance and low latency.


Memorystore is one of the best in-memory data stores if you need high performance, durability, and scalability. Creating and managing Memorystore instances for your applications is easy with this fully-managed service.

Advantages of Redis memory store over self-managed Redis: 

	Deploy what fits your needs. You can choose from different service tiers and sizes to fit your performance and operational needs with Memorystore for Redis. In just a few clicks, you can deploy a standalone Basic Tier Redis instance or a high availability Standard Tier Redis instance.

	Easily scale to get blazing speed. With Memorystore for Redis, you can easily scale up your Redis instances without affecting the availability of your application. Start with the lowest tier and smallest size, then grow your Redis instance as your application needs change. 

	Highly available and more secure. Using private IP addresses, Redis instances are protected from the internet, and further secured using Identity and Access Management role-based access control. Instances with high availability provide up to five replicas replicated across zones and a 99.9% availability guarantee.

	Focus on your application. With Memorystore for Redis, you can automate the complex operations required to deploy and manage Redis. Tasks like provisioning, replication, failover, and monitoring are automated. Applications connect to a single endpoint, eliminating node-discovery logic and simplifying management and operations.

	Redis Protocol Compatible. Memorystore for Redis is fully Redis protocol compliant. You can move your applications using open source Redis to use Memorystore for Redis without code changes. There is no need to learn new tools: all existing tools and client libraries work.

	Monitoring and logging: Redis instances are monitored and logged by GCP Memorystore, which provides metrics such as CPU utilization, memory usage, and network traffic.

	No Public IP: No public IP's are supported in this. As a result, data underneath this can never be hacked. It means this is highly secure.







USE CASES: 


⇒  Caching: Modern application architectures rely heavily on caches. As opposed to accessing heavily accessed data from a disk-based backend store, Memorystore for Redis provides low latency and high throughput for heavily accessed data. Caching is commonly used for session management, frequently accessed queries, scripts, and pages.

⇒  Gaming: The goal of gaming is to capture and keep the user's attention. Leaderboards are a key factor that keeps players interested in a game. Everyone wants to know how they are doing and where they stand. With its in-memory store and data structures like Sorted Set, Memorystore for Redis makes it easy to maintain a sorted list of scores while maintaining uniqueness. 

⇒  Stream Processing: Memorystore for Redis is the perfect solution for streaming solutions, whether processing Twitter feeds or IoT data streams. 


	Specs

	Basic 

	Standard


	Max Redis/ Node Size 

	300 GB (1 node) 

	300 GB (5 nodes max)


	Ax network bandwidth

	16gbps

	16gbps


	Scale node size

	Yes

	Yes


	Cross-zone replication 

	No

	Yes


	Cloud Monitoring

	Yes

	Yes


	Automatic failure

	No

	Yes
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Connecting a Redis instance to a Memorystore
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Memorystore for Redis can be accessed using any Redis client on the following environments:

	App Engine flexible environment

	App Engine standard environment

	Compute Engine VM instances

	Cloud Functions

	Cloud Run

	Google Kubernetes Engine clusters


Basically, we can connect to all compute services. 
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(E)   Cloud Firestore

Firestore is the next generation of data store. If anyone is still using any old service like datastore, Google recommends upgrading to Firestore. It is a schemeless database, which means that you don't need to define a rigid schema before you start storing data. 

From Google Cloud, Firestore is a flexible, scalable database for mobile, web, and server development. It simplifies the process of building rich, interactive applications for developers. Imagine you're running a modern bank that offers its customers a comprehensive online banking app as well as physical branches.

What is Google Firestore?

You can think of Firestore as the bank's digital ledger, but much more advanced than a traditional ledger. This is more than just a record of transactions; it's designed to adapt to the modern needs of banking, where transactions and interactions take place in real-time, customers interact through apps, and the bank needs to update information instantly across all touchpoints with customers.

How Firestore Works - The Bank Analogy

	Real-Time Updates: When customers make a transaction, such as transferring money to a friend, the transaction appears immediately in both parties' banking apps. As soon as you make a transaction, Firestore reflects it instantly everywhere it needs to be, like the bank's notification system.
 

	Flexible Data Structure: Banks deal with various types of data, from customer profiles to transaction histories. In a more sophisticated, digital format, Firestore's flexible document model enables the bank to store and manage diverse data efficiently, much like having different sections in a ledger for different types of entries.
 

	Scalable: Firestore scales as the bank grows, adding more customers and transactions without having to overhaul the system. By doing this, the bank can expand its ledger capacity on the fly, without having to buy a bigger book or start one from scratch.
 

	Offline Support: In areas with poor internet connectivity, customers may find it difficult to access their banking apps. Firestore provides offline support, so customers can still check their balances, review past transactions, and initiate new ones. The offline activities they did offline will be synchronized as soon as they are back online. When you're out of town, you write a check or make a ledger entry, and the bank processes it when you get back.
 

	Security: In banking, security is paramount. Like a bank, Firestore provides robust security features that ensure that only you can access account information and perform transactions, similar to how a bank ensures that only you can access your account information.


Implementing a Banking System on a Firestore

The bank has launched a new feature in its app that allows customers to set and track savings goals. Implementing this feature is easy with Firestore:

	Savings goals are stored as documents in Firestore, with fields for goal amount, current savings, and target date.

	The Firestore app displays progress in real-time as customers deposit money into their savings accounts.

	Families and friends can contribute to a customer's goals. This interaction is managed seamlessly by Firestore, ensuring that all contributions are reflected accurately and immediately.

	As customers reach savings milestones, the bank introduces gamification, rewarding them with rewards. Firestore's real-time capabilities and flexible data model make it easy to add this new feature, enhancing customer engagement without disrupting existing services.


Designing highly available and scalable storage solutions on GCP

When it comes to designing highly available and scalable storage solutions on Google Cloud Platform (GCP), there are several options to consider. Here are some steps you can follow to design a robust storage solution:

	Choose the Right Storage Service: Google Cloud Platform offers various storage services like Google Cloud Storage, Google Cloud SQL, Google Cloud Bigtable, and Google Cloud Spanner, etc. It's important to choose the right storage service for your workload based on factors such as access patterns, data type, durability requirements, and scalability requirements.
 

	Configure Multi-Regional or Regional Storage: Depending on the nature of your application, you can configure multi-regional or regional storage. Multi-regional storage is recommended for applications that need to serve users globally, while regional storage is ideal for applications that serve users in a specific region. Multi-regional storage provides higher availability, while regional storage offers lower latency and lower costs.
 

	Implement Redundancy: Redundancy is essential to ensure high availability and durability of your data. You can use various techniques such as data replication, data backups, and snapshots to ensure that your data is always available.
 

	Set Up Load Balancing: Load balancing is essential to ensure that your application can handle a high volume of traffic without any downtime. Google Cloud Platform offers various load balancing options such as HTTP(S) Load Balancing, Network Load Balancing, and Internal Load Balancing.
 

	Use Auto-scaling: Auto-scaling is an essential feature that allows you to automatically adjust your storage resources based on demand. You can use Google Cloud Platform's Auto-scaling feature to automatically scale up or down your storage resources based on the workload.

	Monitor Performance: Monitoring performance is essential to ensure that your storage solution is performing as expected. Google Cloud Platform provides various monitoring and logging tools such as Stackdriver that can help you monitor the performance of your storage solution and identify any issues.


Module 4: GCP Networking Services

GCP's networking services enable you to create, manage, and communicate securely with networks and connections within the cloud environment. Using these services, applications can operate smoothly, and data can flow smoothly between resources in Google Cloud.

GCP's networking services enable you to connect different components of your cloud infrastructure, define network configurations, and control data flow.

Here are some of the main networking services provided by GCP:

	Virtual Private Cloud (VPC):

	VPC is a private network hosted on GCP that allows users to create and manage their own isolated network configuration, including IP addresses, subnets, and routes to securely connect their resources and services. VPC also provides advanced features such as firewall rules, load balancing, and VPN connectivity.


	Cloud Load Balancing:

	Cloud Load Balancing automates and distributes incoming traffic across multiple instances and regions, helping users achieve high availability, scalability, and reliability. It also provides SSL termination, HTTP(S) load balancing, and global load balancing for multi-region deployments.


	Cloud Interconnect:

	Cloud Interconnect allows users to connect their on-premises network directly to GCP through a dedicated, low-latency connection. It supports several options, including Dedicated Interconnect, Partner Interconnect, and Carrier Peering.


	Cloud DNS:

	Cloud DNS is a scalable and reliable DNS service that provides users with low-latency, high-performance name resolution for their applications and services. It supports both private and public DNS zones, and provides integration with other GCP services such as load balancing and traffic management.


	Cloud CDN:

	Cloud CDN is a content delivery network that caches and delivers static and dynamic content from GCP to users around the world, reducing latency and improving performance. It also provides advanced features such as SSL/TLS termination, origin shielding, and cache invalidation.


	Cloud VPN

	Cloud VPN is a secure and reliable way to connect on-premises networks to GCP. It uses the IPsec protocol to encrypt data in transit and provides high-performance connectivity over the internet.



These are some of the main networking services provided by GCP. They are designed to help you create and manage secure, reliable, and scalable network infrastructure for your applications and services.

(A) Virtual Private Cloud (VPC)

[image: image]

––––––––
[image: image]


Google Cloud Platform (GCP) provides a Virtual Private Cloud (VPC), which is an isolated virtual network in which users can securely connect their cloud resources. With VPC, users can create subnets and deploy resources in those subnets to secure their applications and data. 

VPCs are an essential networking service in GCP that provides a private cloud environment within a public cloud. VPCs are needed in GCP to benefit from private clouds while using public cloud resources

VPC also offers advanced networking capabilities, such as firewall rules, VPNs, and private IP address ranges.

Consider each branch of the bank as a different project or team within your organization.

What is Google VPC?

A Google Virtual Private Cloud (VPC) connects all the branches of the bank like a private network. As a result, the bank is able to manage its operations securely and efficiently, ensuring that each branch is able to communicate with the others when necessary, share resources, and protect customer information.

How Google VPC Works - The Bank Analogy

	Private and Secure Network: The bank can use Google VPC to communicate securely. Your VPC ensures that your cloud resources (like servers, databases, and applications) can communicate securely over the internet or through a private connection, just like your bank's branches. You have your own slice of the cloud, isolated from others, ensuring the privacy and security of your data and resources.
 

	Customizable Network Topology: Imagine a bank that could design its branches, ATMs, and central office according to its needs. Similarly, with Google VPC, you can customize your network's structure. The way your network is segmented (using subnets), how data flows between parts of your network, and which resources are accessible from outside are all up to you. As a result of this customization, you can optimize your performance, security, and cost.
 

	Global Connectivity: Just as banks have branches worldwide to serve customers, Google VPC allows you to deploy resources all over the world within the same network. With this global connectivity, your applications will be able to serve users with low latency no matter where they are, just like a bank ensures its customers can access their services anywhere.
 

	Scalability: As the bank grows, it might need to open new branches or expand existing ones. Google VPC can be scaled to meet your needs. At any time, you can add more resources or expand your network without disrupting existing services. Scalability ensures that as your company grows, your network can grow with it, just like a bank's network expands to accommodate more customers.
 

	Controlled Access: Banks need to control who has access to their branches, safes, and financial records. In a similar manner, Google VPC allows you to define fine-grained access controls. Within your network, you can specify which users or systems have access to certain resources. The bank gives specific employees access to the vault while ensuring that only authorized personnel have access to sensitive customer information.
 

	Connecting to On-premises Networks: Banks sometimes need to transfer data securely between their branches and their main offices or secure data centers. Using VPN (Virtual Private Network) or Cloud Interconnect, Google VPC can connect to your on-premises data centers, creating a seamless extension of your private network. Essentially, the bank uses secure, encrypted channels to connect its various locations and the central office, ensuring that data is transferred securely and efficiently.


It also provides advanced networking features such as static and dynamic routing, load balancing, and network security. Users can also use it to connect their cloud resources to other networks by creating and managing private IP address ranges.

Implementing Banking Services on Google VPC

A bank wants to launch a new online banking service that is secure, fast, and available worldwide. By using Google VPC, the bank can:

	Ensure customer data is protected by setting up a secure, isolated network in the cloud for online banking applications and databases.

	Optimize performance and security by segmenting the network into subnets for front-end servers and back-end databases.

	Provide customers with fast access to online banking no matter where they are by deploying instances of the application in different regions around the world.

	Set up secure VPN connections between their on-premises data centers and the Google VPC.


VPC NETWORK important points: 
	VPC Network is just like your physical network, except that it is virtualised within Google Cloud.

	A VPC Network is a global resource that consist of a list of regional virtual subnetworks in datacenters, all connected by a global wide area network.

	You can create more subnets under one VPN, and subnets are regional resources always. 

	Auto mode VPC networks create subnets in each region automatically.

	You can't connect directly auto mode VPC network to another because of same ranges, so no peering is allowed.

	A VPC network provides: 	It provides connectivity for your virtual machine, including GKE and app engine instances.

	It offers native internal TCP/UDP load balancing.

	It distributes traffic from Google Cloud external load balancers to backends.

	VPC always lies inside a project. One project can contain multiple VPC networks.

	An initial project starts with a default VPC with one subnet in one region.

	Peering can be done between two VPC but never between VPC and a legacy network. 

	CIDR range can’t overlap in two networks. 

	Transitive peering is not supported in any cloud. 

	Within the VPC network, routes can be created to control traffic, such as routing traffic between subnets.

	VPC peering allows you to connect two VPC networks together so that instances in each network can communicate with each other.

	Shared VPC allows multiple projects to use the same VPC network, enabling easier management of network resources across projects.





Firewalls


Imagine a home with doors and windows designed to keep unwanted visitors out while allowing you and your family to move freely. Imagine a firewall as your home's security system, but instead of protecting your home, it protects your computer or network from unauthorized access.

What are Firewalls?

Your computer network's firewall is like a digital gatekeeper. Based on a set of security rules, they monitor incoming and outgoing network traffic and allow or block specific traffic. Firewalls allow safe, trusted data to pass through while blocking potentially harmful data, much like your home's security system.
A Bank's Security System
Consider a bank with several branches, each requiring a different level of security. In order to secure its premises, the bank employs various security measures, such as security guards, vaults, and surveillance cameras.

	Public Areas (Lobby): Your network's publicly accessible areas, where you can find general information. Firewalls ensure that the public can access the information they need (like your website) without gaining access to sensitive data.
 

	Employee Areas: Only authorized employees can access these areas, just as firewalls allow only authorized traffic to access certain parts of your network. Firewalls might check employee access cards (such as passwords or digital certificates) before allowing them access.
 

	High-Security Areas (The Vault): Similar to bank vaults, critical parts of your network (such as databases with customer information) are protected by firewalls. Only specially authorized data packets can enter these areas, ensuring the highest security level.––––––––Why We Need Firewalls in GCP 	Protection: GCP resources are protected by firewalls, much like bank assets are protected by locks and security personnel.
 

	Controlled Access: Controlled access ensures that only authorized users can access your GCP resources, similar to how a bank controls access to its various areas.
 

	Traffic Management: In the same way that a bank manages customer flow during peak times, firewalls manage the flow of data into and out of your network.
 

	Threat Prevention: Just as a bank's security measures are designed to deter robbers, they help prevent attacks from reaching your network resources.









IP Addresses

Imagine living in a city where every house has a unique address. It is your address that allows the postal service to deliver your mail, friends to find you when they visit, and emergency services to help you. A device connected to the internet has an IP (Internet Protocol) address that serves a similar purpose.

What Are IP Addresses?

IP addresses serve as unique identifiers for devices on networks. Your computer, smartphone, tablet, or any other device connected to the internet or a private network has an IP address. In the same way that no two houses in a city have the same address, no two devices on the same network can have the same IP address.

Types of IP Addresses

There are two main types of IP address:

	IPv4: This is the most common IP address type. It's composed of four numbers separated by dots, like 192.168.1.1. The world has run out of IPv4 addresses due to the rapid growth of the internet.
 

	IPv6: This is the new type of IP address designed to solve the shortage of IPv4 addresses. It's much longer and uses both numbers and letters, like 2001:0db8:85a3:0000:0000:8a2e:0370:7334, allowing for a virtually unlimited number of unique addresses.


How IP Addresses Relate to GCP and a Bank

Consider a bank that offers both physical branches and online banking. Here's how IP addresses and Google Cloud Platform (GCP) come into play, using a simple analogy:

	Physical Branches as Local Networks: Each physical branch of a bank can be considered a local network. Computers, printers, and servers inside the branch all have their own "local" IP addresses, just as desks and offices have specific locations or numbers. When a teller sends a document to the printer, it is sent to the right printer in their branch, not one in another.
 

	Online Banking as GCP Services: Online banking services are hosted on servers in data centers around the world, including Google Cloud Platform. These servers also have IP addresses, just like physical branches. The internet, however, uses IP addresses on a much larger scale. By connecting to the IP address where the service is hosted, customers can access their online banking services from anywhere in the world.
 

	Public and Private IP Addresses: Like our analogy, GCP has both public and private IP addresses. The public IP address is equivalent to the main address of the bank's headquarters (i.e., the bank's website). In the GCP network, private IP addresses are used for internal communication, similar to internal phone extensions.
 

	Dynamic and Static IP Addresses: Consider a dynamic IP address as a temporary desk space assigned to a visiting consultant at the bank; it may change next time they visit. Static IP addresses, on the other hand, are like permanent offices for regular employees. In GCP, dynamic (ephemeral) IP addresses can change when a service is restarted, while static IP addresses remain the same, ensuring services that require constant IP addresses (like a bank's main website) are always accessible at the same address."
 

	Security and Accessibility: Just like a bank has a main address for the public and secure areas with restricted access, GCP uses IP addresses to control access to services. In the same way that only bank employees can access vaults, firewalls and security rules can be applied to IP addresses to ensure that only authorized users can access certain services.


In VPC network peering, traffic stays within Google's network and doesn't transfer the public Internet.

(B) Cloud Load Balancing
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Imagine visiting a bank with multiple branches instead of one branch serving everyone in the city. Each branch can serve a certain number of customers at a time. If everyone visited the same branch at the same time, it would get crowded and you'd have to wait a long time. If customers are intelligently directed to different branches based on the crowd, everyone gets served quickly. This is what Google Cloud Load Balancing does for internet traffic to your applications.

What is Google Cloud Load Balancing?

Google Cloud Load Balancing is similar to the bank's system for managing customers at different branches. Incoming application traffic is intelligently distributed across multiple servers or instances in the cloud, ensuring that no single server is overwhelmed. In addition to handling more users efficiently, this improves website or application performance, and ensures high availability.

Why Do We Need Load Balancing?

In a bank analogy, if too many customers go to one branch (or server), it could slow down service for everyone or even cause the branch to temporarily close due to overcrowding (server crash). By balancing load, every branch (server) operates smoothly, reducing wait times and improving customer satisfaction.

Types of Load Balancers in GCP

Similar to how a bank might have different branches dedicated to loans, deposits, and customer service, Google Cloud offers several types of load balancers.

	Global External Load Balancers



HTTP(S) Load Balancer: 
This layer 7 load balancer routes web traffic based on the content of the request, ideal for global web applications (deposits, loans, account inquiries).
It operates at the application layer (Layer 7) and can make routing decisions based on the content of HTTP/HTTPS requests. With features like cross-region load balancing, it is designed to handle global traffic.
Imagine the bank has a global online banking portal that is available in multiple countries. The HTTP(S) Load Balancer would route a customer's login request to the nearest data center hosting the bank's web application. It reduces latency and improves the speed of online banking for a customer in Japan by serving him from a server in Asia, not Europe.

SSL Proxy Load Balancer: 
Similar to a secure doorway, it ensures only secure transactions are made using encrypted traffic (SSL or TLS).
Load balancers terminate SSL traffic at Layer 4 at the load balancer level. It's suitable for any TCP traffic over SSL (Secure Sockets Layer).
This might be used by a bank for its encrypted traffic, such as secure transactions within its online banking platform. The SSL Proxy Load Balancer decrypts a customer's request at the edge of Google's network, then forwards it to the closest backend that can handle the request, enhancing security and performance.

TCP Proxy Load Balancer: Provides direct and efficient routing of non-encrypted traffic, similar to the above.
Similar to the SSL Proxy but for TCP traffic, it balances incoming TCP connections, distributing them to the backend based on proximity and capacity.
For non-HTTPS traffic, such as an internal application used by bank employees for accessing customer databases globally, the TCP Proxy Load Balancer ensures connections are efficiently distributed to servers around the world, ensuring performance without compromising security.








	Regional External Load Balancers


Network Load Balancer: 
This system directs customers to the shortest queue at each branch. TCP/UDP traffic is handled at layer 4, making it suitable for scaling and distributing traffic between instances within a region.
It is capable of handling millions of requests per second at the transport layer (Layer 4). Traffic is distributed among instances within a region using TCP or UDP.
System that processes real-time transactions within a specific region with high performance. In case the bank's data center in Europe experiences an increase in transactions, the Network Load Balancer distributes the load across multiple servers to prevent any single server from bottlenecking.

Internal HTTP(S) Load Balancer: 
This works within the bank's internal network, directing employees' requests to the right department or service based on the HTTP request, optimizing a company's web-based applications.
Within a VPC, this load balancer directs traffic based on HTTP/HTTPS content. It's ideal for microservices architecture and internal web applications.
For a bank's internal portal, where employees manage customer accounts, the Internal HTTP(S) Load Balancer directs requests to the appropriate microservice. An account update request might be routed to a different server than a request to view a customer's transaction history, optimizing internal workflows.

	
 


	Regional Internal Load Balancers


Internal TCP/UDP Load Balancer: 
Distributes traffic to your applications using TCP or UDP within a single region, similar to routing internal requests to different departments within a branch.
It distributes TCP or UDP traffic within a single region using Layer 4. It's used for internal, backend services.
The following example illustrates how an internal application can be used to process transactions between accounts within a single bank. The Internal TCP/UDP Load Balancer would distribute these transaction requests across several servers to ensure they're processed quickly and efficiently. This is without overloading any single machine.

	


Load balancer is built on the same infrastructure that powers Google. It supports 1 million + queries per second with consistent high performance and low latency. Load balancer is not a physical hardware which you can touch, it is defined as a software which is compatible with rest of the available software’s. 

Banking

Consider a digital bank that operates globally. During a promotional event, they expect a massive spike in online traffic.

	They use an HTTP(S) Load Balancer to distribute requests globally for their website and online banking portal (which deal with HTTPS traffic).

	In order to ensure the security of customer data and transactions, they utilize SSL Proxy Load Balancing for encrypted traffic.

	They could use Network Load Balancing for their mobile banking app, which requires real-time communication, to efficiently route user requests within specific regions, reducing latency.

	Employees may use Internal HTTP(S) Load Balancers to distribute traffic among internal servers, allowing them to handle requests efficiently without overloading any single server.
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Components of Load Balancer: 

A load balancer on Google Cloud Platform (GCP) ensures the efficient distribution of network or application traffic across multiple servers in the cloud. As a result, GCP load balancers are composed of several key components that play a critical role in managing traffic, ensuring high availability, scalability, and security. Here's a breakdown of the essential components:––––––––1. Frontend

	IP Address: This is the public or private IP address that clients use to access your services through the load balancer. For all incoming traffic, it represents the entry point.

	Port and Protocol: This specifies the port and protocol (HTTP, HTTPS, TCP, UDP) on which the load balancer listens for incoming traffic.


2. Backend

	Backend Services/Target Pools: These are the instances or endpoints that will serve incoming traffic. Target pools are associated with Network Load Balancers, while backend services are associated with HTTP(S), SSL Proxy, and TCP Proxy Load Balancers.

	Instance Groups: A load balancer treats a group of virtual machine instances as a single entity for traffic distribution.

	Backends: The instances or endpoints that handle requests within a backend service. Based on rules and health checks, the load balancer routes traffic to these backends.


3. Health Checks

	The load balancer performs periodic health checks to ensure that the backend instances are running correctly. Load balancers stop sending traffic to instances that fail health checks until they pass them again.


4. Load Balancing Rules

	Depending on these rules, incoming traffic should be routed to various backend services or instances. HTTP(S) Load Balancer rules can route requests to different backend services based on the path and host.


5. SSL Certificates (for HTTPS and SSL Proxy Load Balancers)

	SSL certificates are used for HTTPS and SSL Proxy Load Balancers to secure communication between clients and load balancers. Encryption and security are ensured when data is transmitted.


6. Traffic Policies

	A load balancer can be configured to handle traffic based on policies such as session affinity (stickiness), CDN integration, and custom request/response headers.


7. Security Policies (for HTTP(S) Load Balancers)

	To protect against DDoS attacks, SQL injections, cross-site scripting, and other web-based threats, Google Cloud Armor security policies can be associated with HTTP(S) Load Balancers.


8. Logging and Monitoring

	With Stackdriver integration, load balanced traffic can be logged and monitored, providing insights into performance, traffic patterns, and security threats.







DDOS Protector Load Balancer: A DDOS protection load balancer is a network device that sits between a server or set of servers and the internet, distributing incoming traffic across multiple servers to improve performance and reliability while also providing protection against distributed denial of service (DDOS) attacks.

DDOS attacks involve overwhelming a website or server with traffic, often originating from multiple sources to the point where it can no longer handle legitimate requests. A DDOS protection load balancer can mitigate this by detecting and blocking malicious traffic, while allowing legitimate traffic to reach the servers.

There are different types of DDOS protection load balancers, with varying levels of sophistication and protection capabilities. Some use simple rate limiting or traffic filtering techniques, while others use more advanced algorithms to identify and block malicious traffic patterns in real-time.

Situations of using Load balancer: 

Load balancers are used in various situations where many requests need to be handled efficiently and effectively by a set of servers. 

	E-commerce sites: Load balancers ensure the security and speed of online transactions on e-commerce sites. Each transaction is processed quickly and efficiently by the load balancer by distributing the load across multiple servers.

	Streaming services: Load balancers ensure that video or audio content is delivered quickly and without interruption to users. The load balancer ensures that many users can access the streaming service simultaneously by distributing the load between multiple servers.

	High traffic websites: When many users are accessing the website simultaneously, load balancers are commonly used. A load balancer ensures that the website remains responsive and available for all users by distributing traffic among multiple servers.

	Cloud computing: Load balancers distribute workload evenly across multiple servers, ensuring that the system remains highly available and responsive.


Decision tree for choosing a Load Balancer: 
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(C) Interconnect
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Imagine running a large bank with branches all over the world. Your customers expect fast, secure, and reliable access to their accounts, whether they make transactions online, use mobile banking, or use ATMs. However, your bank's data centers, where all customer data and banking applications run, are located in different regions. You will need a fast, secure way to connect your global network to Google Cloud, where you may be hosting your applications, databases, or analytics tools. This is where Google Cloud Interconnect comes into play.

What is Google Cloud Interconnect?

Google Cloud Interconnect is like the bank's private, high-speed expressway that connects the bank's global network directly to Google Cloud. It's not just any road; it's a super-secure, private expressway that ensures data traveling between the bank and Google Cloud does so quickly, securely, and without compromising privacy.

How Does It Work? - The Bank Analogy

	Private and Secure Connection: Think of Google Cloud Interconnect as the bank's armoured vehicles that transport money between branches and the central vault. Similarly, Interconnect provides a dedicated pathway for your data, which keeps it safe and secure from external threats, just like these vehicles use specific routes for safety.
 

	High-Speed Data Transfer: Now, imagine if those armoured vehicles could move at airplane speed. This is the kind of speed we're talking about with Interconnect. It allows for rapid data transfer between your bank's network and Google Cloud. This ensures that financial transactions, data analytics, and customer services can be performed quickly and efficiently, without delays.
 

	Reliable and Consistent Performance: Just as customers expect bank ATMs and online services to be available 24/7, Interconnect ensures that the connection between your bank's network and Google Cloud is always up and running. You have a dedicated lane on the highway that's reserved exclusively for you, preventing traffic jams and ensuring a smooth ride.
 

	Global Reach: For a global bank, it's imperative to serve customers around the world without any hiccups. With interconnect, you can access Google Cloud services from anywhere, with the same level of speed and security, whether you're serving customers in New York or London.


Types of Google Cloud Interconnect

Organizations can establish private connectivity between their network and Google's network using Google Cloud Platform (GCP). Depending on factors such as data volume, location, security requirements, and cost, each type serves different needs. GCP offers the following types of interconnect:

1. Dedicated Interconnect

	What it is: Dedicated Interconnect connects your on-premises network directly to Google's network. It involves provisioning a dedicated circuit (or multiple circuits for redundancy) between your network and one of Google's Interconnect locations.

	Use cases: Ideal for organizations that require high throughput, low latency, and a secure connection to Google Cloud. This can be useful when transferring large amounts of data or when extending your private network into the Google Cloud.

	Benefits: Offers lower latency and higher bandwidth than internet-based connections, and it can be more cost-effective for large volumes of data. It also increases reliability and security since it's a private connection.


2. Partner Interconnect

	What it is: Partner Interconnect allows you to connect to Google Cloud through a supported service provider. You don't need to have a physical presence at a Google Interconnect location to take advantage of this option; instead, you use a Google Cloud partner's network services.

	Use cases: Suitable for organizations that need connectivity to Google Cloud but cannot justify the cost or do not have the infrastructure for a dedicated interconnect. Additionally, you can extend your network to Google Cloud with flexibility in bandwidth and location.

	Benefits: Provides a way to leverage existing relationships with network service providers to get connectivity to Google Cloud, with a range of bandwidth options. It simplifies the process and provides access to locations where you do not have a physical presence.


3. Cloud VPN

	What it is: Cloud VPN securely connects your on-premises network to your Google Cloud Virtual Private Cloud (VPC) network through an IPsec VPN connection. In this scenario, one VPN gateway encrypts traffic between the two networks, and the other VPN gateway decrypts it.

	Use cases: Ideal for organizations that need to securely connect their on-premises network to Google Cloud without requiring a dedicated connection with high throughput. Additionally, it can be used in situations where a fully private connection is not required.

	Benefits: Provides a secure, encrypted connection over the public internet. It's a cost-effective solution for lower-volume data needs and can be quickly set up without investing in physical infrastructure.


4. Peering

	What it is: Peering is a way to exchange internet traffic between your business’s network and Google's. There are two types of peering with Google: Direct and Carrier Peering. 	Direct Peering: You can exchange internet traffic directly with Google at one of their peering locations. In order to do this, you need to be physically present at a peering location.

	Carrier Peering: Through a carrier that partners with Google, you can connect your network to Google's. You don't need to be physically present at the peering site to use this option.



	Use cases: Peering is suitable for organizations looking to reduce access latency to Google services and increase bandwidth efficiency without a direct connection to Google Cloud.

	Benefits: Lower latency access to Google services, as well as potential improvements to network performance. In addition to improving performance and reliability, it bypasses the public internet to access Google services.


If your bandwidth needs are higher, choose virtual private cloud networks; brandwidth from 10 GBPS, 200 GBPS and you can reach Google's network in colocation facility then Dedicated interconnect is cost effective option for you if you do not require as much bandwidth, just 50 MB to 250 gbps or you can't physically meet Google's network in a colocation facility. The Partner Interconnect allows you to connect directly to service providers that connect directly to your VPC networks.

Implementing a New Banking Application

Imagine your bank launches a new mobile banking application that requires real-time access to customer data hosted on Google Cloud. Using Google Cloud Interconnect, you can connect your data centers directly to Google Cloud. In this way, when a customer logs into their mobile banking app, the app can quickly and securely access the necessary data from Google Cloud. Thanks to the dedicated and private nature of Interconnect, the bank can be confident in the security and reliability of the data connection.
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(D) Cloud VPN
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What is Google Cloud VPN?

The Google Cloud VPN acts as a secure, private tunnel between two points on the internet. Let's say you wanted to send a highly confidential document from one bank branch to another across the city. Sending it through the regular mail or even a courier might risk someone intercepting it. Instead, you decide to use a secure, dedicated tunnel that can only be accessed by you. By using this tunnel, your document reaches its destination safely and privately, without the risk of prying eyes.

How Does It Work? - The Bank's Analysis

	The Secure Tunnel: Think of Google Cloud VPN as creating a secure, invisible tunnel between your company's network and Google Cloud. If we compare this to a bank, imagine sending a digital copy of a highly confidential document (like a customer's personal information) from your bank's headquarters to a cloud server where you keep backup copies. Google Cloud VPN ensures that this information travels through a secure, encrypted tunnel, making it unreadable to anyone who doesn't have permission to view it.

	Encryption for Privacy: Just as you might put that confidential document in a locked briefcase for an added layer of security, Google Cloud VPN encrypts, or scrambles, your data. As a result, even if someone gained access to the data while it traveled through the tunnel, they couldn't understand it.
 

	Connecting Multiple Locations Securely: Banks often have multiple branches that need to share information securely. You can securely connect different parts of your organization's network to Google Cloud with Google Cloud VPN, regardless of their location. It's like having a network of secure tunnels connecting all your bank branches to the main office, ensuring that sensitive information is shared safely and securely.
 

	Access Control: Just as a bank controls who can enter the vault, Google Cloud VPN allows you to control which parts of your network can connect to Google Cloud. Only authorized users can access the secure tunnel, keeping your data safe.


A Bank Using Google Cloud VPN

An example would be a bank that wants to analyze and store data in the cloud for better customer service. However, customer data is sensitive, and the bank needs to ensure it's transferred and stored securely. A secure connection is established between the bank's data center and Google Cloud via Google Cloud VPN. When the bank transfers customer data to the cloud for analysis, the data is encrypted and travels through a secure tunnel provided by the VPN. As a result, the bank can benefit from cloud computing's benefits without compromising customer security.

Types of Cloud VPN

Through Cloud VPN, you can securely connect your on-premises network to your Google Cloud (GCP) Virtual Private Cloud (VPC) network. The traffic traveling between the two networks is encrypted by one VPN gateway and decrypted by the other VPN gateway. This ensures secure data transfer. Cloud VPN is mainly used for site-to-site connections and comes in two variants:

	Classic VPN: Provides a simple VPN solution for site-to-site IPsec tunneling. With this VPN, you can connect your on-premises infrastructure to Google Cloud in a secure and reliable manner.

	HA VPN: Stands for High Availability VPN. The connection to Google Cloud is highly available and resilient. In the event that one VPN gateway fails, HA VPN automatically switches to another, ensuring that your connection remains uninterrupted. Critical applications that require high availability can benefit from this.



Types of VPN Tunnels supported by GCP

Your data travels through VPN tunnels, which are encrypted connections. As part of its Cloud VPN service, GCP supports different types of VPN tunnels to cater to different use cases and requirements. Based on the VPN features they support, such as routing options and redundancy, these types are defined. Here are the main types of VPN tunnels supported by GCP:

1. IKEv2 IPsec VPN Tunnels

	Internet Key Exchange version 2 (IKEv2): This is the protocol used by GCP to establish VPN tunnels. The VPN gateway establishes the encrypted channel and performs mutual authentication between the two VPN gateways. Stability, reliability, and strong encryption methods are some of the features of IKEv2.


2. Routing Options for VPN Tunnels

GCP VPN supports different routing options for traffic flowing through the VPN tunnels:

	Dynamic Routing (Cloud Router-based): Uses the Border Gateway Protocol (BGP) for dynamic routing. By automatically updating routing information between your on-premises network and your GCP Virtual Private Cloud (VPC) network, you can manage routes more easily.

	Static Routing: Requires you to manually specify the IP ranges (subnets) that will be accessible through the VPN tunnel. Although this is easier to set up, it does not automatically adapt to changes in the network.


3. High Availability (HA) VPN vs. Classic VPN

	HA VPN: Provides a highly available connection by using two VPN tunnels from your VPN gateway to two separate Google VPN gateways in the same region. For critical applications requiring high uptime, this setup ensures redundancy and failover.

	Classic VPN: Has only one VPN tunnel (though you can manually set up multiple tunnels for redundancy) and is considered less robust than HA VPN when it comes to automatic failover and redundancy.


4. VPN Tunnel Encryption

	IPsec Encryption: GCP uses IPsec encryption to secure data in transit between your network and GCP's network. The data remains confidential and tamper-proof as a result. Various encryption algorithms are supported by GCP, so you can choose the level of security that suits your needs.


(E) Network Connectivity center
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What is Google Cloud's Network Connectivity Center?

Consider Google Cloud's Network Connectivity Center as a highly efficient, global bank manager whose job it is to ensure that all the branches of the bank (which in this case are your site locations) communicate smoothly and securely. No matter where these branches are located, whether they are in different cities, countries, or even continents, the NCC ensures seamless communication between them.

Simplified Explanation with a Bank Analogy

Imagine running an international bank with branches in hundreds of cities worldwide. Each branch needs to send and receive information efficiently and securely to and from the central headquarters. It could include customer transaction data, communication between employees, or updates to banking services.

	Centralized Management: The NCC oversees all the bank's branches like a central office. As your central office manages how money and information are routed between branches, the NCC handles how data is routed and shared across your network.
 

	Seamless Connectivity: Let's say that a customer moves from New York to Paris and visits your bank to inquire about their account. As a result of the geographic change, they expect the same level of service and access to their account information as if they were back home. With the NCC, all branches (network locations) can access and share necessary information in real-time, ensuring a seamless customer experience.
 

	Secure Communication: Banking and network connectivity are both reliant on security. The NCC uses advanced security protocols to ensure that data moving across your network is protected against threats, just as banks use vaults and encrypted communication to protect money and data.
 

	Flexibility and Scalability: As the bank grows, new branches are opened or existing ones are expanded, the central office must adapt without disrupting services. Your network can easily integrate new locations or cloud services, scaling up or down as needed without compromising security or performance.
 

	Optimization of Routes: Imagine if all transactions or communications between branches took the fastest, most efficient route possible, resulting in fewer delays. In the same way a bank would optimize money transfers to be fast and cost-effective, the NCC optimizes network paths to ensure that data travels via the best route for speed and reliability.


International Banking Operations

Consider an international bank that uses the NCC to connect its branches and data centers around the world. Whenever a customer in London initiates a wire transfer to a recipient in Tokyo, the details of the transaction must traverse the bank's global network. NCC ensures this information travels the most efficient path, maintaining high security and arriving quickly. Every step of the way, the bank's central office ensures that the transaction runs smoothly, no matter how far or how many branches are involved.

(D) Cloud DNS
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What is Google Cloud DNS?

DNS, or Domain Name System, is like the address book of the internet. To find a website, your computer needs an IP address, just as you need a bank's address to find it. Google Cloud DNS is a high-performance, resilient, and global DNS service that translates domain names like www.yourbank.com into IP addresses that computers can use to communicate.

The Bank Analogy

When you're visiting a new city, you want to visit a bank branch. Although you know the name of the bank, you don't know its address. When you ask a local (the DNS service) where it is, they give you the exact location.

Here's how it relates to Google Cloud DNS:

	Your Query: This is like when you're looking for the bank. Despite knowing the domain name (IP address), you don't know the address.
 

	Google Cloud DNS: It acts as the helpful local. Whenever you type in a website name (like bank name), Google Cloud DNS searches for the IP address (the bank's location) and tells your computer how to get there.
 

	The Bank's Address (IP Address): Every server on the internet has a unique IP address, just as the bank has a specific location. Your search for a bank branch will be directed to the correct server (bank branch) by Google Cloud DNS.


Real-Life Example: Using a Bank's Website

Let's say you want to log in to your bank's website to check your account. You type www.mybank.com into your browser:

	Your Request: Asking for directions is similar to asking for directions to the bank.

	Google Cloud DNS: Works in the background, quickly looking through its global directory to find where www.mybank.com lives on the internet (its IP address).

	Connecting to the Bank: Your browser receives the IP address from Google Cloud DNS, like a map to the bank. To check your account, you can now log in directly from your browser to the bank's website.


Why Use Google Cloud DNS?

	Speed: Google's infrastructure ensures that "directions" to your bank (or any site) are delivered quickly, minimizing wait times.

	Reliability: Just as you'd want reliable directions to ensure you can always find your bank, Google Cloud DNS offers high availability so you can always reach your desired websites.

	Security: It is essential that the directions to your bank are safe and accurate. Using Google Cloud DNS, you are protected against threats such as DNS spoofing.


[image: A picture containing text, screenshot, font, number  Description automatically generated]

DNS Query steps:
A domain server request goes to the machine or to the Internet, or it reaches its local cache, or DNS resolves the domain name. The response will be available right away if someone has already opened it and added it to their local cache. The first thing you should do when visiting the site for the first time would be to check the local if it's not there. It will be sent to the root server, which will decide whether they have it. Otherwise, it will ask the authoritative server to complete the domain request if the top-level domain server doesn't have the domain request. When you find out who has access to a domain, you can then send the request back to the local service.
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(D) Cloud CDN
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Content Delivery Networks (CDNs) are services that help deliver content quickly and efficiently to users via Google Cloud Platform (GCP). Content is cached and served from edge locations near the users, which are distributed around the world. This reduces latency and improves performance by delivering content from a nearby location.

Understanding Google Cloud CDN

First, let's understand what a CDN is. No matter where users are located, a Content Delivery Network (CDN) distributes content (like websites, videos, and images) as quickly as possible to them.

The Bank Analogy

Imagine a bank with its main vault (central database) located in New York City. Globally, this bank has customers who need to access banking services like checking balances, transferring money, or simply getting information about their services. Especially for customers who live far away, it would take longer to get what they need if every request had to travel to New York and back.

The bank decides to create copies of their most frequently requested information and distribute it to secure vaults (servers) located all over the world. When a customer in Paris wants to check their balance, instead of going to New York, it goes to the nearest vault in Paris, which has the information ready. As a result, the customer receives their balance instantly, and the experience is much quicker and more pleasant.

Google Cloud CDN in Action

Google Cloud CDN does the same thing, but for digital content on the internet. Static content (such as images, stylesheets, and JavaScript files) is stored on Google's globally distributed edge servers. Users can access this content from the nearest Google Cloud CDN server, instead of the original server, which may be far away.

A Bank's Website

Taking this example, consider a bank's website, which includes information about their services, personal and business account details, and online banking. When a user from Tokyo wants to access the bank's website hosted in New York without CDN, their request has to travel across the globe.

As a result of Google Cloud CDN, the bank's website content is cached on servers closer to Tokyo. As a result, content is delivered from the nearest location when a user accesses the site, significantly reducing load times. Moreover, this reduces the load on the bank's primary server in New York, making the system more efficient and cost-effective.

Cache hits and cache misses

Cache Hits

Whenever requested data is located in the cache, it is called a cache hit. When a user requests a file or a web page, the system first checks whether it is stored on the CDN's local server. If the file is present and up-to-date, the CDN delivers it directly to the user. This is a cache hit. It's like walking into a local branch of your bank and finding the forms or information you need immediately, without waiting for them to be brought from the main office.

Cache hits are desirable because:

	They are fast: They serve data from nearby servers, reducing the need for long distance data transfers.

	They reduce load: Origin servers do not have to serve every request, reducing their workload.

	They improve user experience: Faster load times mean happier users.


Cache Misses

Cache misses occur when the requested data cannot be found in the cache. The CDN must retrieve the data from the origin server, which is typically farther away from the user, and serve it to them. This is a cache miss. Using the bank analogy, this would be like going to your local bank branch but not being able to find the form you needed, so they had to request it from the main office.

Cache misses are less desirable because:

	They are slower: Data must be fetched from the origin server, which can take longer.

	They increase load: The origin server must handle more requests.

	They can degrade user experience: Slower responses may frustrate users.


Optimizing Cache Hit Ratio

An effective CDN maximizes cache hits and minimizes cache misses. A cache hit ratio is calculated based on this information. When the cache hit ratio is high, the CDN is effectively serving content from the edge servers, improving the user experience and reducing the load on the origin server.
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Module 5: GCP Security Services

Google Cloud Platform (GCP) provides a range of security services to help customers protect their data and applications in the cloud. Here are some of the key security services provided by GCP:
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	Identity and Access Management (IAM):

	As part of GCP, IAM manages the identities of users and controls access to resources. Permissions can be defined at a finer level, roles can be assigned to users and groups, and access policies can be defined. IAM ensures that only authorized users are granted access to your cloud resources, enhancing security.


	Cloud Identity-Aware Proxy (Cloud IAP):

	You can add an additional layer of security to your GCP-based web applications by using IAP. Instead of relying solely on network-based controls, it allows you to enforce access control policies based on user identity and context. Using IAP, you can control and secure access to your applications based on user identity, device security, and context.


	Cloud Security Scanner:

	Your applications deployed on GCP can be scanned for web vulnerabilities using the Cloud Security Scanner. By using it, you can identify common security vulnerabilities such as cross-site scripting (XSS) and mixed content problems. In order to secure your web applications, the scanner crawls your application and detects potential vulnerabilities automatically.


	Cloud Armor:

	Cloud Armor is a GCP service that provides a web application firewall (WAF) for your applications running on GCP. With Cloud Armor, you can create custom security policies to block malicious traffic and protect your applications from attacks like SQL injection and cross-site scripting (XSS).


	Cloud Key Management Service (KMS):

	KMS enables you to manage and control encryption keys used to secure your data in GCP. The tool allows you to create, rotate, and manage cryptographic keys from a central repository. KMS protects data in transit and at rest using encryption, integrating with other GCP services.


	Google Cloud Data Loss prevention (DLP):

	DLP is a service that helps identify and protect sensitive data in GCP. Personal information (PII), credit card numbers, etc., can be identified and classified with predefined detectors and customizable detection rules. By applying redaction, de-identification, or encryption techniques, Data Loss Prevention protects sensitive information.


	VPC Service Controls:

	VPC Service Controls is a GCP service that provides an additional layer of security for your resources running on GCP. With VPC Service Controls, you can define access boundaries for your resources and restrict traffic to and from your resources based on policies you set.


	Cloud Seurity Command Center (SCC):

	Cloud SCC is a centralized security management and data risk platform for GCP. The software provides visibility into the security risks, vulnerabilities, and threats associated with your cloud resources. Monitoring and managing security policies, detecting suspicious activity, and gaining insights into your overall security posture are all made easier with Cloud SCC.








These are just a few of the many security services that GCP offers. Customers can choose the services that best meet their security requirements and integrate them into their GCP environment as needed.

(A) Identity and Access Management (IAM)
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Imagine your bank has several safes, each holding different valuable items: one for money, another for documents, and so on. The bank also has different staff members: tellers, managers, and security guards, each requiring different levels of access to the safes. Others may only need access to one safe, while others may need access to all safes. Here's where Google Cloud Identity and Access Management (IAM) comes into play, but instead of bank safes, we're talking about digital resources.

What is Google Cloud IAM?

Using Google Cloud IAM, you can control who (or what) has access to your Google Cloud resources, such as databases, applications, and storage spaces. Similar to the bank's system for managing which staff members can open which safes.

How Does It Work?

	Identity: Every employee (or user and service in Google Cloud) has an identity. Think of this as the bank employee's ID badge. A specific person (such as a database administrator), a group of people (such as the IT department), or even an application can access resources.
 

	Access: Just as the bank controls which safes each employee can open, Google Cloud IAM lets you define what resources each identity can access. In order to maintain security and ensure that only the right people or services can access sensitive information, this is essential.
 

	Roles: Different staff members have specific permissions based on their roles at the bank. A teller might have access to the money safe but not the document safe, while a manager might have access to both. The Google Cloud IAM provides predefined roles (like Viewer, Editor, or Owner) that bundle permissions together for common tasks, making it easier to manage access without granting too many permissions.


IAM ensures that the right people have access to the right resources at the right time, while protecting sensitive information from unauthorized access. Managing user identities, defining roles and permissions, and enforcing access controls are all part of this process.

You can also use IAM to create service accounts and grant them permissions to access resources within your project.

IAM systems help organizations ensure that only authorized individuals have access to sensitive data, applications, and other resources. They provide a framework for granting and revoking access, managing user credentials and authentication, and enforcing security policies across an organization.

IAM typically involves several key components, including identity provisioning, authentication and authorization, access control, and identity governance.
Implementing Google Cloud IAM in a Bank

Let's say your bank uses Google Cloud to store customer data, manage transactions, and analyze financial trends. Here's how IAM could be used:

	Customer Service Representatives might be given the role of "Viewer" for customer profiles, so they can look up information but not change it.
 

	Database Administrators might have the "Editor" or "Owner" role for database resources, allowing them to make changes as needed to keep everything running smoothly.
 

	Security Analysts could be granted access to logs and monitoring tools to analyze and respond to security threats, but not to customer data.
 

	An automated backup service using Google Cloud would have its own identity and just enough permissions to access and back up data.


Each user is granted appropriate access privileges based on their role and responsibilities using IAM. Additionally, it allows the hospital to enforce strong authentication measures, such as requiring users to use strong passwords or two-factor authentication.

Additionally, IAM allows you to manage access at various levels. Admins can easily revoke access privileges if a healthcare professional switches departments or leave the organization, reducing the risk of unauthorized access to sensitive information.

Principles of IAM 

1. Least Privilege

Principle: Grant users only the access they need to perform their job and nothing more.

A teller needs access to account transaction systems in order to deposit and withdraw money for customers, but not to the bank's financial planning or HR systems. In order to minimize internal fraud or accidental data exposure, the bank applies the least privilege principle.

2. Separation of Duties

Principle: Avoid having a single point of failure or fraud by dividing responsibilities among different individuals or systems.

The authority to create new customer accounts might be in the hands of one employee, while the authority to approve credit or loan applications might be in the hands of another. In this way, fraud requires collusion between two or more employees, significantly reducing the risk.

3. Need to Know

Principle: Information is only accessible to individuals whose job functions require them to have access to it.

Credit reports are accessible only to loan officers and members of the risk management team. Marketing and facility management employees do not have access to this sensitive information because it is not related to their jobs.

4. Strong Authentication and Authorization

Principle: Verify users' identities before granting access, and ensure they're authorized for the resources they're trying to access.

Accessing the bank's internal systems requires multi-factor authentication (MFA). An employee might use a password and a temporary code sent to their phone or an authentication app. The system checks whether the employee is authorized to access or perform the requested action once they are authenticated.

5. Regular Auditing and Monitoring

Principle: Continuously monitor and audit access and activities to detect and respond to unauthorized or inappropriate actions.

Logs of system access and transactions are reviewed regularly by the bank's security team. As a result of the audit trail, if an employee accesses a system or performs a transaction they shouldn't, the bank can investigate and respond accordingly.

6. Timely Access Revocation

Principle: Remove access rights as soon as they are no longer required, such as when an employee leaves the company or changes roles.

A bank employee's access to the previous department's systems and data is immediately revoked when they resign or are transferred. In this way, former employees are prevented from accessing sensitive information or systems they no longer need.

(B) Identity- Aware Proxy (IAP)
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Identity-Aware Proxy (IAP) provides access control and authentication for web applications and resources. Applications and services hosted in the cloud or in a corporate network are usually protected with this technology.

Google Cloud Identity-Aware Proxy (IAP) acts as a highly intelligent and selective bouncer for your online resources and applications. Imagine that you are the manager of a bank with a VIP section reserved for special customers. Your most valuable customers can access exclusive services, such as premium financial advice, personalized banking options, and more, in this VIP area. Nevertheless, you want to make sure that only those with VIP status can enter. Likewise, make sure they are who they say they are by verifying their identity at the door. That's where IAP comes into play, in terms of securing online applications and resources.

What is Google Cloud IAP?

Applications and services hosted on Google Cloud are managed by Google Cloud IAP. Users with the right permissions can only access these resources if they are authenticated. You have a bouncer for your digital assets, but instead of just knowing everyone by face, it checks their ID and their name on the guest list (their credentials and permissions).

How Does It Work? - The Bank Analogy

	Authentication and Authorization: When a VIP customer (user) approaches the VIP section (application or resource), the bouncer (IAP) first checks their ID (authenticates them) to confirm their identity. To determine if a guest has permission to enter the VIP section, the bouncer checks the guest list (authorization). Only people with verified identities and the correct permissions are able to access the special services.
 

	Secure Access: In the digital world, this is equivalent to IAP ensuring that only users with the right Google Cloud credentials can access your hosted applications. It doesn't matter where the user comes from; they could be on a public network or using a personal device. They will be allowed to pass through IAP as long as they have the right credentials.
 

	Simplified User Experience: For the VIP customers, this process is smooth and seamless. There is no need for them to carry multiple IDs or remember different passwords for each service. It doesn't matter what the bouncer says as long as they are recognized by him. By integrating with Google Accounts and Google's security infrastructure, IAP provides a similar experience in the digital realm.
 

	Protection Against Threats: Just as a bouncer would be on the lookout for any suspicious behavior or unauthorized attempts to enter, IAP protects against unauthorized access and potential threats. By utilizing Google's advanced security technologies, it detects and blocks malicious attempts, ensuring that your applications remain secure.


IAP serves as a gatekeeper for your applications, allowing only authorized users to access them. Authentication credentials, such as a username and password, or other factors, such as two-factor authentication, are used to verify a user's identity.

It adds an extra layer of security to protect sensitive customer information by ensuring that only authorized individuals with appropriate credentials can access the internal application.


⇒  IAP is a secure way to access cloud resources.

⇒  IAP uses OAuth 2.0 to authenticate users.

⇒  Access to your resources is controlled by Google Cloud Identity and Access Management (IAM).

⇒  IAP can secure both Compute Engine instances and App Engine applications.

⇒  IAP doesn’t support or use VPN.

⇒  It can be only used with GKE, on premises, Compute engine and app engine. 



Secure Online Banking

Your bank offers an online portal where customers can manage their accounts, apply for loans, and get financial advice. Your goal, however, is to ensure that only authenticated customers are able to access this sensitive information.

Whenever a customer attempts to access the online banking portal, IAP acts as the gatekeeper. Customers are required to log in with their secure credentials to verify their identity. As soon as their identity is verified, IAP checks whether they are authorized to access the specific services they are trying to access (e.g., checking their account balance, applying for a loan). By doing so, IAP ensures that only authenticated and authorized customers have access to their accounts and transactions, protecting their financial information.

(B) Cloud Armor
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Cloud Armor is a security service provided by Google Cloud Platform (GCP). You can use it to protect your applications and data from a variety of online threats and attacks. Your cloud infrastructure is protected from malicious activities and unauthorized access with it.

What is Google Cloud Armor?

To protect the bank and its customers, Google Cloud Armor is like the bank's security team and advanced security systems. A bank must protect its customers' money and personal information, and online services must protect their websites and applications from malicious attacks. Google Cloud Armor protects websites and applications hosted on Google Cloud from various online threats.

How Does It Work? - The Bank Analogy

	Protection Against Unauthorized Access (DDoS Attacks): Imagine a scenario where a group of robbers tries to storm the bank's entrance to overwhelm the security team and gain unauthorized access. An attack like this is similar to a DDoS (Distributed Denial of Service) attack, where attackers flood a website with internet traffic to take it down. As the bank's security barriers and guards, Cloud Armor prevents these attackers from getting through and ensures the website remains accessible to legitimate users.
 

	Detecting and Blocking Fraudulent Activity (SQL Injection, Cross-site Scripting): Just as the bank uses sophisticated systems to detect suspicious behavior (like someone trying to use a stolen credit card), Cloud Armor uses advanced algorithms to identify and block malicious activities aimed at stealing data or compromising a website. This is similar to a security system that automatically locks down suspicious account activity until it can be verified.
 

	Custom Security Rules: Most banks offer private banking services to VIP customers as part of their security measures. As well, Cloud Armor allows you to create custom rules tailored to your specific security needs. As a result, you can adjust the level of protection based on traffic patterns and behavior patterns you observe, much like how a bank might increase surveillance and security measures when a threat arises.
 

	Geographic Controls: Sometimes, a bank might restrict transactions in countries known for fraud to protect its customers. In addition to blocking or allowing traffic from specific countries, Cloud Armor offers similar controls. Protect your services against cyber attacks originating from regions known for cyber threats by managing access to them.



Protecting a Bank's Online Services

Let's take the example of an online bank that offers its customers online banking services. In addition to checking balances, transferring money, paying bills, and more, this platform allows users to check their finances. Nevertheless, it is also a potential target for cyberattacks, which may disrupt service availability, steal sensitive customer information, or commit fraud.

By using Google Cloud Armor, the bank can:

	Protect its online banking platform from DDoS attacks, allowing customers to access their accounts even when an attack is underway.

	Detect and block attempts to exploit vulnerabilities in the web application, such as SQL injection or cross-site scripting.

	Enhance the protection of customer accounts by implementing custom security rules to address specific threats or unusual patterns of activity.

	Reduce the risk of cyber-attacks by restricting access from countries that are not served by the bank or are known sources of cyber threats.


Spotify uses Cloud Armor as part of its security strategy to protect its infrastructure and applications. As millions of users use Spotify's platform simultaneously, Spotify must ensure the availability, integrity, and confidentiality of user information.

(C) Cloud Security Scanner
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The Google Cloud Platform (GCP) Cloud Security Scanner is a web vulnerability scanner that automatically scans web applications hosted on GCP for security vulnerabilities. The scanner uses a combination of automated and manual techniques to identify vulnerabilities, including cross-site scripting (XSS), SQL injection, and other common web application vulnerabilities.

Consider running a bank with a sophisticated security system to protect its vault, which houses all the money and valuable documents. The security system checks for any possible entry point, monitors suspicious activity continuously, and ensures that all locks and security measures are current. A similar function is provided by Google Security Scanner for websites and applications hosted on Google Cloud.

What is Google Security Scanner?

The Google Security Scanner is like a digital version of the bank's security system, except it protects websites and web applications from online threats and vulnerabilities. Using this tool, Google Cloud automatically scans your web applications for common security vulnerabilities, including cross-site scripting (XSS), Flash injection, mixed content (HTTP in HTTPS), and outdated libraries.

How Does It Work? - The Bank Analogy

	Regular Security Checks: Just like a bank's security system regularly checks windows, doors, and vaults to ensure they are secure, Google Security Scanner scans your web applications regularly. In order to gain unauthorized access or steal data, it looks for weaknesses or "holes" in the security system.
 

	Monitoring for Suspicious Activity: Imagine the bank has cameras and motion detectors to alert security if someone is trying to break in. As with Google Security Scanner, Google Security Scanner monitors your web applications for unusual patterns or changes, helping you catch potential attacks in advance.
 

	Updating Security Measures: Over time, thieves might develop new methods to bypass the bank's security. It is necessary for the bank to update its security protocols in accordance with this. In addition, Google Security Scanner identifies outdated or vulnerable software libraries that need to be updated to prevent new types of attacks on your web applications.
 

	Easy to Use: Just like bank security systems are designed for use by employees and not just security professionals, Google Security Scanner does not require you to be an expert in security. With just a few clicks, you can initiate scans, review potential vulnerabilities, and get recommendations on how to fix them.


Protecting a Bank's Online Services

Consider a bank that offers online banking services to its customers, allowing them to transfer money, pay bills, and view their account balances. To prevent hackers from stealing customers' financial information, this web application must be secure.

This online banking application can be automatically scanned for common vulnerabilities using Google Security Scanner. An XSS attack (where attackers inject malicious scripts to steal information) will be flagged by the scanner if it finds a certain page or script that could be exploited. By patching the vulnerability, you can ensure that your customers' information remains safe and secure, just as if you were fixing a broken lock on a vault.

Overall, the GCP Cloud Security Scanner is a powerful tool for improving the security of web applications hosted on GCP. By automatically scanning for vulnerabilities and integrating with other security tools, it can help organizations quickly identify and address security issues, reducing the risk of a security breach.
Principles of Security Scanner
Google Cloud Platform (GCP) security scanners are crucial for identifying vulnerabilities and ensuring the security of your cloud infrastructure. Here are some important points to know about security scanners in GCP:
	Vulnerability Detection: 
The security scanners in GCP detect vulnerabilities in your cloud resources, including virtual machines, containers, and web applications. Your infrastructure and code will be analyzed to detect security weaknesses, such as outdated software, misconfigurations, or known vulnerabilities.


	To identify vulnerabilities, security scanners use a variety of techniques, including signature-based detection, behavior analysis, and machine learning algorithms.

	There are built-in security scanners in GCP, such as the Google Cloud Security Scanner and the Container Registry Vulnerability Scanner.


	Continuous Monitoring: 
You can regularly scan your resources for vulnerabilities using GCP security scanners, which provide continuous monitoring capabilities. Security checks can be scheduled or integrated with continuous integration/continuous deployment (CI/CD) pipelines to ensure consistency.


	As a result of continuous monitoring, you are aware of any newly discovered vulnerabilities and are able to address them as soon as possible.

	You can receive actionable reports and notifications about potential security risks using security scanners.


	Integration with GCP Services: 
Security scanners integrated with GCP services provide comprehensive security coverage. Compute Engine, Google Kubernetes Engine (GKE), App Engine, Cloud Functions, and other GCP services can be analyzed.


	Using GCP's metadata and APIs, security scanners gather information about your resources, configurations, and applications.

	Integration with GCP services allows security scanners to provide context-specific vulnerability assessments tailored to different types of resources.


	Remediation Guidance: 
The GCP security scanners not only identify vulnerabilities, but also provide guidance on how to resolve them. In order to address the vulnerabilities effectively, they provide recommendations and best practices.


	To mitigate vulnerabilities, remediation guidance may include updating software versions, reconfiguring security settings, or applying patches.

	You can improve your cloud infrastructure's overall security posture by following the provided guidance.


	Compliance and Policy Enforcement: 
Maintaining compliance with industry standards and policies is made easier with GCP security scanners. As a result, they can help you comply with security frameworks such as the Center for Internet Security (CIS) benchmarks or specific regulatory requirements.


	GCP's security scanners provide insights into compliance status by evaluating your infrastructure against predefined security policies.

	Their role is to ensure that your cloud environment meets the required security standards and regulations.
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(D) Security Command Center
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Cloud Security Command Center (Cloud SCC) is a centralized security management and data risk platform offered by Google Cloud Platform (GCP). It provides comprehensive visibility and insights into the security posture of your GCP resources, helping you identify and mitigate potential security threats.

Imagine your bank has a high-tech security control room where experts monitor all cameras, sensors, and alarms to prevent thieves, fraudsters, and other threats. The control room monitors everything inside the bank and alerts the security team immediately if anything suspicious is detected. The team can then respond quickly in order to protect the bank's assets and customers. The Google Security Command Center (SCC) serves a similar purpose for your Google Cloud assets.

What is Google Security Command Center?

A Google Security Command Center is like a digital version of a bank's security control room, designed to protect your Google Cloud assets-data, applications, and services. Your cloud resources' security status is displayed in a comprehensive manner, as well as potential security issues, vulnerabilities, and threats are alerted to you.

How Does It Work? - The Bank Analogy

	Comprehensive Monitoring: SCC provides a dashboard that shows the security health of all your cloud resources, just like the bank's security control room displays live images from every camera. Using it, you are able to identify where you may be vulnerable to digital "break-ins" or data theft.

	Threat Detection and Alerts: Imagine if someone tried to tamper with the bank's vault or an unauthorized person attempted to access a restricted area. An alert would be sent to security personnel as soon as the control room identified the threat. SCC constantly scans your cloud environment for suspicious activity and known vulnerabilities, alerting you when anything is found that may compromise your security.

	Security Insights: The bank's security team analyzes patterns and trends in the security footage to improve their defenses. SCC provides insights and recommendations based on its findings in your cloud environment, helping you strengthen your security posture over time. It's like having a team of security experts constantly advising you on how to better protect your digital assets.

	Easy Integration and Management: Operating the bank's security control room requires coordination among various security tools and systems. By integrating with many other Google Cloud security tools and services, SCC simplifies cloud security management. In this way, you can think of it as a central hub where all of your cloud security operations are consolidated for easier management and monitoring.


Protecting a Bank's Digital Operations

Suppose your bank uses Google Cloud to host its online banking platform, customer databases, and other critical applications. Your digital assets need to be protected against hacking, unauthorized access, and data breaches as cyber threats evolve.

With Google Security Command Center, you can monitor the security of these assets in one place. SCC, for example, will alert you if sensitive customer data is mistakenly stored in a publicly accessible bucket so you can quickly secure it. In the same way, if SCC detects an unusual pattern of access to your databases, it will notify you, giving you the opportunity to investigate and respond before any significant damage occurs.

SCC can be used to:

	Identify security risks: SCC identifies potential security risks in your GCP resources based on machine learning. There are many risks associated with misconfigurations, vulnerabilities, and threats.
 

	Assess security risks: SCC provides detailed information about each risk, including its severity, mitigation options, and the impact if it is not mitigated.
 

	Mitigate security risks: SCC provides recommendations for mitigating security risks. Configurations can be changed, vulnerabilities can be patched, and security controls can be implemented.


(E) Data Loss prevention
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Your bank isn't just a place where money is stored and transactions are conducted, but also a place where sensitive information about every customer is stored-details like account numbers, social security numbers, and addresses. Keeping sensitive information safe is just as important as preventing money theft. Data Loss Prevention (DLP) is one tool Google Cloud provides to help prevent data loss.
What is Google Cloud Data Loss Prevention?

Like a bank's most sophisticated security system, Google Cloud Data Loss Prevention (DLP) protects sensitive data instead of physical money. By using it, businesses can discover, classify, and protect critical information from being exposed accidentally or by hackers.

How Does It Work? - The Bank Analogy

	Discovering Valuables: Just like a bank needs to know exactly what valuables it has in its vault, Google DLP scans your cloud data for sensitive information. Any information that would be considered valuable and needs protection, such as personal identification numbers and financial records, could be protected in this way.
 

	Classifying Information: Imagine that every safety deposit box in the bank vault is labeled according to what's inside - jewelry, documents, or cash. Likewise, Google DLP finds sensitive data and also helps you classify it according to how sensitive or confidential it is. As a result, you will know which data needs to be protected the most.
 

	Protecting Data: By knowing what valuables the bank has and how important they are, it can choose the best security measures, such as which vaults to use or how many guards to hire. The Google DLP applies protection measures such as redaction (hiding sensitive parts), encryption (scrambling data so only authorized users can see it), or masking (replacing sensitive data with placeholders).
 

	Preventing Unauthorized Access: Just like banks restrict access to vaults and safety deposit boxes, Google DLP prevents access to sensitive data by unauthorized users. Data access is restricted to only those who need it for their work, and even then, they see only what they need to.


Protecting Customer Data in a Bank

Assume your bank is moving its customer records to the cloud to make its services more accessible and efficient. In spite of this, these records contain highly sensitive information that could prove disastrous if leaked. By using Google Cloud DLP, the bank can:

	Scan and Identify Sensitive Information: Find and tag sensitive information across all cloud storage, such as account numbers and personal identification numbers.
 

	Apply Protection Measures: Google DLP can automatically redact sensitive information like social security numbers from documents or logs that don't need it, ensuring that unauthorized access won't reveal the full details.
 

	Monitor and Prevent Data Exposures: Always keep an eye on the data for leaks or improper access, just as a bank's security system constantly monitors for break-ins.


(F) Key Management Service (KMS)






What is Google Cloud KMS?

Imagine a bank that stores money and valuables in a vault and also has a series of secure locks and keys to protect those assets. Similar to the bank's lock and key management system, Google Cloud KMS manages digital data instead of physical assets. Cryptographic keys can be created, used, managed, and destroyed securely for a wide range of services.

How Does It Work? - The Bank Analogy

	Creating and Managing Keys: Just as a bank creates a unique key for each safety deposit box, Google Cloud KMS allows you to create cryptographic keys for your digital data. Like a safety deposit box, these keys can encrypt your data, making it unreadable by unauthorized users.
 

	Using Keys for Encryption and Decryption: Bank customers use keys to unlock their boxes to access their valuables. Similarly, when you want to access your encrypted data, Google Cloud KMS decrypts it using the appropriate key.
 

	Access Control: Just as a bank strictly controls who can create, copy, or use keys to access safety deposit boxes, Google Cloud KMS allows you to set policies that control who can use your cryptographic keys. In this way, data can only be encrypted or decrypted by authorized users or applications.
 

	Key Rotation and Management: Over time, a bank might change the locks on safety deposit boxes for added security. Key rotation is supported by Google Cloud KMS, so you can periodically replace old keys with new ones. By limiting the amount of data encrypted with a single key, this practice enhances security.
 

	Auditing and Compliance: Finally, banks keep detailed records of who accesses each safety deposit box and when. The Google Cloud Key Management Service provides auditing capabilities, logging every use of your cryptographic keys. As a result, you can monitor compliance and security, knowing when and who accessed your data.


Securing a Bank's Digital Transactions

An example would be a bank that processes thousands of digital transactions every day. Each transaction contains sensitive information, such as account numbers and personal information. The bank encrypts this information before storing it in their databases or transmitting it over the internet using Google Cloud KMS.

A bank decrypts the transaction data when a customer logs into their online banking account to view their transaction history using the appropriate cryptographic key managed by Google Cloud KMS. A person without access to the keys needed to decrypt the data would only see gibberish if they tried to access this data.

In addition, the bank uses key rotation to enhance security, periodically generating new keys for encrypting transactions and retiring old ones. Monitoring and logging key usage also ensures compliance with financial regulations and audits access.

Module 6: GCP Data Analytics Services

With Google Cloud Platform (GCP), organizations, including banks, can analyze their vast amounts of data to gain insight, make informed decisions, and improve their services. These services include, but are not limited to, BigQuery, Dataflow, Dataproc, Looker, and Pub/Sub. Each service has its unique advantages and use cases, and when used together, they provide a comprehensive data analytics solution.
Analytical teams, business intelligence and data science teams access the data warehouse data to create dashboards, machine learning models for predictions.
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The steps in creating a data analytics pipeline in GCP are as follows: 

	Capture: Your first step is to gather all the raw materials you will need to make your toys. This is similar to collecting data from various sources in the data world. Any source of data can be used, including websites, social media, sensors, transactions, or customer feedback.
 

	Process: After refining these raw materials, you can start making toys from them. As part of this process, you will need to clean the materials, remove anything that isn't needed, or repair any damaged parts. Data cleansing involves removing duplicates, correcting errors, and dealing with missing values. As part of this stage, you ensure that your data is accurate and ready for analysis.
 

	Storage: After raw materials are processed, you store them in a warehouse until they are needed for production. Similarly, data pipelines store cleaned and processed data in a database or data warehouse. Cloud-based storage solutions like Google BigQuery, Amazon S3, or any other data storage system could be used. It is important to keep the data safe and easily accessible for future use.
 

	Analyze: Now it's time to make toys. The raw materials are transformed into something valuable here. In the case of data, this stage involves analyzing the data for patterns, trends, or insights. To extract meaningful information from the data, you might use statistical methods, machine learning algorithms, or simple queries.
 

	Use: Last but not least, selling the toys to customers who find them useful or enjoyable. Data pipelines are used to take the insights you've gained and act on them. Using the data-driven insights you've discovered, you could make strategic business decisions, improve products, optimize operations, or take any other action.







	BigQuery:

	BigQuery is a fully managed, server less data warehouse that allows you to analyze petabyte-scale data using SQL-like queries. It is designed to handle large datasets and provides fast query performance.


	Dataflow:

	A managed service for processing and enriching data in stream (real-time) and batch (historical) modes. It's ideal for ETL (extract, transform, load) tasks and real-time analytics.


	Dataproc:

	A managed Spark and Hadoop service that simplifies running big data frameworks for processing and analyzing large datasets. It provides scalability and flexibility for big data processing.


	Dataprep

	Cloud Dataprep is a fully managed, cloud-based data preparation service that helps you clean, transform, and prepare your data for analysis



	Data Fusion

	Cloud Data Fusion enables you to build and manage data pipelines using cloud-native, fully managed data integration services.


	Dataplex

	Dataplex is a data fabric that helps you unify and manage your data across on-premises and cloud data sources. You can set up, manage, and secure your data easily with this fully-managed service. In addition, Dataplex offers a variety of features to help you analyze your data, including data profiling, data quality checks, and data lineage.


	Looker

	Looker is an analytics and visualization platform used for exploring, analyzing, and visualizing your business intelligence data. A powerful tool for building interactive dashboards, it allows users to make complex visualizations.


	DataStudio

	Data Studio is a data visualization tool that helps you create interactive dashboards and reports. It is a free service that is easy to use. It can connect to a variety of data sources, including BigQuery, Cloud SQL, and Google Sheets.


	Cloud Pub/Sub:

	Cloud Pub/Sub is a messaging service that provides reliable, scalable, and real-time messaging between applications. It allows you to publish and subscribe to messages at scale and integrates well with other GCP services.



(A) BigQuery
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Imagine your bank as a giant library of books (data) detailing every single transaction, customer interaction, account detail, and operational activity since its inception. This immense volume of data can be challenging to manage, understand, and utilize efficiently. This is where Google BigQuery comes in.

What is Google BigQuery?

Google BigQuery is like the ultimate librarian with superpowers. This serverless data warehouse allows super-fast SQL queries over vast amounts of data, and it's fully managed. Data can be analyzed in real-time and decision-making can be carried out quickly. It is highly scalable and efficient.

How Does BigQuery Work for a Bank? - Key Points Explained

	Handling Massive Volumes of Data: Banks generate huge amounts of data every day. BigQuery can effortlessly handle this data, no matter how large it grows, without the need for a bank to manage any infrastructure. Adding more books (data) doesn't require you to physically expand the library. It's like having an infinitely expandable library.
 

	Real-Time Analytics: Imagine offering personalized services to your customers by understanding their spending patterns in real-time. By processing massive datasets in seconds, BigQuery allows banks to gain insights instantly and make decisions quickly, such as adjusting credit limits on the fly based on real-time spending patterns.
 

	Security and Compliance: Just as banks need to ensure the safety and privacy of their customers' data, BigQuery offers robust security features, including data encryption at rest and in transit, identity and access management, and compliance certifications, ensuring that sensitive financial data is always protected.
 

	Scalability: BigQuery can scale to meet the needs of every size organization, from small community banks to multinational corporations. The bank doesn't need to worry about provisioning resources or managing database servers because it automatically adjusts to the workload.
 

	Cost-Effectiveness: Since BigQuery is a subscription-based service, banks can manage costs effectively without investing in hardware or worrying about underutilized resources.
 

	Data Sharing and Collaboration: BigQuery allows banks to share data securely across departments, making collaboration easier. To tailor customer offerings while assessing risk profiles, the risk management team can access the same data as the marketing team.


BigQuery in Banking

Let's consider a real-life scenario where a bank wants to improve customer satisfaction and operational efficiency:

	Fraud Detection: BigQuery can identify potentially fraudulent activity by analyzing transaction patterns in real-time. Customers who usually use their cards locally can be flagged for immediate review if they start making transactions in another country.
 

	Customer Segmentation: Using BigQuery, you can segment customers based on their spending habits, account balances, and other data for targeted marketing campaigns. Customers with high savings rates might be offered investment products, while frequent travelers might be offered travel insurance.
 

	Operational Efficiency: By analyzing transaction times, branch traffic, and call center activity, the bank can optimize its operations and improve customer service.
 

	Risk Management: Using BigQuery, banks can perform complex risk analysis models in real time, assessing loan default risks, monitoring market risks, and ensuring regulatory compliance.


Big Query is ideal for running complex queries on complex datasets and can process data up to 10 TBs. Large data sets can be analyzed quickly with SQL analytics. To make a business-friendly decision, companies need a large amount of data to analyze it.

One of BigQuery's key features is its ability to handle massive amounts of data (upto petabytes) quickly and efficiently. Taking advantage of Google's massive computing infrastructure, BigQuery can process petabyte-sized datasets and provide extremely fast query response times. This means that you can run complex queries against large datasets in seconds or minutes, rather than hours or days.

A retail company can use BigQuery in GCP to analyze their sales data to gain insights and optimize their operations. Data is collected from a variety of sources, including point-of-sale systems, online transactions, and customer feedback.

The retailer is able to load and process sales data efficiently and systematically by using BigQuery. Analysis of sales trends, identification of popular products, and segmenting of customers are all possible with SQL queries on BigQuery.

For example, the company can analyze customer buying patterns to create targeted marketing campaigns based on the sales performance of specific products in different regions. Machine learning models can also be integrated into BigQuery to predict customer preferences and optimize inventory management.

Using BigQuery in this scenario allows the retail company to gain valuable insights from their data quickly and make data-driven decisions. As a result, they are able to improve their sales strategies, enhance customer experiences, and optimize their operations.
Here are some key considerations when using BigQuery:
	Data volume: Data volume determines the type of service that you need. For example, if you are only analyzing a small amount of data, you may be able to use a free service like Cloud Dataprep. However, if you are analyzing a large amount of data, you will need a paid service like BigQuery.
 

	Data complexity: Your data complexity will also determine the type of service you need. For example, if your data is structured, you may be able to use a service like Cloud Dataproc. You will need to use a service like Cloud Dataflow, however, if your data is unstructured.
 

	Data security: Data security is one of the most important considerations. All of the services listed above offer a high level of security. However, you should carefully evaluate the security features of each service to ensure that it meets your specific needs.


Here are some of the best practices for using BigQuery:

	Use the BigQuery console: It's easy to get started with BigQuery using the console. Data can be loaded, queries can be run, and results can be viewed using its graphical user interface.
 

	Use the BigQuery API: You can use the BigQuery API to automate tasks such as loading data, running queries, and exporting results.
 

	Use BigQuery ML: This machine learning service allows you to build models using your data.


Architecture: 

It is built on top of Google's Dremel technology and use columnar storage and a tree architecture for high performance.

Imagine BigQuery as a huge, highly efficient bank vault storing vast amounts of data instead of money. There's more to this "data bank vault" than just storing data; it's also equipped with powerful tools for quickly sorting, analyzing, and finding insights.

Components of BigQuery's Architecture:

	Storage Layer: 	Think of the storage layer as the vault where all the data is kept. Data in BigQuery is stored in a columnar format, which is similar to organizing files in a filing cabinet by columns. As a result of this organization, the bank (or any user of BigQuery) can quickly access the exact information they need without having to go through all the data. Having access to all transactions of a specific type or from a specific time period without having to review them all could be a significant benefit for a bank.
 



	Dremel Query Execution Engine: 	Dremel is like a team of bank clerks who know exactly where everything is kept in the vault. If a customer (user) requests specific information, such as a summary of their transactions over the last year, Dremel is the technology that quickly gathers and summarizes this data. The query is distributed across thousands of servers (or clerks) in order to retrieve and compile the requested information as quickly as possible.
 



	Serverless Infrastructure: 	The bank doesn't have to worry about the underlying infrastructure, such as making sure there's enough space in the vault or that the clerks are available to fetch data, because BigQuery is serverless. Instead of managing hardware and software, Google Cloud manages all this, allowing the bank to focus on analyzing data and gaining insights.
 



	Security and Compliance: 	BigQuery offers multiple layers of security, including encryption, controlled access, and surveillance, similar to a bank vault. BigQuery encrypts data, ensuring that sensitive information, such as financial information, is securely stored and only accessible by authorized users.
 



	High Availability and Durability: 	As a bank must ensure its customers' money is safe and always available, BigQuery ensures that data is always available and protected. Even if one "vault" fails, data can still be accessed from another even if one "vault" fails.




Pricing: 

	BigQuery's pricing model is flexible and cost-effective. You only pay for data you store and the queries you run, with no upfront costs or minimum fees. 

	This makes it easy to scale your data analysis efforts up or down as needed, without worrying about infrastructure costs. 

	Loading and exporting of data are free of cost. Storage costs are based on the amount of data stored and two rates based. On how often the data is changing: 

	Query cost can be either on demand or flat rate. 

	On demand: you are charged per query by the amount of data processed.

	Flat rate: If you want to purchase a dedicated to sources, It is better to go with the flat rate.


There is no charge for the following services in Big Query:

	Loading data as batch processing.

	Copying data.

	Exporting data, 

	Deleting datasets.



Service Limits for Google BigQuery


	The concurrent rate limit for on-demand interactive queries is 50.

	Daily query size limit: Unlimited by default.

	Daily destination table update limit: 1,000 updates per table per day.

	Query execution time limit: 6 hours.

	Maximum tables referenced per query: 1,000.

	Maximum unresolved query length: 256 KB.

	Maximum resolved query length: 12 MB.

	The concurrent rate limit for on-demand, interactive queries against Cloud Big Table external data sources: 4.


(B) Cloud Dataflow
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Google Cloud Dataproc simplifies the process of running Apache Hadoop and Apache Spark on Google Cloud Platform. This software is designed to process and analyze large datasets quickly and cost-effectively. In a nutshell, Dataproc is like a highly efficient, automated workforce that can quickly be assembled and disbanded when the job is done.

How Dataproc Works 

To improve services, detect fraud, and offer personalized products to its customers, a bank must analyze transactions, customer interactions, and other data. As a result, the bank's data is vast and complex, and it is stored in a variety of formats and systems. Using traditional methods to analyze this data would be time-consuming and inefficient. Here's where Dataproc comes in:

	Quick Setup and Scalability: Setting up a data processing cluster with traditional methods can take a lot of time. Using Dataproc, the bank can create a data processing cluster in 90 seconds or less, ready for immediate analysis. Dataproc can add more machines to the cluster to handle the load if the data analysis task is larger than expected.
 

	Cost Efficiency: Once the data analysis task is complete, the bank can scale down or delete the Dataproc cluster. As a result, the bank pays only for the computing resources it uses during the analysis, reducing costs significantly over maintaining a permanent cluster.
 

	Integration with Google Cloud Services: Dataproc integrates seamlessly with other Google Cloud services like BigQuery, Cloud Storage, and Pub/Sub. For comprehensive data analysis, the bank can easily move data between these services. Using Cloud Storage, the bank can store raw data, process it with Dataproc, and then analyze the processed data with BigQuery.
 

	Managing and Processing Big Data: The bank deals with huge volumes of data generated from customer transactions, online banking activities, and other sources. In addition to Hadoop MapReduce jobs, Spark SQL queries, and machine learning algorithms with Spark, Dataproc can process this data in many ways. In this way, the bank can identify fraudulent activities in real time and predict customer needs based on insights such as spending patterns.


As we know, data can be uploaded to BigQuery either by live streaming data or in batches. Streaming and batch data can be processed and transformed efficiently using this cloud-native data processing service. 

Dataflow pipelines consist of three main components: sources, transforms, and sinks. Sources represent the input data, transforms perform operations on the data, and sinks represent the output data.
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A batch or streaming data processing pipeline is able to read data from various sources, transform the data, and write it to various destinations.

One of the benefits of Dataflow is its ability to scale automatically based on the size of the data being processed. This means that you can process large datasets without worrying about managing infrastructure or provisioning resources.––––––––Real-life Use Cases of Dataproc in a Bank

	Fraud Detection: The bank can use Dataproc to run complex algorithms that analyze transactions across millions of accounts in real-time, identifying patterns that may indicate fraudulent activity.
 

	Customer Segmentation: Dataproc can process customer data to segment customers based on their behavior, demographics, and preferences. This segmentation helps the bank tailor its marketing efforts and product offerings.
 

	Risk Management: Dataproc helps banks assess and manage risk more effectively by analyzing historical and real-time data, including credit risk.
 

	Operational Efficiency: By analyzing operational data, such as transaction processing times and call center operations, Dataproc helps the bank identify areas for improvement.


How to Test Dataflow: 

Using a simple pipeline, we can read a CSV file from Cloud Storage, apply a transformation to filter rows based on a condition and write the output to a BigQuery table. The test cases are:

	Test to ensure that the pipeline reads the correct CSV file from Cloud Storage.

	Test to ensure that the pipeline applies the correct transformation to filter rows based on the condition.

	Test to ensure that the pipeline writes the output to the correct BigQuery table.

	Test to ensure that the pipeline handles errors and exceptions gracefully.

	Test to ensure that the pipeline scales dynamically based on the input data size.


Testing the dataflow pipeline ensures that it works as expected and meets business requirements. GCP provides a range of tools for testing and debugging dataflow pipelines, including the Dataflow Monitoring Interface, Stackdriver Logging, and Cloud Debugging.

USE CASES: 

Test case 1: Batch data processing Suppose you have a large dataset of customer orders in a CSV file and you want to aggregate the total sales by product category. You can create a Dataflow pipeline that reads the CSV file, parses the data, groups the orders by product category, and calculates the total sales for each category. You can then write the results to a BigQuery table for further analysis.

Test case 2: Streaming data processing Suppose you have a real-time streaming data source like Apache Kafka or Google Cloud Pub/Sub and you want to perform some real-time analysis on the incoming data. You can create a Dataflow pipeline that reads the data from the streaming source, applies some transformations, and writes the results to a real-time database like Google Cloud Firestore.

Test case 3: Machine learning data preparation Suppose you have a large dataset of customer reviews, and you want to train a machine learning model to classify the reviews as positive or negative. You can create a Dataflow pipeline that reads the reviews from a BigQuery table. It preprocesses the data by removing stop words and stemming the words and writes the preprocessed data to a Cloud Storage bucket. You can then use the preprocessed data to train a machine learning model in Google Cloud AI Platform.

––––––––
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(D) Cloud Dataproc
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Google Cloud Dataproc simplifies the process of running Apache Hadoop and Apache Spark on Google Cloud Platform. It's designed to process and analyze large datasets quickly and cost-effectively. Dataproc is like an efficient, automated workforce that can quickly assemble to tackle big data tasks and then disband when the job is finished, saving both time and money.

How Dataproc Works - A Bank Example

To improve services, detect fraud, and offer personalized products to its customers, a bank must analyze transactions, customer interactions, and other data. As a result, the bank's data is vast and complex, and it is stored in a variety of formats and systems. Using traditional methods to analyze this data would be time-consuming and inefficient. Here's where Dataproc comes in:

	Quick Setup and Scalability: Traditional methods take a long time to set up a data processing cluster. The bank can create a Dataproc cluster in 90 seconds or less, ready to analyze data immediately. Dataproc can add more machines to the cluster if the data analysis task is larger than expected, ensuring it is completed quickly.
 

	Cost Efficiency: Once the data analysis task is complete, the bank can scale down or delete the Dataproc cluster. As a result, the bank pays only for the computing resources it uses during the analysis, reducing costs significantly over maintaining a permanent cluster.
 

	Integration with Google Cloud Services: Dataproc integrates seamlessly with other Google Cloud services like BigQuery, Cloud Storage, and Pub/Sub. This allows the bank to easily move data between these services for comprehensive data analysis. Banks can store raw data in Cloud Storage, process it with Dataproc, and analyze the processed data with BigQuery, 
 

	Managing and Processing Big Data: The bank deals with huge volumes of data generated from customer transactions, online banking activities, and other sources. In addition to Hadoop MapReduce jobs, Spark SQL queries, and machine learning algorithms with Spark, Dataproc can process this data in many ways. In this way, the bank can identify fraudulent activities in real time and predict customer needs based on insights such as spending patterns.


As opposed to traditional cluster management activities, which take a long time to start and shut down, Dataproc clusters start, scale, and shutdown in less than 90 seconds on average, making it very simple, fast, and cost effective to gain insights.

Using Dataproc, you can process and analyze the massive volumes of data efficiently. Here's how it could be used:


•  Customer Segmentation: 
Dataproc and Apache Spark can be used to perform complex data transformations and advanced analytics on customer data. You can segment customers based on their purchasing behavior, demographics, and preferences using machine learning algorithms. 

•  Recommender Systems: 
Based on the browsing and purchasing history of customers, recommender systems can be built using Apache Spark's machine learning capabilities. These recommendations can be displayed on the website or sent through email, enhancing the overall customer experience and driving sales.

•  Fraud Detection: 
A real-time analysis of transaction data can be performed using Dataproc and Apache Spark. You can detect suspicious patterns and flag potentially fraudulent transactions by applying machine learning algorithms and pattern recognition techniques. This protects the company and its customers from financial losses.


	A powerful and flexible way to process and analyze large-scale data sets, Dataproc is based on the open-source Apache Hadoop and Apache Spark projects.

	As a fully managed service, Google manages all the infrastructure and operations of Dataproc, so users can focus on data analysis and processing.

	Dataproc supports as well as Apache Hadoop, Apache Spark, Apache Pig, and Apache Hive, Dataproc supports a variety of popular big data tools.

	Scalability is a key feature of DataProc, which can scale up or down automatically according to workload size and complexity. It supports vertical autoscaling. 

	Dataproc provides fault tolerance, with built-in support for job resumption and automatic recovery from system failures.

	Dataproc provides a wide range of integration options with other GCP services, including Google Cloud Storage, BigQuery, and Pub/Sub. This allows users to easily build end-to-end big data processing workflows.

	Dataproc provides a web-based console and command-line interface for managing clusters, submitting, and monitoring jobs, and accessing log files.

	Through initialization actions, Dataproc supports custom workflows and pipelines. These are scripts executed when a cluster is created or updated.

	Dataproc provides a cost-effective pricing model, with a pay-as-you-go pricing model that allows users to only pay for the resources they consume.


Apache Hadoop to Google Cloud Decision tree: 

The first step is to understand what you're trying to accomplish with your data processing tasks. Knowing why you are embarking on this journey is like knowing why you started it. Are you looking to process huge volumes of data? Are you in need of real-time analytics? Your objectives will guide your path.

Decision Node 1: Data Processing Volume and Complexity

	If you're handling extremely large datasets and your operations are complex, requiring full control over the environment (like building your own house from scratch), Apache Hadoop might be your starting point. Batch processing of big data across a distributed environment is a great use case for Hadoop.

	However, if you prefer a solution where much of the infrastructure management is taken care of (like moving into a fully serviced apartment), you might lean towards Google Cloud services like BigQuery for analytics or Dataflow for both batch and stream data processing.


Decision Node 2: Real-time Processing Needs

	If you need real-time data processing, Hadoop might not be your best option since it is primarily designed for batch processing. It's like looking at bicycles when you need a fast car.

	On the other hand, Google Cloud offers specific tools like Dataflow (for real-time data processing) and Pub/Sub (for real-time messaging), which are like high-speed trains or electric cars designed for speed and efficiency.


Decision Node 3: Infrastructure Management

	If you have a strong IT team capable of managing servers, networks, and complex installations, Hadoop might be the right solution for you. It's like managing your own farm.

	If you prefer not to worry about the underlying infrastructure, maintenance, or scaling issues, and would rather focus on your data, Google Cloud's managed services would be more appealing. This is like eating at a restaurant instead of cooking at home.


Decision Node 4: Cost Considerations

	With Apache Hadoop, initial costs might be lower, especially if you use open-source components. Be sure to consider the total cost of ownership, including hardware, maintenance, and the need for skilled personnel. It's like buying seeds to grow your own food, which may seem cheap, but takes time and effort.

	Google Cloud services operate on a pay-as-you-go basis, which might seem higher initially but offers scalability and reduces the need for extensive IT infrastructure and expertise. Paying for this is similar to paying for a meal kit service where everything is provided, and you only pay for what you consume.


Decision Node 5: Scalability and Flexibility

	If your data processing needs fluctuate widely and you need to scale up or down frequently, managing this with Hadoop can be challenging. Expanding or reducing space quickly is difficult when you have a fixed-size farm.

	Google Cloud services provide inherently scalable and flexible resources, which can be adjusted almost instantly based on your needs, much like a magic garden that automatically adjusts its size to meet your needs.


(E) Cloud Pub/Sub
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In computer systems, Pub/Sub, or "Publish/Subscribe," refers to a messaging pattern that enables the communication between different components or services. It follows a "publish" and "subscribe" model, where the sender, or publisher, broadcasts messages to multiple receivers, or subscribers, without the need for the publisher to know who the specific subscribers are.

With Google Cloud Pub/Sub, you can decouple services that produce events from services that process them. It's like the postal service for data, where you can send messages (data/events) without worrying about how they'll be delivered or processed. Now, let's apply this concept to a banking scenario to understand how Pub/Sub works and can be utilized.

A bank analogy

Imagine a bank that has various departments (e.g., Account Management, Fraud Detection, Customer Notifications) that need to communicate efficiently and in real-time. There are many challenges facing the bank, such as processing thousands of transactions per minute, detecting and responding to fraudulent activity immediately, and notifying customers about their transaction status in a timely manner.

How Pub/Sub Helps:

	Decoupling Systems: Pub/Sub enables different parts of the bank's IT system to communicate without being directly connected. Fraud Detection and Customer Notifications subscribe to transaction events published by Account Management. This means changes or downtime in one system don't directly impact others.
 

	Scalability: Pub/Sub can handle millions of messages per second, scaling automatically to meet bank's needs. Every event is processed without delay, whether it is a regular day or peak times like holidays.
 

	Reliability and Durability: It ensures that messages are delivered "at least once," meaning every transaction event will be analyzed for fraud and every relevant customer will receive their notification without fail. Even if a subscriber is temporarily unavailable, messages are stored until they are successfully processed.
 

	Real-Time Processing: Pub/Sub facilitates real-time event processing, critical for fraud detection and immediate customer notifications. If a suspicious transaction is detected, the Fraud Detection system can isolate the event and take action, while the Customer Notification system can alert the customer.
 

	Global Distribution: Pub/Sub provides global delivery and processing for international banks, making it ideal for global transaction processing and notifications.
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Pub/Sub services types
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Pub/Sub has two types of services:

	Pub/Sub service. Most users and applications use this messaging service by default. It offers the highest reliability and the largest integration set, along with automatic capacity management. In Pub/Sub, all data is replicated synchronously to at least two zones, as well as best-effort replication to an additional third zone.
 

	Pub/Sub Lite service. Separate but similar messaging service built at a lower cost. Compared to Pub/Sub, it offers lower reliability. It offers either zonal or regional topic storage. Zonal Lite topics are stored in only one zone. Regional Lite topics replicate data to a second zone asynchronously. Moreover, Pub/Sub Lite requires pre-provisioning and managing storage and throughput capacities. Consider Pub/Sub Lite only for applications where low cost justifies additional operational work and lower reliability.
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Different types of Pub/Sub uses in a bank
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By decoupling senders (publishers) and receivers (subscribers) of messages, Google Cloud Pub/Sub enables asynchronous communication between services. Distributed systems and microservices architectures can be built more easily with it. Pub/Sub is a unified service, but its usage can be categorized according to the types of messaging patterns it supports and the features it offers. Google Cloud Pub/Sub offers the following types of services or use cases:
1. Topic-based Publish/Subscribe:

	Topics: Publishers send messages to a "topic". Topics are resources to which publishers send messages.

	Subscriptions: Messages are delivered to subscribers via "subscriptions". Subscriptions represent a stream of messages from a single, specific topic that will be delivered to the subscribing application.

	A message published to a topic can be received by multiple subscribers via one-to-many (broadcast) messaging.


2. Queue-based Messaging:

	Subscriptions can be configured to mimic queue-based messaging, even though Pub/Sub is primarily topic-based.

	Pull Delivery: Subscribers pull messages from a subscription, acknowledging each message after it has been processed. The behavior is similar to that of traditional message queues.

	Push Delivery: Pub/Sub can also "push" messages to a subscriber's endpoint, automatically delivering messages over HTTP as they become available.


3. At-least-once Delivery:

	Messages are delivered "at least once" to subscribers, ensuring that no messages are lost.


4. Exactly-once Delivery (Preview):

	During preview, Pub/Sub offers exactly-once delivery for scenarios requiring strict message processing without duplicates. Despite retries, a message is delivered once and only once with this feature.


5. Dead Letter Queue (DLQ):

	Dead Letter Queues can be used for handling undeliverable messages in Pub/Sub. To manage message processing failures gracefully, DLQs can be used to forward messages that cannot be processed or acknowledged by subscribers.


6. Filtered Subscriptions:

	Subscribers can filter messages based on attributes. The subscription receives only messages matching the filter criteria, enabling more targeted processing and reducing unnecessary data transfer.


7. Schema Registry:

	A schema registry is provided by Pub/Sub for defining and managing message formats. Data consistency and integrity can be promoted by publishers validating messages against a schema before publishing, and subscribers using the schema to understand message structure.


8. Snapshot and Seek:

	Snapshots: Represent the state of a subscription at a given point in time, preserving the message backlog.

	Seek: Allows you to change the acknowledgment state of messages in a subscription, allowing you to replay or skip messages based on a snapshot.


Use Cases in a Bank:

	Transaction Notifications: When a customer makes a transaction, the Account Management system publishes a message to Pub/Sub, which is then delivered to Customer Notifications to inform the customer.

	Fraud Detection: The Fraud Detection system subscribes to every transaction published and analyzes patterns in real-time. The customer and internal security teams can be notified immediately if a transaction is flagged as suspicious.
 

	Audit and Compliance: Pub/Sub can be used to log all transactions and activities in a centralized system that subscribes to various event topics, helping meet regulatory compliance requirements by ensuring that all data is accounted for and can be audited.

	Real-Time Analytics: By publishing transaction and interaction data, the bank can use BigQuery or other analytics tools to subscribe to this data for real-time analysis, identifying trends, customer needs, and operational efficiencies.


(F) Data Prep
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The Google Cloud Dataprep service helps users clean, prepare, and normalize data without requiring specialized technical skills. Imagine it as a high-tech, automated cleaning service for your data, making it easier to analyze and gain insight from. In industries like banking, where vast amounts of data are collected and processed for a variety of analyses, this is particularly useful.

Google Cloud Dataprep

Imagine a bank that collects tons of data every day from a variety of sources: transactions, customer feedback, branch operations, online banking activities, and more. The data comes in a variety of formats and qualities - some parts are neatly organized, while others are messy or incomplete. This data must be cleaned and organized before the bank can use it to improve services, make decisions, or understand customer behavior. This is where Dataprep comes in.

How Dataprep Works - Bank Analogy

	Automated Data Cleaning: Dataprep detects anomalies in the bank's data, such as missing values, duplicate records, or inconsistent formats. It's like having an intelligent system that can identify incomplete transaction records or mismatched customer profiles.
 

	Easy Data Transformation: Dataprep allows the bank to easily merge data from different sources, such as physical branch transactions with online banking transactions, without writing complex code. All you have to do is tell the system what you want to combine and how, and Dataprep takes care of the rest.
 

	Visual Interface: Dataprep offers a user-friendly interface so that non-technical employees at the bank can interact directly with data. Without knowing any programming languages or database queries, they can apply filters, sort data, or prepare reports.
 

	Scalability: Dataprep can handle any volume of data, from thousands to billions of records. With this scalability, the bank can expand its data processing capabilities as it grows.


	Difference between Dataproc, Datflow and Dataprep
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(G) Cloud Dataplex
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Google Cloud Dataplex simplifies the process of curating, securing, analyzing, and managing data across data lakes, data warehouses, and databases. It provides a unified interface for managing data without the complexities usually associated with such tasks. Let's use a real-life example from the banking industry to illustrate this.

A Bank's View of Google Cloud Dataplex

Consider a bank that has been in operation for several decades. It has stored data in a variety of formats and locations over the years, including paper records, digital databases, and cloud storage. Customer information, transaction records, compliance reports, and employee information are all included in this data. With this data, the bank wants to enhance customer service, enhance security, make informed business decisions, and comply with regulatory requirements. Managing and analyzing this disparate data is, however, a huge challenge.

Enter Google Cloud Dataplex

Think of Google Cloud Dataplex as the bank's ultra-efficient, tech-savvy operations manager who controls all the data scattered across different departments (data lakes, databases, etc.). Here's how Dataplex helps:

	Unified Data Management: Dataplex consolidates all the bank's data, no matter where it's stored. It is much like having a unified dashboard that shows the status of all bank operations across different branches, so the bank can manage its data through a single interface.
 

	Automated Data Organization: Dataplex automatically organizes the bank's data, categorizing and tagging it for easy access. Consider every piece of data as a document that needs to be filed. These documents are not only filed automatically, but also indexed, so it's easy to find exact information you need, whether it's a report on last quarter's loan disbursements or history of a customer's transactions.
 

	Secure Data Access: Security is paramount for banks. Dataplex ensures the security of all bank data, regardless of where it is stored, by implementing the bank's security policies. This is similar to having a top-notch security system that works uniformly across all bank vaults and safes.
 

	Data Analysis and Insights: With all the bank's data organized and accessible, Dataplex makes it easier to analyze this data and gain insights. A bank can analyze transaction patterns to identify fraud, understand customer behavior to tailor services, or optimize investment strategies based on market trends, for example.
 

	Regulatory Compliance: Compliance with financial regulations is simplified as Dataplex provides tools for data governance and auditing. Consequently, the bank can easily keep track of who accessed what data and when, prepare regulatory reports, and ensure all data handling is compliant.


(H) Looker
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A powerful business intelligence (BI) and analytics platform, Google Cloud Looker helps organizations visualize, analyze, and share insights. Imagine having a super smart assistant who can take huge amounts of complex data and turn it into easy-to-understand reports, dashboards, and visuals. In addition to helping you see what has happened in the past, this assistant helps you understand current trends and make predictions for the future.

How Looker Works - A Bank'a Analogy

Think about a bank with data spread across a variety of systems: customer transactions, loan applications, online banking activities, etc. Using this data, the bank hopes to improve customer service, offer personalized products, and increase operational efficiency. However, the data is vast and complex, making it challenging to gather insights quickly. Here's where Looker comes in:

	Centralizing Data Visualization: Looker acts as a central platform where data from across the bank's operations can be visualized. The goal is to create a single, comprehensive dashboard that displays everything from the number of daily transactions to the average approval time.
 

	Customized Reports for Different Departments: Different departments have different needs. Looker allows the bank to create customized reports for each department. It may be possible for the marketing team to see which products are most popular, while the risk management team may be able to analyze patterns that indicate fraud.
 

	Real-time Data Analysis: Looker can analyze data in real-time, allowing the bank to make timely decisions. Looker can alert the relevant team if a particular account has an unusual spike in transactions.
 

	Predictive Analytics for Future Planning: Using Looker, the bank can also predict future trends based on historical data. You might need to forecast the growth in online banking usage or the demand for loans in the coming months. A more effective allocation of resources and planning can be achieved as a result of this.
 

	Improving Customer Experience: Looker can help the bank understand customer behavior better, such as identifying the most used banking services or the peak times for online banking. As a result, the bank is able to tailor its services better to meet customer needs and improve the overall customer experience.
 

	Secure Data Sharing: Looker ensures that data is shared securely, respecting data privacy and compliance requirements. Access to specific insights is restricted to authorized personnel, which ensures the protection of sensitive information.


Looker in a Bank

	Personalized Banking Services: By analyzing customer data, Looker can help the bank identify cross-selling and up-selling opportunities. A bank might offer a premium account with lower international transfer fees if a customer frequently uses international transfer services.
 

	Operational Efficiency: Looker can identify bottlenecks in loan processing, helping banks streamline operations and reduce loan approval times.
 

	Risk Management: By analyzing transaction patterns, Looker can help banks identify potential fraud and minimize financial losses.
 

	Customer Retention: A bank can increase customer satisfaction and retention by understanding its customers' behavior and preferences.


(I) Data Studio

Google Cloud Data Studio is like a highly skilled artist who transforms raw materials (in this case, data) into beautiful and informative art pieces (reports and dashboards) everyone can understand. The tool is designed to make data visualization and reporting accessible to everyone, not just data scientists and IT professionals. Let's apply this concept to a bank to see how Data Studio can be utilized effectively.

Google Cloud Data Studio Through a Bank Example

Think of a bank that serves millions of customers worldwide with branches all over the world. Data collected by this bank includes transaction details, customer feedback, loan applications, and more. While this data is valuable, making sense of it in its raw form is challenging. To make informed decisions, improve customer service, and track its performance, the bank needs a way to present this data clearly and insightfully.

How Data Studio Helps the Bank

	Creating Dashboards for Real-Time Monitoring: 	Live dashboards can be created using Data Studio to provide a comprehensive overview of a bank's operations. An account dashboard might show the total number of transactions per day, the average transaction value, or the number of new accounts opened. Bank managers can monitor the bank's health at a glance and make timely decisions based on that information.
 



	Analyzing Customer Behavior: 	By using Data Studio, the bank can visualize customer transaction patterns, identify popular services, and understand peak banking hours. Using visual reports, a bank can tailor its services to better meet customer needs, optimize staffing for peak times, and target marketing campaigns.
 



	Reporting for Compliance and Auditing: 	In order to comply with regulatory requirements, banks must prepare detailed compliance and audit reports. By pulling data from multiple sources, ensuring accuracy, and presenting it in an easy-to-understand format, Data Studio can help compile these reports.
 



	Loan and Credit Analysis: 	By visualizing loan application data, the bank can identify trends, such as the most common reasons for loan rejections or the demographic characteristics of loan applicants. This helps the bank refine its loan products, improve customer satisfaction, and manage risk more effectively.
 



	Branch Performance Comparison: 	By visualizing data on customer satisfaction scores, branch profitability, or employee efficiency, Data Studio allows you to compare the performance of different bank branches. By identifying high-performing branches, we can replicate their strategies elsewhere and identify areas where underperforming branches need to improve.




Real-Life Use Case Scenario

A new mobile banking app is being launched by the bank, and the bank wants to track its adoption and usage. Using Data Studio, the bank creates a dashboard that displays:

	The number of app downloads over time.

	Active users vs. total downloads.

	Common transactions made through the app.

	Customer feedback and ratings collected through the app.


With this dashboard, the product development team, marketing department, and senior management have real-time insights into the app's performance, which guides further development, marketing strategies, and customer support enhancements.

Here is a table that summarizes the key differences between Looker and Data Studio:
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(J) DataFusion

A fully managed, cloud-native data integration service, Google Cloud Data Fusion allows users to build, manage, and scale data pipelines efficiently. Data processing workflows are designed with a graphical interface, which simplifies the integration of data from various sources for analysis and reporting. As an example of how Data Fusion can be utilized, let's use the example of a bank.

Google Cloud Data Fusion with a Bank Example

Imagine a bank with multiple branches, each using a different system for customer management, transactions, and reporting. The bank has also started using online services, adding more data sources like mobile banking apps and online transactions over the years. With a wealth of data spread across different locations and formats, it is difficult to get a unified view of the bank's operations, customer behavior, and financial health.

Enter Google Cloud Data Fusion

With Google Cloud Data Fusion, you can effortlessly connect data sources, transform the data as needed, and prepare it for analysis, without writing a single line of code. Here’s how Data Fusion helps the bank:

	Integration of Disparate Data Sources: Data Fusion connects the bank's various data repositories, whether they're in legacy databases, cloud storage, or streaming data from banking apps. All the paperwork, digital records, and real-time alerts are gathered in one place.
 

	Data Transformation and Cleansing: The data will be cleaned, transformed, and normalized by Data Fusion once it has been gathered. This involves converting data from different branches and formats into a standardized format, which makes analysis easier. Ensure all dates are formatted the same way or that customer names are spelled consistently.
 

	Visual Pipeline Designer: Data Fusion provides a drag-and-drop interface to design data workflows. Using visual pipelines, the bank's data team can automate data ingestion, transformation, and loading into analysis tools or data warehouses. The process is similar to mapping out a complex network of bank transactions and customer interactions on a digital whiteboard, where each connection and process is clearly defined.
 

	Scalability and Efficiency: Data Fusion allows the bank to scale its data integration efforts to handle growing volumes of data without worrying about the underlying infrastructure. In this way, the bank's data pipelines can grow as the bank grows, without adding complexity.
 

	Enhanced Data Analytics and Reporting: The bank can enhance its analytics and reporting capabilities by consolidating and preparing its data using Data Fusion. In some cases, this might involve identifying trends in customer transactions, optimizing branch performance, or predicting future market movements.


Bank Scenario

The bank plans to offer personalized financial advice to its customers through a new service. The company must understand each customer's financial situation, preferences, and behavior in order to accomplish this.

Data Fusion combines data from internal systems (such as account balances, loan histories, and transaction records) with external data sources (such as market trends). The data is then cleansed and transformed to ensure accuracy and consistency. To tailor financial advice for each customer, the prepared data is loaded into an analytics platform for analysis, where it is analyzed to generate personalized insights.


The process of combining data from multiple sources into a unified view is known as data fusion. You can do this to improve the quality, accuracy, and completeness of the data, or to make it easier to analyze and process.

It is important to consider the following factors when choosing a data fusion service:


	Identify the type of data that needs to be fused.

	The size of the data sets.

	The desired processing and analysis requirements.

	The budget.


Here are some additional benefits of data fusion in GCP:

	Improved data quality: By removing duplicate data, correcting errors, and filling in missing values, data fusion can improve data quality.
 

	Increased data accuracy: When data from multiple sources is compared and any discrepancies are corrected, data fusion can help improve data accuracy.
 

	Enhanced data completeness: By filling in missing values with data from other sources, data fusion can help improve data completeness.
 

	Improved data analysis: A single, unified view of the data can help to improve data analysis through data fusion. This can make it easier to identify trends, patterns, and relationships in the data.
 

	Increased data insights: Fusion of data can improve data insights by providing a deeper understanding of the data. Business performance can be improved as a result of better decision-making.


(K) Cloud Spanner
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Google Cloud Spanner is a globally distributed, fully managed relational database service strong consistency, and up to 99.999% availability. This is written in GCP SLA services for Cloud Spanner. 

It is designed for applications that require high availability, strong consistency, and global scalability, making it suitable for use cases such as financial services, gaming, e-commerce, and more. 
Spanner is a fully managed, scalable database service that combines the best features of relational databases with the scalability of NoSQL databases. It's designed to handle large-scale, global online transaction processing (OLTP) with ease. Using the example of a bank, let's see how Cloud Spanner can benefit a bank in simpler terms.
Cloud Spanner in the Context of a Bank

Imagine a bank that operates globally and offers services like savings accounts, loans, and online payments. A bank's database must handle millions of transactions every day, from simple account inquiries to complex financial transactions, while maintaining accuracy, consistency, and security. This is where Cloud Spanner shines.
This is a very mission critical service and can prove to be very costly if left unattended.  
It is not recommended to use Cloud Spanner if the initial data is less than 2TB.

Many banking, retail, gaming and healthcare services are using this cloud Spanner tool in order to show the real-time transactions to the user in no seconds and also to maintain their database accurately and consistent.

How Cloud Spanner Can Be Used by a Bank

	Global Transactions: 	With Cloud Spanner, you can manage transactions across the globe with low latency. As a result, a customer in Paris can send money to someone in New York, and the transaction will be processed quickly and reliably.



	Consistency and Accuracy: 	The accuracy and consistency of financial transactions must be strict. After a transaction is completed, Cloud Spanner ensures data consistency across all views. After a deposit has been made, both customers will see the updated account balance as soon as the transaction is complete.



	Scalability: 	With the growth of the bank, the number of transactions and customers increases as well. With Cloud Spanner, the bank can handle more transactions without compromising performance or reliability. It's like adding more tellers to a busy bank branch to serve more customers at the same time.



	High Availability: 	Downtime is not an option for banks. Even during maintenance or in the event of hardware failures, Cloud Spanner guarantees high availability. The bank ensures that its services are available around the clock, regardless of internal updates or problems.



	Security: 	Financial data is highly sensitive, so Cloud Spanner provides robust security features, such as encryption at rest and in transit, identity and access management, and detailed audit logging. Customer data is protected in this way, just as a bank secures its vaults and monitors access.




Important Facts About Cloud Spanner

	SQL Support: Cloud Spanner supports standard SQL for querying data, making it easy for developers to use.

	Global Distribution: Distributing databases across multiple regions enhances performance and availability by keeping data close to the users.

	Strong Consistency: Cloud Spanner offers strong consistency, ensuring that all users see the same data at the same time, a critical requirement for financial operations.

	Fully Managed: Google handles all maintenance, updates, and scalability, allowing the bank to concentrate on developing its applications and services.


Some key features of Google Cloud Spanner include:


⇒  Global scalability: Spanner allows you to distribute your database across multiple regions and continents, providing low-latency access to your data from anywhere in the world.

⇒  ACID transactions: Spanner supports fully ACID (Atomicity, Consistency, Isolation, Durability) compliant transactions, ensuring data integrity and consistency.

⇒  Automatic backups and high availability: Spanner automatically replicates data across multiple regions for high availability and provides automated backups, eliminating the need for manual backups.

⇒  SQL-based queries: Spanner supports SQL-based queries, making it easy for developers to interact with the database using familiar SQL syntax.

⇒  Schema changes without downtime: Spanner allows you to make schema changes to your database without downtime, enabling you to evolve your application schema as your requirements change.

⇒  Strong consistency: Spanner provides strong consistency guarantees, allowing you to read the most up-to-date data from any replica at any time, ensuring consistent results across your application.

⇒  Integrated security: Spanner integrates with GCP Identity and Access Management (IAM) for access control, and data is encrypted at rest and in transit.

⇒  Security: Cloud Spanner provides robust security features, including encryption of data at rest and in transit, Identity and Access Management (IAM) integration for fine-grained access control, and audit logging for compliance and regulatory requirements. This ensures that your mission-critical data is protected from unauthorized access and meets stringent security standards.

⇒  SLA and Support: Cloud Spanner comes with a Service Level Agreement (SLA) that guarantees high availability and performance. Google Cloud also provides comprehensive support, including 24/7 customer support, proactive monitoring, and incident management, to ensure that your mission-critical applications running on Cloud Spanner are well-supported and maintained.



There are some spanner expertise in the market which are taking advantage of Google's. Ecosystem to help Maximize the value from the cloud spanner are Accenture or Cloud cover.

Pricing of Google Cloud Spanner based on:

The pricing for cloud Spanner is based on the various factors: 


⇒  Usage of no. of regions and zones, 

⇒  what features you are taking, 

⇒  Egress network




(L) Decision TREE on Data Analytical services

There are several factors to consider when selecting a data analytics service in Google Cloud Platform (GCP). Here's a decision tree to help you choose the right service for your needs:

	Do you need to analyze large datasets in real time? 	Yes: Consider BigQuery. 	In order to detect fraud patterns and ensure operational efficiency, a bank needs to analyze transactions in real time across all branches.



	No: Go to question 2.



	Do you need to process streams of live data (e.g., transactions, logs)? 	Yes: Use Pub/Sub for ingesting real-time data, then Dataflow for processing it. 	Potentially fraudulent credit card transactions are flagged and alerted in real time.



	No: Go to question 3.



	Do you need to run custom analytics or machine learning models on big data? 	Yes: Choose Dataproc for managed Apache Spark and Hadoop. 	Using historical data, a bank runs complex risk assessment models on loan applications.



	No: Go to question 4.



	Do you need to clean, prepare, or visually explore your data before analysis? 	Yes: Opt for Dataprep. 	Analyzing customer feedback collected from multiple sources before preparing and cleaning it.



	No: Go to question 5.



	Do you need to build interactive dashboards or visual reports from your data? 	Yes: Use Looker. 	Monitoring branch performance metrics, customer satisfaction scores, and other key performance indicators (KPIs) for executive review.





	Do you need a messaging service to connect your applications with real-time data streams? 	Yes: Implement Pub/Sub. 	Real-time data exchange between the bank's transaction system and its mobile application to update customers on their transactions.





	Do you need to train and deploy machine learning models directly within your data warehouse? 	Yes: Utilize BigQuery ML. 	Based on transaction history, account activity, and customer interactions, a bank uses BigQuery ML to predict customer churn.






Summary of Decision Points

	BigQuery: Best for real-time analytics on large datasets.

	Pub/Sub + Dataflow: Ideal for ingesting and processing real-time data streams.

	Dataproc: Suitable for custom big data processing with Apache Spark and Hadoop.

	Dataprep: Used for cleaning and preparing data for analysis.

	Looker: For creating dashboards and visual reports.

	Pub/Sub: As a messaging service for real-time data exchange.

	BigQuery ML: For building and using machine learning models within BigQuery.


––––––––
[image: image]


Module 9: GCP Migration Planning

The Google Cloud Migration process involves moving digital assets like data, applications, IT processes, or entire databases from an organization's on-premises computers to the cloud, specifically Google Cloud Platform (GCP). Moving assets between cloud environments can also be part of this process. IT resources and data management will be made more efficient, scalable, and flexible.

Cloud Migration Planning

Preparing for a big move is similar to planning a cloud migration. Let's say a bank plans to relocate its vault contents (data) and operations (applications) to a new, secure, spacious, and modern facility (cloud). This planning involves:

	Assessment: Identifying which assets (data, apps) need moving, which can be archived, and which may need special attention.
 

	Choosing the Right Services: Selecting the vault's features (cloud services) based on what's most important - security, accessibility, or space (scalability).
 

	Migration Strategy: Deciding whether to move everything at once (big bang) or in stages (phased), based on the bank's operational requirements.
 

	Preparation: Making sure the new facility is ready, staff is trained, and customers are informed about potential changes in service.
 

	Execution: The actual move, transferring assets to the cloud, ensuring everything is secure and operational.
 

	Optimization: Fine-tuning services and operations to fully utilize the new vault environment following the move.


How Cloud Migration Can Be Used in Real Life: Bank Example

A bank decides to migrate to the cloud to improve its services. Here’s how it benefits:

	Customer Service: By storing data and applications in the cloud, the bank is able to offer online banking services that are more reliable, faster, and more convenient for customers.
 

	Security: Customers' data is protected with advanced security features provided by the cloud.
 

	Scalability: Without adding more servers or infrastructure, the bank can scale its operations according to demand.
 

	Cost Efficiency: Rather than investing in and maintaining physical servers, the bank only pays for the cloud resources it uses.
 

	Innovation: Cloud computing offers advanced analytics and artificial intelligence services that enable the bank to innovate, such as offering personalized banking advice or better detecting fraud.


Important Facts About Cloud Migration

	Security and Compliance: Banks must ensure that their cloud environments comply with regulatory standards. Regulation-compliant tools and certifications are offered by cloud providers like GCP.

	Data Integrity and Loss Prevention: Migrating data must be done safely and without loss or corruption. Migrations to the cloud often involve tools and services that ensure data is transferred securely and intact.
 

	Downtime Management: Service interruptions are minimized through planning. It's important to schedule migrations during off-peak hours if possible, since some downtime might be required.
 

	Employee Training and Change Management: Cloud computing changes the way employees work. It is crucial to train and manage these changes to ensure a smooth transition.
 

	Post-Migration Optimization: Migration isn’t the end. Continuously


Migration procedure in a bank

The migration of a banking application to the cloud requires careful planning, execution, and monitoring to ensure data integrity, security, and minimal disruption of services. The following is a step-by-step overview of how a bank might approach this process, using a real-life example:

1. Preparation and Planning

	Objective Setting: Banks identify the reasons for migrating, such as improving scalability, enhancing security, or reducing operational costs. The bank decides to migrate its mobile banking application to better handle peak usage times and improve security.

	Assessment: The bank assesses the current application, including its architecture, data, dependencies, and performance metrics. It may be necessary to catalog all the data used by the mobile banking app and to understand how it integrates with other systems, such as authentication services and transaction databases.

	Selecting the Right Cloud Provider and Services: After conducting the assessment, the bank selects a cloud provider (e.g., Google Cloud) that meets its security, compliance, and technical requirements. For containerized applications and data storage, the bank chooses Google Kubernetes Engine and Google Cloud Storage.


2. Designing the Migration Strategy

	Choosing a Migration Strategy: Based on the bank's objectives, costs, and time constraints, it decides whether to rehost (lift and shift), replatform (lift, tinker, and shift), or refactor (re-architect) the application. To take advantage of cloud-native features without completely overhauling the mobile banking app, the bank replatforms.

	Security and Compliance Planning: Establishing security controls and ensuring the new environment meets regulatory requirements. In addition to data encryption, identity and access management, and audit logging are included in this process.

	Testing Strategy: Developing a testing plan to ensure the application performs as expected in the cloud environment. Testing includes unit testing, integration testing, and load testing.


3. Migration Execution

	Data Migration: Transferring data securely to the cloud, preventing data loss or corruption. Customer account data, transaction history, and app settings are included in the mobile banking app.

	Application Migration: The process of moving the components of an application according to the chosen migration strategy. It may be necessary to containerize the application services for deployment on Google Kubernetes Engine.

	Testing: Thoroughly testing the application in the cloud environment to ensure functionality, performance, and security.


4. Post-Migration Activities

	Monitoring and Optimization: Monitoring and optimizing the application's performance and costs, making adjustments as necessary. In this case, resources could be scaled up or down based on demand, or storage could be optimized.

	User Training and Communication: Providing necessary documentation and training to bank staff and communicating changes to customers so that they are aware of any new features.

	Contingency Planning: Establishing rollback procedures in case of significant issues post-migration.


5. Going Live

	Phased Rollout: To monitor performance and gather feedback, the bank might decide to roll out the new cloud-based application gradually to a small number of users at first.

	Feedback and Adjustments: Making further improvements and fixing any issues arising from user feedback and application usage monitoring.


GCP migration services ensure data security and integrity while seamlessly transferring patient records and medical imaging data to GCP. As a result, they can leverage GCP's scalable infrastructure, advanced analytics, and machine learning capabilities to enhance patient care, accelerate research, and improve healthcare outcomes.

Principles of Different industries and organizations have different migration needs and strategies. GCP migration services cater to a wide range of scenarios and offer flexibility to address different migration requirements efficiently.
6 R’s of Cloud Migration: 
Organizations use the 6 R's of cloud migration to guide their migration of applications and workloads to the cloud. In order to simplify these concepts, let's take the example of a bank planning to upgrade and move its services to the cloud.
1. Rehost (Lift and Shift)

What It Is: Migrating applications to the cloud without making any changes to them. Suppose you pick up a safe from one bank branch and place it in another without changing its locks or contents.

In order to reduce the data center footprint without altering the architecture of the application, the bank decides to move its internal email system to the cloud exactly as it is.

2. Replatform (Lift, Tinker, and Shift)

What It Is: Making a few adjustments to applications to make use of cloud-based capabilities without completely overhauling them. You're moving your bank's old ledger system to a cloud-based system that automatically updates itself.

In addition to improving performance and scalability, the bank updates its customer service platform to run on cloud databases.

3. Refactor / Rearchitect

What It Is: This involves making significant changes to the application design to fully utilize cloud-native features. By using modern technologies, you can make a bank's entire transaction processing system faster, more secure, and scalable.

Using microservices, the bank rewrites its mobile banking app to make it easier to update, maintain, and scale as customer demand grows.

4. Repurchase (Drop and Shop)

What It Is: Changing from a traditional application to a cloud-native application. This is like replacing the bank's old security system with a modern, cloud-based service that is more efficient and easier to maintain.

To reduce maintenance efforts and benefit from continuous updates, the bank decides to replace its on-premise human resources management system with a SaaS solution.

5. Retire

What It Is: Identifying IT assets that are no longer needed and turning them off. This is akin to a bank closing an unused branch to save on costs and focusing resources on more profitable areas.

Following an assessment of its portfolio, the bank determines that several legacy applications are no longer needed or in use. Costs and complexity are reduced by decommissioning these applications.

6. Retain (Keep)

What It Is: Deciding not to move an application or workload to the cloud at the current time. It's like a bank choosing to keep certain sensitive customer data in a secure vault on-premises due to regulatory and compliance reasons.

As cloud technologies advance, the bank plans to revisit its decision to keep its high-frequency trading platform on-premises due to latency and performance concerns.

Principles of Cloud Migration: 
Cloud architects should be aware of several principles and important points when working with migration services in Google Cloud Platform (GCP). These principles guide migration planning and execution. Here are some key points to know for the GCP Cloud Architect exam:
	Assessment and Planning: 
A thorough assessment and planning are crucial before initiating a migration. In order to create a comprehensive migration plan, it is important to understand the source environment, dependencies, data volumes, and application interdependencies. Regulatory compliance, workload compatibility, and performance requirements all need to be considered.
 

	Data Transfer and Sync: 
A variety of data transfer methods are available with GCP for moving data from on-premises to GCP. Online transfers, transfer appliances, and transfer services are among these methods. When choosing a data transfer method, architectural considerations such as bandwidth, data volumes, and transfer speed should be considered.
 

	Application Migration: 
In order to migrate applications to GCP, they must be rehosted, replatformed, or refactored. In order to determine the most suitable migration approach, it is important to understand the application architecture, dependencies, and resource requirements. It is important to take containerization, serverless architectures, and GCP compatibility into account.
 

	Data Migration: 
To ensure data integrity and minimal downtime, migration of databases and data assets to GCP requires careful planning. It is important to consider data consistency as well as schema conversion, schema validation, and data integrity during migration. The importance of understanding database migration services, schema conversion tools, and data synchronization techniques cannot be overstated.
 

	Network connectivity and security: 
In order to migrate workloads to GCP, on-premises environments must be securely connected to GCP. For designing secure and reliable network connectivity, understanding virtual private cloud (VPC) networks, VPN tunnels, and firewall rules is crucial. It is also important to consider compliance requirements and data security concerns.
 

	Testing and validation: 
Ensure functionality, performance, and data integrity by testing and validating migrated workloads. As part of this process, the migrated applications will be tested, data consistency will be validated, and load and performance tests will be carried out. Validating a successful migration requires understanding testing methodologies and tools.
 

	Monitoring and optimization: 
In order to maximize resource utilization and cost efficiency, monitoring the performance of the migrated workloads is critical after the migration has been completed. The ongoing maintenance and optimization of migrated workloads requires the use of monitoring tools, the analysis of performance metrics, and the optimization of configurations.
 

	Training and change management: 
Organizations are often required to undergo training and change management during migrations. Migrating successfully requires education and training of stakeholders, as well as effective management of change.


Module 10: GCP Monitoring and Logging (Operations)

The process of moving digital assets from an organization's on-premises infrastructure, or from another cloud service to Google Cloud Platform (GCP) is known as Google Cloud Migration. Operational efficiency, scalability, and innovation capabilities can be enhanced as a result.

Cloud Monitoring and Logging

When you've migrated these digital assets to the cloud, it's important to monitor their performance. The Cloud Monitoring and Logging service comes in handy here.

Cloud Monitoring is akin to a bank installing a state-of-the-art security system that not only surveils every nook and cranny but also checks the performance of the vault, the efficiency of the tellers, and customer satisfaction in real-time. Applications and infrastructure can be tracked to ensure they are in good health and performing well.

Cloud Logging is like keeping a detailed ledger or log of every transaction, interaction, and event that happens in the bank. This log is more than just a record; it's a tool for understanding what's happening, when it's happening, and how it's happening. Keeping detailed records of system activity, data access, and operational events is crucial in the cloud.

How Monitoring and Logging Can Be Used in Real Life: Bank Example

The customer service department of a bank recently migrated to Google Cloud to improve customer service. This application is critical as it handles customer transactions, queries, and data.

Using Monitoring and Logging in this Scenario:

	Performance Insights: Cloud Monitoring allows the bank to continuously monitor the speed and efficiency of the customer service application. It is possible for monitoring tools to alert the IT team if the application is running slowly before it affects the customer experience.

	Security and Compliance: Tracking each access and action within the application ensures that, in case of unauthorized access or data breach, the bank can quickly trace the source and mitigate the problem. In order to comply with financial regulations and protect customer data, this is crucial.

	Operational Efficiency: Analyzing log files can help the bank identify common queries and issues and address them proactively, such as updating the application or training customer service representatives.

	Cost Management: Monitoring resources' usage helps the bank optimize its cloud spending. Underutilized resources can be scaled down and vice versa, ensuring the bank only pays for what it needs.


Important Facts About Monitoring and Logging

	Real-time Alerts: When thresholds are breached, cloud monitoring can send real-time alerts, allowing immediate action to prevent downtime or service degradation.

	Audit Trails: Logging provides a record of who did what and when, which is essential for regulatory compliance and security audits.

	Integration: Google Cloud monitoring and logging can be integrated with other services, enhancing machine learning capabilities, data analytics, and incident response workflows.

	Customization: In order to enhance visibility and control over their cloud environment, organizations can customize dashboards and reports according to their needs.


Monitoring and logging are important from the perspective of the cloud architect exam:

	To ensure that applications and infrastructure run smoothly, monitoring and logging are essential.

	Cloud Monitoring and Cloud Logging are powerful tools to collect and analyze data about applications and infrastructure.


Stackdriver Trace

Let's say you are trying to send a package from one city to another, but it is taking longer than expected. With Stackdriver Trace, you can track your packages' progress and find out where delays occur. In the context of a web application, it shows you how long each part of the process takes as requests move through the application. Developers can use this information to identify bottlenecks in their application and improve its performance.

Stackdriver Debugger

Let's say you're trying to solve a puzzle and can't find the missing piece. Stackdriver Debugger lets you pause the game at any time to examine each puzzle piece more closely, helping you find the missing piece without interrupting the rest of the game. Developers can inspect the state of running applications in real-time, without stopping or slowing them down, making it easier to find and fix bugs.

Cloud Profiler

If you were trying to improve the fuel efficiency of your car, what would you do? Using Cloud Profiler, you can find out what's using the most fuel in every part of your car, from the engine to the air conditioning. Developers can use this tool to identify which parts of their application's code use the most resources (such as CPU or memory) and need to be optimized for better performance.

Cloud Error Reporting

Consider a situation in which your car dashboard illuminates with a warning signal when something goes wrong. Error reporting for your applications is similar to cloud error reporting. Crash and error detection is automatic, error reports are collected, and you are notified. The tool enables developers to see what went wrong and where so they can quickly fix the issues and improve the application's stability.
Module 10: GCP Deployment & Automation

Software development lifecycle

In software development, deployment, and maintenance, SDLC refers to a systematic approach or framework. It encompasses a series of phases or stages that guide the development process, from initial planning to final deployment and ongoing maintenance.

The SDLC is typically divided into phases, such as:
	Initiation: In this phase, a business need for the software is defined and a project plan is developed.

	Design: During this phase, the software architecture, user interface, and data structures are designed.

	Development: This phase involves coding the software and testing it for errors.

	Testing: During this phase, the software is tested for functionality, performance, and security.

	Deployment: Deploying the software to production and monitoring its performance is part of this phase.

	Maintenance: This phase involves fixing bugs, adding updated features, and updating the software to keep it up-to-date.


	SDLCs are important since they ensure a systematic and controlled development process. This can improve the quality, reliability, and security of the software.


Deployment & Automation
Business, such as banks, can efficiently manage, scale, and deploy their cloud infrastructure and services through the use of Google Cloud Deployment and Automation. It's like having an automated team of highly skilled professionals who can easily open new bank branches, maintain them smoothly, and adapt services based on customer needs.

Deployment in Google Cloud

The deployment process involves setting up your applications, services, and infrastructure on Google Cloud. In a bank, this could mean setting up digital banking services, databases for customer information, and security systems.

Take the example of a bank planning to launch an online banking service. The deployment would involve setting up the necessary servers, databases, and security measures on Google Cloud. Google Cloud's tools are used to create a digital infrastructure where customers can securely log in, manage accounts, and make transactions online instead of installing servers and software.

Automation in Google Cloud

The term automation refers to the use of technology to perform tasks with little human intervention. Google Cloud provides various tools for automating deployments, scaling, and managing services.

When an online banking service is launched, the bank must ensure it is available 24/7, automatically adjusts to handle peak times (such as paydays when transaction volumes spike), and stays secure.

	Scaling: Google Cloud can automatically add more resources (like processor power and memory) when customers demand it, ensuring a fast and responsive online banking service. In order to save money, it can scale down after the peak passes.
 

	Updates and Maintenance: Instead of manually updating software on all servers, the bank uses automation tools to roll out updates seamlessly, often without downtime. As a result, customers are always able to access the latest features and security measures.

	Security Monitoring: Automated security tools continuously monitor and defend against threats, such as hacking attempts or fraud. Keeping customer data safe, the bank sets up rules that are automatically enforced (such as blocking suspicious login attempts).


1. Cloud Build

In a nutshell, Cloud Build is like the city's construction crew. The service automatically builds and tests your software whenever you make changes, just like a crew that automatically begins working on a city's infrastructure (such as roads, buildings, or bridges) when plans change.

2. Cloud Deployment Manager

Consider the Cloud Deployment Manager as the city's planning department. Detailed plans and blueprints are available for creating and managing all the city's infrastructure. By deploying, replicating, and managing complex cloud environments using templates and configuration files, it simplifies the management of cloud resources.

3. Cloud Shell

It's like having a personal assistant or advisor who knows everything about the city's operations and can execute your commands. You can manage your Google Cloud resources directly from your browser using a command-line interface.

4. Cloud Code

Cloud Code provides city engineers and architects with the best tools and guidelines for designing modern, efficient, and cloud-compatible buildings and services. With this set of tools, you can develop, debug, and deploy your applications quickly and easily on Google Cloud, using popular development environments like Visual Studio Code and IntelliJ.

5. Cloud Console

At a glance, everything that happens in the city can be viewed on the Cloud Console, which is the city's control center. Google Cloud Management is a web-based interface for managing your Google Cloud resources. A variety of services are available here, including monitoring your applications, managing your cloud billing, and setting up new ones.

API

Google Cloud's API and Apigee Management solutions are powerful tools designed to streamline and protect the usage of Application Programming Interfaces (APIs) across digital platforms. To explain these concepts in simpler terms, 

Google APIs

The APIs are the bank tellers of the digital world. Like a teller, APIs handle requests between computer systems, such as withdrawing money, depositing checks, and checking account balances. Whenever you use a banking app to check your account balance, the app requests this information from the bank's servers using an API.

With Google Cloud APIs, developers can access a wide range of features and data on Google Cloud. From managing cloud storage to analyzing big data, these tellers specialize in different banking tasks.

Introducing Apigee API Management

The Apigee API Management system is like the bank's supervisor for all of these teller machines. Providing access to the right customers (users or systems) ensures that the tellers (APIs) work effectively and securely. The platform enables banks to manage their APIs within a single framework, ensuring smooth, secure, and efficient operations.

How It Works - A Bank Example

	API Creation and Deployment: A new online service is planned for the bank, such as the ability to apply for a loan through its mobile app. An API for this service is created and deployed by the bank using Apigee. As part of this process, Apigee ensures that the API is secure and integrates well with the existing bank systems.
 

	Security: Apigee secures APIs by ensuring that only authorized apps, developers, and users can access them, just as a bank ensures that only authorized personnel can access the vault. An API key, which is like a keycard for accessing different banking services, is managed by it.
 

	Traffic Management: Suppose the loan application service becomes extremely popular, with thousands of applications being submitted every minute. Like a bank manager who opens new teller lines or directs customers to less crowded services, Apigee helps manage this traffic in order to ensure that the system doesn't become overwhelmed.
 

	Analytics: Apigee provides detailed reports on how APIs are being used by the bank. Analyzing the most popular services, peak operation times, and customer satisfaction is similar to a bank adjusting and improving its services.
 

	Developer Engagement: Apigee helps banks engage external developers to develop apps that provide additional services to customers, such as budgeting tools that connect to the bank's APIs. To assist these developers in creating compatible, secure applications, it provides tools, documentation, and support.


 Securing APIs

	Your APIs are protected against unauthorized access and threats by Apigee's robust security measures. The platform supports modern security protocols such as OAuth 2.0 for secure authorization and JSON Web Tokens (JWT) for securely transmitting information. Like a bank uses secure locks and verification systems to protect customer assets, Apigee implements these protocols to ensure that only authenticated and authorized users can access your APIs.


 Monitoring APIs

	Apigee lets you monitor how your APIs are performing and how they are being used. Monitoring your API's response time, traffic, and error rates is similar to monitoring a bank's teller transactions to ensure timely and accurate service. In addition, Apigee can help detect security incidents by monitoring patterns that may indicate potential threats, allowing for prompt response and mitigation.


 Managing APIs

	Apigee excels at managing APIs throughout their lifecycle. New APIs can be created, existing APIs can be updated, and retired APIs can be retired. Similarly to banks setting withdrawal limits to prevent fraud and maintain operational stability, Apigee's management capabilities include API quotas and rate limits. Additionally, you can manage the documentation and developer access, making it easier for internal and external developers to understand and use your APIs.





Anthos


Google Anthos is a cloud application management platform that allows businesses to run their applications anywhere - on Google Cloud, on other cloud providers, or on their own premises. Businesses can use it to manage their applications and data across multiple locations with consistency and security, simplifying complex cloud environments.

Anthos Explained with a Bank Example

Consider a bank that has multiple branches, each with its own local servers, and uses various cloud services to run multiple banking applications (online banking, mobile apps, customer service platforms, etc.). It can be quite challenging to manage these diverse environments. No matter where its services are hosted, the bank needs to ensure that they are secure, up-to-date, and running smoothly.

Here’s where Anthos comes into play:

	Consistent Management Across Environments: Imagine Anthos as a universal remote control that the bank's IT team uses to manage all its applications, regardless of where they are running. In this way, all applications, whether they're hosted on Google Cloud, another cloud provider, or on the bank's own servers, can be deployed, monitored, and managed in the same way.
 

	Security and Compliance: Security is paramount for a bank. Anthos helps ensure that all applications, no matter where they are deployed, adhere to the bank's strict security policies. A top-notch security system works uniformly across all branches and cloud environments, protecting customer data and ensuring compliance with regulations.
 

	Flexibility and Efficiency: With Anthos, the bank can move its applications between cloud environments or to its own data centers without major changes or disruptions. Based on cost, performance, and regulatory considerations, the bank can choose where to run its applications. Moving a bank branch to a new location overnight, without interrupting customer service, is similar.
 

	Modernization of Applications: Anthos also helps the bank modernize its legacy applications, making them more agile and scalable, similar to renovating an old bank branch to make it more efficient and customer-friendly. As part of this modernization, containerization and microservices architectures are being adopted, which are more flexible and easier to manage than traditional monolithic applications.
 

	Cost Control: By optimizing resource use across environments and improving operational efficiency, Anthos can help the bank control its IT costs. To save on utility costs, an automated system turns off the lights and lowers the heating in unoccupied areas of a bank branch.


Scenario for a Bank

Imagine a scenario where the bank launches an online banking service. With Anthos, the bank's IT team can quickly deploy this service across multiple cloud providers and their own data centers, ensuring that customers can always access it. Additionally, the team can update or scale up the service during peak times (such as a major shopping holiday) and scale it down when demand declines, all while keeping the service secure and compliant.


IoT


With Google Cloud IoT, organizations can connect, manage, and ingest data from devices located around the world. Sensors in a smart home to complex systems in industrial environments can fall into this category. In order to improve operations, make smarter decisions, and create new services, businesses will be able to collect, process, and analyze data from their devices.

Using a real-life example involving a bank, let's illustrate how Google Cloud IoT might help banks enhance their services and operations.

Smart Banking with Google Cloud IoT

By leveraging the Internet of Things (IoT), a bank can improve security, customer experience, and operational efficiency.

	Enhanced Security: Banks have numerous ATMs and branches that need to be secured. With Google Cloud IoT, security cameras, alarms, and access control systems can all be connected to the cloud. It is possible to monitor and receive alerts in real-time thanks to this feature. When a security camera detects unusual activity outside of banking hours, it can automatically alert the security team and provide a live video feed to their mobile devices.
 

	Improved Customer Service: Banks can use IoT devices to enhance the customer experience in branches. Data from sensors can be analyzed to optimize staff allocation based on foot traffic and wait times. A sensor could alert additional staff members to assist if a branch detects a high number of customers, reducing wait times and improving service.
 

	Operational Efficiency: IoT devices can monitor the health and status of bank equipment, from ATMs to server rooms. Banks can reduce downtime by collecting data on these devices to predict when maintenance is needed. Suppose an ATM's cash dispenser is operating slower than usual, the system could schedule maintenance automatically, ensuring the machine is fixed before it breaks down.
 

	Personalized Banking Experience: By using IoT devices, banks can offer personalized services to customers. Customers can be identified (via a mobile app or card) in a branch, allowing bank staff to provide tailored and efficient service based on their preferences and histories.


IoT Core provides a number of features that make it easy to collect and process data from IoT devices, such as:

	Device registration and management

	Data collection and storage

	Data processing and analytics

	Device control and management


IoT Core can be used to build a wide variety of IoT applications, such as:

	Smart cities

	Smart homes

	Industrial automation

	Asset tracking

	Predictive maintenance


IoT Core is a powerful tool for collecting and analyzing data from IoT devices. It is an excellent choice for organizations looking to build scalable, secure, and reliable IoT solutions.

Module 11: Designing patterns and Architectural design.

In the context of Google Cloud and its services, designing patterns and architectural design refer to structured approaches and best practices used to solve common problems in software engineering and system architecture, particularly when designing scalable, reliable, and efficient cloud-based applications. As an example of how a bank might use these principles to enhance its operations, let's simplify these concepts.

Architectural Design in Google Cloud

A bank's headquarters is designed according to an architectural blueprint. Architects plan how different Google Cloud services will work together to meet the application's requirements, just as they consider the bank's needs—such as security, customer traffic flow, and future expansion. It can include decisions regarding how to store data, how to handle a growing number of users, and how to keep the application secure.

A Bank’s Cloud Architecture

For the purpose of improving its services, a bank decides to move its operations to Google Cloud. The architectural design might include:

	Using Google Cloud Spanner for storing customer data because it's globally distributed, ensuring fast access to data, no matter where the customer is located, much like having a bank branch in every city.

	Employing Google Cloud's Pub/Sub for handling transaction notifications, akin to a messaging system that notifies departments within a bank about various customer transactions in real time.

	Implementing Google Kubernetes Engine (GKE) for deploying the bank's applications, allowing it to scale resources up or down based on demand, similar to staffing more tellers during busy times and fewer during off-peak hours.


Designing Patterns in Google Cloud

A design pattern is like the best practices a bank follows to ensure efficient, secure, and reliable operations. These patterns provide repeatable solutions to common problems in Google Cloud, such as how to manage data, design networks, or handle user authentication.

Example: Design Patterns for a Bank

	Microservices Architecture: The bank's online services are divided into smaller, independent services (microservices), such as one for handling logins, another for processing transactions, and another for customer support. A bank might have different departments that specialize in different types of tasks, thereby making the overall operation more efficient and manageable.

	Load Balancing: To ensure the bank's website remains accessible during times of high traffic, a load balancer is used to distribute incoming online banking requests across multiple servers. To reduce wait times, multiple tellers may be assigned to customers during busy periods.

	Disaster Recovery and Backup: The bank should implement automated backups and a disaster recovery plan in order to ensure that its data is secure and can be quickly restored in the event of an emergency, much like a bank vault with multiple layers of security and a backup plan.
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Module 12: GCP Exam Case Studies

Case #1- How to troubleshoot a performance issue with a Cloud Storage bucket?

Here are some steps you can take:

	Identify the source of the problem. 
The first step is to determine where the problem lies. In order to do this, you can examine the Cloud Storage logs and monitor metrics. You can check the logs to see if any errors have occurred, and the metrics can tell you how much traffic the bucket is generating.
 

	Determine the problem severity. 
As soon as you've identified the problem's source, you need to determine its severity. If the problem causes a lot of errors or prevents users from accessing the bucket, it is a high-priority issue that needs to be resolved immediately. A lower-priority problem can be fixed later if it is not causing any errors or only affects a small number of users.
 

	Implement a solution. 
You must implement a solution once you have determined the severity of the problem. It depends on what caused the problem what the solution will be. As an example, if the bucket is overloaded, you can increase its capacity or move it to a different region. If the problem is caused by a bug in the code, you can fix the bug.
 

	Monitor the solution. 
It is important to monitor a solution after it has been implemented to ensure that it is working properly. By monitoring the Cloud Storage logs and metrics, you can achieve this.


Case #2- Here's how to design a solution for a company that wants to migrate from an on-premises to a cloud data center:

	Assess the current environment. 
The first step is to assess the current environment. An understanding of the company's current IT infrastructure, applications, and data is necessary. In addition, it is important to understand the business goals and requirements of the company.
 

	Develop a migration plan: 
The next step is to develop a migration plan after assessing the current environment. This plan should include the following: 	A timeline for the migration

	A migration budget

	A list of tasks to complete

	A team that will handle the migration
 



	Choose the right cloud platform: 
The next step is to choose the right cloud platform. It is possible to choose from a variety of different cloud platforms, each with its own strengths and weaknesses. In order to find the right platform for the company, it is important to determine its specific requirements.
 

	Migrate data and applications. 
The next step is to migrate the data and applications to the cloud once the cloud platform has been selected. Having a plan in place is important since this can be a complex process.
 

	Test the migrated environment: 
It is important to test the migrated environment once data and applications have been migrated. Making sure everything is functioning properly will help ensure everything is running smoothly.
 

	Decommission the on-premises data center: 
Following the successful test and confirmation of the migrated environment, the on-premises data center will be decommissioned. Having a plan in place is important because this can be a complex process.
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In addition to improving efficiency, reducing costs, and increasing flexibility, migrating to the cloud can be a complex process. You can help your company make the transition to the cloud smoothly and successfully by following the steps outlined above.––––––––Case #3- how to Deploy a machine learning model on GCP?
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	Choose the right machine learning service: 
Each GCP machine learning service has its own strengths and weaknesses. It depends on your specific needs and which service is right for you.


Some of the most popular machine learning services on GCP include:

	Cloud ML Engine: 
The Cloud ML Engine is a fully-managed machine learning service that simplifies the process of building, training, and deploying machine learning models.

	Cloud AutoML: 
The Cloud AutoML service allows you to build machine learning models without coding.

	Cloud TPUs: 
A cloud TPU is a specialized hardware accelerator that can train machine learning models more quickly than a traditional CPU or GPU.


	Prepare your model: Your model must be prepared for production before it can be deployed. This includes things like:


	Converting your model to a format that can be deployed on GCP: Both Cloud ML Engine and Cloud AutoML require you to convert your model to TensorFlow SavedModel format.
 

	Optimizing your model for performance: You can optimize your model for performance by using model compression. It is possible to reduce the size of your model without affecting its accuracy significantly by compressing it.
 

	Ensuring that your model is secure: Ensure the security of your model by encrypting it and deploying it securely.


	Deploy your model: After preparing your model, you can deploy it on GCP. According to the machine learning service you choose, deploying your model will differ.


For example, to deploy a model on Cloud ML Engine, you would first create a Cloud ML Engine project. Then, you would upload your model to cloud storage. Finally, you would create a Cloud ML Engine model and deploy it.

	Monitor your model: Once your model is deployed, you need to monitor it to ensure it performs as expected. This includes things like:


	Tracking the accuracy of your predictions: Cloud ML Engine has a feature called evaluation that you can use to track the accuracy of your predictions.
 

	Monitoring the performance of your model: Logging is a feature of the Cloud ML Engine that you can use to monitor the performance of your model.
 

	Troubleshooting any problems that may occur: Cloud ML Engine's debugging tools are available to solve any problems you encounter with your model.


Case #4- How to troubleshoot a networking issue?

Troubleshooting networking issues can be time-consuming and complex. In any case, you can increase your chances of successfully resolving the issue by following the steps outlined below.

Here are some general steps to troubleshoot networking issues:

	Identify the problem. Your first step should be to identify the specific networking issue you are experiencing. You may need to determine whether the issue is related to your local network, your internet connection, or the Google Cloud Platform (GCP).
 

	Gather information. Once you have identified the problem, you need to gather information about it. You may need to check your network devices for errors, run diagnostic tests, and check the GCP network status page.
 

	Analyze the data. Once you have gathered the information, you need to analyze it to identify the cause of the problem. It may require looking at the logs, running benchmarks, or talking to other users.
 

	Implement a solution. Once you have identified the cause of the problem, you need to implement a solution. Your internet service provider (ISP) may help you resolve this issue by upgrading your network devices or changing your network settings.
 

	Monitor the solution. Once you have implemented a solution, you need to monitor it to make sure it works as expected. This includes things like: 	Checking the logs to ensure there are no errors.

	Running benchmarks to ensure performance improves.

	Talking to users to make sure they are no longer experiencing the problem.




Module 13: Exam Preparation and Topics

	GCP Exam Breakdown: 



⇒  Designing and planning a cloud solution architecture    30%

⇒  Managing and provisioning a solution Infrastructure    25%

⇒  Designing for security and compliance      15%

⇒  Managing implementation       15%

⇒  Ensuring solution and operations reliability     10%

⇒  Analyzing and optimizing technical and business processes   5%



The exam is 120 minutes long and consists of 50-60 multiple-choice and multiple-select questions. Case studies are also included in the exam, and they make up 20-30% of the exam.

Here are some of the specific topics covered on the exam:

	Designing and planning a cloud solution architecture: This includes topics such as designing for scalability, performance, and availability; choosing the right cloud services; and designing for security and compliance.

	Managing and provisioning a solution infrastructure: This includes topics such as creating and managing users and groups; managing permissions; and provisioning resources such as compute, storage, and networking.

	Designing for security and compliance: This includes topics such as designing for data security; designing for user authentication and authorization; and designing for compliance with industry regulations.

	Analyzing and optimizing technical and business processes: This includes topics such as analyzing and optimizing performance; analyzing and optimizing costs; and analyzing and optimizing user experience.

	Managing implementation: This includes topics such as managing change; managing risk; and managing communication.

	Ensuring solution and operations reliability: This includes topics such as monitoring and alerting; troubleshooting; and disaster recovery.




	GCP Exam Case studies possible solutions: 


––––––––
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	EHR Healthcare
 



https://services.google.com/fh/files/blogs/master_case_study_ehr_healthcare.pdf



Solution


	
Solution Component


	GCP Services

	Example


	Infrastructure Scalability

	Google Kubernetes Engine (GKE)

	Hosting containerized customer-facing apps


	
	Google Cloud SQL

	Managed databases for MySQL and MS SQL Server


	
	Google Cloud Memorystore (Redis)

	Managed Redis service


	
	Google Cloud Firestore / Bigtable

	NoSQL database for MongoDB


	Disaster Recovery and Resiliency

	Multi-region deployment for GKE

	Deploying GKE clusters across multiple regions


	
	Google Cloud SQL replication

	Replicating databases for high availability


	Continuous Deployment and DevOps

	Google Cloud Build

	Building and deploying container images


	
	Google Cloud Source Repositories

	Hosting application code


	
	Google Cloud Deployment Manager / DMK

	Infrastructure as code and resource provisioning


	Monitoring and Performance

	Google Cloud Monitoring

	Centralized visibility and proactive monitoring


	
	Google Cloud Logging

	Collecting and analyzing logs


	
	Prometheus and Grafana

	Advanced monitoring and alerting


	Connectivity and Security

	Google Cloud VPN / Interconnect

	Secure connection between on-premises and GCP


	
	Google Cloud IAM

	Managing user access and permissions


	
	Cloud Security Command Center

	Centralized security monitoring and reporting


	Future Insights and Predictive Analytics

	Google BigQuery

	Storing and analyzing large datasets


	
	Google Cloud AI Platform

	Implementing machine learning models









Solution Framework

Secure and Compliant Data Storage

	Google Cloud Healthcare API: Allows healthcare data to be exchanged in a secure, scalable, and compliant manner, ensuring interoperability.

	Cloud Storage: Easily store large volumes of medical images and patient data on a safe, scalable storage platform.


Scalable Infrastructure for EHR Systems

	Compute Engine: Ensures reliability and performance of the EHR system by providing scalable and secure virtual machines.

	Google Kubernetes Engine (GKE): GKE provides managed Kubernetes services to deploy, manage, and scale microservices in containerized EHR applications.


Leveraging Data for Insights and Efficiency

	BigQuery: A serverless data warehouse for analytics, enabling healthcare providers to analyze patient data to uncover insights, improve care, and streamline operations.

	AI Platform & AutoML: This platform allows you to build and deploy machine learning models to predict patient outcomes, readmission rates, and customize patient care.


Enhancing interoperability and integration

	Apigee Healthcare APIx: Facilitates secure data exchange between healthcare applications and solutions, enhancing interoperability.

	Pub/Sub and Dataflow: Data exchange and integration in real-time, making patient records accessible across systems and up-to-date.


Cost Management and Optimization

	Cloud Billing: Helps healthcare providers track and optimize their cloud spending with detailed cost reports and insights.

	Sustained Use Discounts and Custom Machine Types: To optimize compute resource costs without sacrificing performance.



Possible Questions: 



⇒  Which GCP service would you use to provide a secure and high-performance connection between EHR Healthcare's on-premises systems and Google Cloud?

I would use Google Cloud Interconnect (GCI). The GCI is an on-premises-to-cloud network connection between EHR Healthcare and Google Cloud. EHR Healthcare's business requires high performance, security, and scalability from GCI.

⇒  Which GCP service would you use to provide consistent logging, log retention, monitoring, and alerting capabilities for EHR Healthcare's applications and infrastructure?

I would use Google Cloud Logging. The Cloud Logging service collects, stores, and analyzes logs from EHR Healthcare's applications and infrastructure. By providing visibility into the performance and health of EHR Healthcare's systems, Cloud Logging can help them troubleshoot problems, identify bottlenecks in performance, and ensure that their applications are available.

⇒  Which GCP service would you use to maintain and manage multiple container-based environments for EHR Healthcare?

I would use Google Kubernetes Engine (GKE). With GKE, containerized applications can be deployed, managed, and scaled easily. EHR Healthcare's business relies on high availability, scalability, and security provided by GKE.

⇒  Which GCP service would you use to dynamically scale and provision new environments for EHR Healthcare?

I would use Cloud Autoscaling. Autoscaling in the cloud allows you to scale up or down your infrastructure automatically based on demand. As a result, EHR Healthcare can save money on their cloud costs and ensure that their applications are always available.

⇒  Which GCP service would you use to create interfaces to ingest and process data from new providers for EHR Healthcare?

I would use Google Cloud Pub/Sub. Microservices, distributed systems, and serverless applications can be decoupled with Google Cloud Pub/Sub, a fully-managed real-time messaging service. In order to integrate data from new providers into EHR Healthcare, Pub/Sub can be used.



⇒  Which GCP service would be most suitable for maintaining legacy interfaces to insurance providers with connectivity to both on-premises systems and cloud providers?

As a result, the Google Cloud Interconnect (GCI) service would be most suitable for maintaining legacy interfaces to insurance providers with connectivity to both on-premises and cloud-based systems. GCI is a dedicated network connection between EHR Healthcare's on-premises systems and Google Cloud. EHR Healthcare requires high performance, security, and scalability, all of which are provided by GCI.

⇒  How can EHR Healthcare provide a secure and high-performance connection between on-premises systems and Google Cloud?

With Google Cloud Interconnect (GCI), EHR Healthcare provides a secure and high-performance connection between on-premises systems and Google Cloud. EHR Healthcare connects its on-premises systems to Google Cloud using GCI, a dedicated network connection. EHR Healthcare's business requires high performance, security, and scalability, which GCI provides.

⇒  What are the benefits of using Google Kubernetes Engine for managing customer-facing applications in a containerized environment?

Google Kubernetes Engine (GKE) is a managed Kubernetes service that makes deploying, managing, and scaling containerized applications easy. A key requirement for EHR Healthcare's business is high availability, scalability, and security. Some of the benefits of GKE include:

o  Ease of use: GKE is a managed service, so EHR Healthcare does not need to manage the underlying Kubernetes infrastructure.

o  High availability: GKE provides high availability for containerized applications by automatically replicating pods across multiple nodes.

o  Scalability: GKE can be scaled up or down to meet demand.

o  Security: GKE provides security for containerized applications by using industry-standard encryption and authentication mechanisms.

⇒  For all customer-facing systems on Google Cloud, how can EHR Healthcare ensure 99.9% availability?

With a combination of Google Cloud services, EHR Healthcare can achieve a minimum 99.9% availability for all customer-facing systems:

⇒  Google Kubernetes Engine (GKE): GKE provides high availability for containerized applications by automatically replicating pods across multiple nodes.

o  Cloud Load Balancing: Cloud Load Balancing distributes traffic across multiple instances of EHR Healthcare's applications, which can improve availability.

o  Google Cloud Monitoring: Google Cloud Monitoring can be used to monitor the performance and health of EHR Healthcare's systems, which can help to identify and fix problems before they cause outages.

⇒  Which GCP service can be used to provide centralized visibility and proactive action on system performance and usage?

EHR Healthcare uses Google Cloud Monitoring to collect, store, and analyze logs from its applications and infrastructure. It helps EHR Healthcare troubleshoot problems, identify performance bottlenecks, and ensure that their applications are available to their users by providing visibility into the performance and health of their systems.

⇒  How can EHR Healthcare decrease infrastructure administration costs on Google Cloud?

By using a combination of Google Cloud services, EHR Healthcare can reduce infrastructure administration costs:

o  Google Kubernetes Engine (GKE): GKE is a managed Kubernetes service, so EHR Healthcare does not need to manage the underlying Kubernetes infrastructure.

o  Cloud TPUs: Cloud TPUs are custom-designed machine learning accelerators that accelerate machine learning workloads.

o  Cloud AutoML: With Cloud AutoML, EHR Healthcare can build machine learning models without having to be experts in machine learning.

⇒  What GCP service can be utilized to generate reports and predictions on industry trends based on provider data?

Google Cloud Dataproc is a fully-managed Hadoop and Spark service for batch data processing. Based on provider data, Cloud Dataproc can generate reports and predictions.



⇒  How can EHR Healthcare ensure regulatory compliance while migrating to Google Cloud?

By using a combination of services, EHR Healthcare can ensure regulatory compliance while migrating to Google Cloud:

o  Google Cloud Data Loss Prevention (DLP): Cloud DLP can identify and classify sensitive data in EHR Healthcare's systems.

o  Google Cloud Audit Logging: Cloud Audit Logging can track and audit all activity in EHR Healthcare's systems.

o  Google Cloud Key Management Service (KMS): Cloud KMS can encrypt sensitive data in EHR Healthcare's systems.






	Helicopter Racing League





https://services.google.com/fh/files/blogs/master_case_study_helicopter_racing_league.pdf

Solution: 




	Solution aspect

	GCP services

	Examples


	Predictive Model Hosting

	Google Cloud AI Platform

	Hosting and serving predictive models for race predictions


	
	Google Cloud AutoML

	Training and deploying machine learning models


	Video Recording

	Google Cloud Storage

	Storing recorded video content


	and Editing

	Google Cloud Video Intelligence

	Extracting insights from videos (e.g., race highlights)


	Video Encoding

	Google Cloud Transcoder

	Efficient video encoding and transcoding


	and Transcoding

	
	

	Real-time Predictions

	Google Cloud Dataflow

	Processing telemetry data and making real-time predictions


	and Telemetry

	Google Cloud Pub/Sub

	Streaming telemetry data for processing


	Global Availability

	Google Cloud CDN

	Delivering video content with low latency worldwide


	and Quality of

	Google Cloud Network Intelligence Center

	Monitoring and optimizing network performance


	Broadcasts

	
	

	Viewer Analytics

	Google Analytics for Firebase

	Measuring viewer engagement and consumption patterns


	and Engagement

	Google BigQuery

	Processing and analyzing large volumes of race data


	Operational Efficiency

	Google Cloud Deployment Manager or Google Cloud Deployment Manager for Kubernetes (DMK)

	Automating resource provisioning and management


	and Compliance

	Google Cloud Security Command Center

	Monitoring security and ensuring compliance


	Merchandising Revenue

	Google Cloud's partner platforms (e.g., Shopify, Magento)

	Creating an e-commerce store for merchandise sales








Solution Framework

Scalable Infrastructure for Real-Time Data Processing

	Google Kubernetes Engine (GKE): Deploy league applications using GKE for scalable and manageable container orchestration. The APIs could be used to live-track helicopter positions and speeds and support real-time data analytics workloads.

	Compute Engine: Use Compute Engine to run virtual machines tailored to specific workloads, such as streaming race footage to fans.


Live Data Analytics and Machine Learning

	BigQuery: Implement BigQuery for analyzing large streams of race data in real-time, providing insights into performance metrics and race conditions.

	Dataflow: Use Dataflow for real-time data processing tasks, such as ingesting telemetry data from helicopters during races.

	AI Platform: Utilize AI and machine learning models to predict race outcomes, helicopter maintenance needs, and optimize race strategies.


Content Delivery and Streaming

	Cloud CDN (Content Delivery Network): Leverage Cloud CDN to deliver high-performance streaming of live and recorded races to a global audience.

	Cloud Storage: Ensure race and telemetry data is archived on cloud storage and used as a data lake.


Fan Engagement and E-commerce

	Firebase: Implement Firebase to manage user authentication, real-time fan engagement, and push notifications.

	Google App Engine: Use App Engine to host the league's main website and ticketing platform to automatically scale during peak times.


Monitoring, Logging, and Performance Optimization

	Cloud Monitoring and Cloud Logging: Implement these services to ensure high availability during critical events such as race days by monitoring the infrastructure's health and performance.

	Cloud Billing: Use Cloud Billing reports and cost management tools to monitor and optimize spending across all GCP services being used.



Question/Answer related to this case study

Which Google Cloud Platform (GCP) service would you recommend for hosting and serving predictive models for race predictions?
For hosting and serving predictive models for race predictions, I recommend Cloud AI Platform. Machine learning models can be built and deployed using Cloud AI Platform, a managed service. Pretrained models can be used for a variety of tasks, including race prediction.


	How can Google Cloud AutoML be utilized in the Helicopter Racing League (HRL) case study?



Google Cloud AutoML can help HRL build their own machine-learning race prediction models. Machine learning models can be built with AutoML using a variety of tools, from data preparation to model training and evaluation. HRL can save time and money by doing this, as well as build models that are more accurate and reliable.


	What GCP service would you suggest for storing recorded video content in the HRL environment?



The HRL environment would benefit from Cloud Storage for storing recorded video content. Petabytes of data can be stored in cloud storage, which is a highly durable and scalable object storage service. It is also a regional service, which means data can be accessed in a location close to the users. This can improve performance and reduce latency.


	Explain how Google Cloud Video Intelligence can extract insights from race videos in real time.



Using Google Cloud Video Intelligence, race videos can be analyzed in real-time for insights. Transcripts of videos can be generated, as well as identification and tracking of objects. HRL can use this information to improve the quality of its broadcasts, as well as to generate new revenue streams.


	Which GCP service would you recommend for efficient video encoding and transcoding in the HRL environment?



For efficient video encoding and transcoding in HRL environments, I recommend Cloud Media Transcoder. A managed service that encrypts and transcodes videos in numerous formats is Cloud Media Transcoder. Besides delivering videos to TVs, computers, and mobile phones, it can also be used to deliver videos to a variety of devices.


	Describe how Google Cloud Dataflow can be utilized to process telemetry data and perform real-time predictions during races.



As part of the Google Cloud Dataflow managed service, telemetry data can be processed and real-time predictions can be made during races. A variety of data sources can be processed using it, including sensors, cameras, and GPS devices. In addition to building real-time machine learning models, it can also be used to predict race outcomes.


	What is the role of Google Cloud Pub/Sub in the HRL architecture, and how does it facilitate streaming telemetry data?



Streaming telemetry data can be facilitated using Google Cloud Pub/Sub using the HRL architecture. Sensors and cameras can transmit telemetry data to Cloud Dataflow, where it can be processed and analyzed. Cloud Dataflow predictions can also be sent via Pub/Sub to HRL's broadcast systems, where they can be used to improve broadcast quality.


	Explain how Google Cloud CDN can enhance HRL's global availability and quality.



HRL can use Google Cloud CDN to enhance the global availability and quality of its video broadcasts. It can be used to deliver videos to users in different parts of the world. It can also be utilized to improve the quality of the videos by reducing latency and buffering.


	How can Google Cloud Network Intelligence Center contribute to monitoring and optimizing network performance for HRL's broadcasting needs?



Google Cloud Network Intelligence Center is a service that monitors and optimizes network performance for HRL's broadcasting needs. It can track network traffic, identify bottlenecks, and optimize network settings. This can improve HRL's broadcast quality and reduce outage risk.


	Which GCP service would you recommend for measuring viewer engagement and consumption patterns in HRL environments?



I would recommend Cloud Monitoring for measuring viewer engagement and consumption patterns in HRL environments. Using Cloud Monitoring, data regarding user behavior can be collected and analyzed. This data can be used to track viewer engagement, identify trends, and optimize the user experience.


	Describe how Google BigQuery can be used to process and analyze large volumes of race data in the HRL architecture.



Google BigQuery is a data warehouse that can process and analyze large volumes of race data




	Mountkirk Games
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Solution: 



	
Business/Technical Requirement


	GCP Service

	Explanation


	Support multiple gaming platforms

	Google Kubernetes Engine (GKE)

	GKE allows for containerized deployments and scaling of the game's backend across multiple platforms. It provides the flexibility to manage and orchestrate containers for different gaming platforms efficiently.


	Support multiple regions

	Google Cloud Spanner

	Spanner enables the creation of a multi-region database cluster to support global access and synchronization of the global leaderboard across different regions. It provides strong consistency and horizontal scalability for handling high read and write loads.


	Support rapid iteration of game features

	Google Cloud Build

	Cloud Build offers a managed continuous integration and delivery (CI/CD) platform. It allows for quick and automated building, testing, and deployment of new game features, ensuring rapid iteration and updates with minimal downtime.


	Minimize latency

	Google Cloud CDN

	Cloud CDN accelerates content delivery and reduces latency by caching and serving game assets from edge locations close to the players. It ensures a faster and smoother gaming experience by minimizing network latency.


	Optimize for dynamic scaling

	Google Cloud Auto Scaling

	Auto Scaling enables automatic scaling of resources based on game activity. It dynamically adjusts the number of instances or containers based on demand, ensuring optimal resource utilization and scalability to handle varying player loads.


	Use managed services and pooled resources

	Google Cloud Memorystore

	Memorystore provides a fully managed, in-memory data store service. It can be used to store and manage game activity logs efficiently, leveraging its low-latency and high-throughput capabilities.


	Minimize costs

	Google Cloud Cost Management

	Cost Management tools help optimize resource usage and control costs. It provides insights into resource spending, identifies cost-saving opportunities, and allows setting budget alerts to monitor and manage costs effectively.


	Store game activity logs in structured files for future analysis

	Google Cloud Storage

	Cloud Storage offers scalable and durable object storage for storing structured game activity logs. It provides high availability, data durability, and easy access for future analysis and data processing.


	Use GPU processing to render graphics server-side for multi-platform support

	Google Cloud GPUs

	Cloud GPUs enable server-side GPU processing to handle graphics rendering for multi-platform support. They deliver high-performance computing capabilities for real-time graphics rendering and improve the gaming experience on various devices.


	Support eventual migration of legacy games to the new platform

	Google Cloud Migrate for Compute Engine

	Migrate for Compute Engine simplifies and streamlines the migration of virtual machines from on-premises or other cloud platforms to Google Cloud. It helps migrate legacy games to the new platform seamlessly while minimizing downtime and ensuring compatibility.






Possible questions and answer for this study




Which GCP service would be most suitable for dynamic scaling?

It is a good idea to use Google Compute Engine (GCE) to scale dynamically based on game activity. Instances on GCE can easily be scaled up or down based on demand, ensuring that game servers are always available and costs are kept down.

How can Mountkirk Games publish scoring data on a near-real-time global leaderboard?

A near-real-time global leaderboard can be published using Google Cloud Pub/Sub. Pub/Sub is a fully managed real-time messaging service that decouples data producers and consumers. As a result, you can publish scoring data from game servers to Pub/Sub in real time, and consumers can subscribe and process it as needed.

What is the recommended GCP service for storing game activity logs in structured files for future analysis?

For storing structured game activity logs for future analysis, Google Cloud Storage (GCS) is a good choice. Game activity logs can be stored using GCS, a high-performance, scalable, and durable object storage service.

Which GCP service can be used to render graphics server-side for multi-platform support in Mountkirk Games?

Mountkirk Games should use Google Cloud Compute Engine (GCE) to render graphics server-side for multi-platform support. GPUs can be configured in GCE instances for real-time rendering of graphics. As a result, Mountkirk Games is able to support multiple gaming platforms, including PCs and consoles, in addition to mobile devices.

How can Mountkirk Games support the rapid iteration of game features on Google Cloud?

Mountkirk Games can use GCP to support rapid iteration of game features thanks to its range of services. It is possible to deploy and manage game servers in a containerized environment using GKE, for example. Using this method, new game features can be deployed and tested in production environments easily.

Which GCP service can minimize latency and optimize content delivery for players?

For minimizing latency and optimizing content delivery for players, Google Cloud CDN (Content Delivery Network) is a good choice. Globally distributed servers make up a CDN. CDNs help reduce latency and improve performance by delivering game assets from the closest server when a player requests an asset.

How can Mountkirk Games minimize costs while deploying and managing games on Google Cloud?

There are a number of ways that Mountkirk Games can minimize costs while deploying and managing their games on Google Cloud. For example, they can use GKE to deploy and manage game servers in containers. By eliminating the need to buy and manage physical servers, this can reduce costs. Additionally, they can use Cloud Billing to track and control their costs.

What are the benefits of using Google Kubernetes Engine (GKE) for managing the backend of Mountkirk Games' multiplayer game?

Mountkirk Games' multiplayer game can be managed using GKE's backend. These benefits include:

	Ease of use: GKE is a managed Kubernetes service, which means that Google takes care of the heavy lifting of managing the Kubernetes cluster. This frees up Mountkirk Games' developers to focus on building their game.

	Scalability: GKE is highly scalable, which means Mountkirk Games can easily scale their game up or down. This ensures that players always have a pleasant experience, regardless of how many people are playing.

	Security: GKE is secure by default, which means Mountkirk Games can focus on building their game without worrying about security.

	Compliance: GKE is compliant with a variety of industry standards, which means that Mountkirk Games can be confident that their game is compliant with the regulations that apply to their industry.


How can Mountkirk Games ensure global leaderboard synchronization across multiple regions?

It is a good idea to use Google Cloud Spanner in order to ensure global synchronization of the leaderboard across multiple regions. In addition to strong consistency and high availability, Spanner is a distributed, relational database that is globally distributed. Players will always be able to view their accurate scores since the leaderboard is always up-to-date.

Which GCP service can provide centralized visibility and monitoring of the game's backend infrastructure?

Google Cloud Monitoring is a good choice for providing centralized visibility and monitoring of the game's backend infrastructure. Monitoring can help Mountkirk Games identify and troubleshoot performance issues, identify security threats, and ensure that the game is always up and running.




4. TerramEarth



––––––––
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Possible questions and Answers

Which GCP service would be most suitable for ingesting and analyzing large volumes of IoT sensor data in real-time for Terram Earth?

The Cloud IoT Core is a fully managed service that connects, manages, and ingests data from devices. It can ingest and analyze large volumes of IoT sensor data in real-time.

How can Terram Earth ensure data privacy and compliance with regulations while processing and storing customer data on Google Cloud?

Terram Earth can use a variety of Google Cloud services to ensure data privacy and compliance with regulations. For example, they can use Cloud Key Management Service (KMS) to manage their encryption keys, Cloud Identity and Access Management (IAM) to control access to their resources, and Cloud Audit Logging to monitor their activity.

What are the advantages of using Cloud Pub/Sub for the event-driven architecture in the Terram Earth solution?

You can decouple producers and consumers of data with Cloud Pub/Sub, a fully managed real-time messaging service. Terram Earth uses event-driven architecture, so it's a good choice for event-driven architecture.

How can Terram Earth leverage Google Kubernetes Engine (GKE) to ensure the scalability and high availability of their application?

GKE is a managed Kubernetes service that makes it easy to deploy and manage containerized applications. It can be used to ensure the scalability and high availability of Terram Earth's applications.

Which GCP service can be used to analyze and visualize geospatial data for Terram Earth?

Cloud Dataproc is a managed Hadoop and Spark service that processes large datasets. It can be used to analyze and visualize geospatial data for Terram Earth.

How can Terram Earth implement a disaster recovery solution for their Google Cloud application?

Terram Earth can implement a disaster recovery solution for their application using Google Cloud services. For example, they can use Cloud Storage to store backups of their data, and Cloud Site Recovery to replicate their application to a secondary region.

What are the benefits of using Cloud Dataflow for data processing and transformation in the Terram Earth environment?

Cloud Dataflow is a managed service that simplifies the processing of large datasets. It can be used to perform data processing and transformation in the Terram Earth environment.

How can Terram Earth optimize costs and ensure efficient resource utilization on Google Cloud?

Terram Earth can use a variety of Google Cloud services to optimize costs and ensure efficient resource utilization. For example, they can use Cloud Billing to track their costs, and Cloud Profiler to identify areas where they can optimize their resource usage.

What are the recommended GCP services for implementing identity and access management (IAM) for Terram Earth?

Cloud Identity and Access Management (IAM) is a service that allows you to control who has access to your resources. It can be used to implement identity and access management (IAM) for Terram Earth.

How can Terram Earth monitor the performance and availability of their applications and infrastructure on Google Cloud?

Terram Earth can monitor the performance and availability of its application and infrastructure using Google Cloud services. For example, they can use Cloud Monitoring to collect metrics and logs, and Cloud Logging to store and analyze logs.

Which GCP service can be used for automated deployment and management of virtual machines in the Terram Earth solution?

Cloud Deployment Manager automates the deployment and management of virtual machines. It can be used for automated deployment and management of virtual machines in the Terram Earth solution.

How can Terram Earth ensure high security for their application and data on Google Cloud?

To ensure high security for their application and data, Terram Earth can use a variety of Google Cloud services. For example, they can use Cloud Key Management Service (KMS) to manage their encryption keys, Cloud Identity and Access Management (IAM) to control access to their resources, and Cloud Audit Logging to monitor their activity.

What are the advantages of using Cloud Bigtable for storing and querying large-scale geospatial data in the Terram Earth environment?

Cloud Bigtable is a fully managed NoSQL database that is designed for storing and querying large-scale geospatial data. It can be used to store and query large-scale geospatial data in the Terram Earth environment.

––––––––
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Congratulations on completing "Google Cloud Architect Professional in 20 Days"! This has been a remarkable journey, and I want to express my deepest gratitude for sharing this journey with me.

I would like to thank you for your dedication and commitment to becoming a Google Cloud Architect Professional. Your expertise in cloud computing has grown as a result of your time and effort, and that is an impressive accomplishment in and of itself.

By reading this book, you have demonstrated a thirst for knowledge and a determination to succeed. With the insights, strategies, and practical exercises provided within these pages, I hope you have been empowered to take control of your professional growth and pursue your dream job in cloud computing.

Now it's time to book your certification exam. Remember, success comes to those who believe in their abilities and take action. With the valuable resources and guidance provided in this book, you can approach the exam with confidence.

Believing in your potential, trusting your preparation, and remembering that the first attempt is an opportunity to showcase your abilities. Stay focused, embrace the challenge, and let your passion for cloud architecture shine through. Your ability to pass the exam on your first attempt and become a certified Google Cloud Architect Professional is unquestionable.

This certification is more than just a piece of paper; it represents your dedication, expertise, and unwavering commitment to excellence. It opens doors to exciting career opportunities and allows you to make a significant impact in the ever-evolving world of cloud computing.

Remember that your journey doesn't end here as you embark on this milestone. It is imperative to stay curious, to learn continuously, and to adapt to the dynamic nature of cloud technology. Continue to learn, explore new horizons, and refine your skills as a cloud architect.

Once again, thank you for choosing "Google Cloud Architect Professional in 20 Days" as your guide on this transformative journey. With your accomplishments and your potential for extraordinary success in the cloud, I am immensely proud of you.

Best wishes for your certification exam and all your future endeavors. Your cloud computing career will soar to new heights and make a lasting impact.

With heartfelt appreciation,

Muskan Sandhu
Author, "Google Cloud Architect Professional in 20 Days"
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