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Flask Framework Exercises with Python

PROJECT 1:  Deploying a Python Flask Example Application Using Heroku

In this tutorial, you’ll create a Python Flask example application and deploy it using Heroku, making it publicly available on the web. Heroku removes much of the infrastructure burden related to building and running web applications, allowing you to focus on creating an awesome app. 

Besides deploying the app, you’ll use Git to track changes to the code, and you’ll also configure a deployment workflow with different environments for staging and production. Using this setup, you’ll be able to test and preview the app before releasing it. 

In this tutorial, you’ll learn how to: 

	Create a Python Flask example web application 

	Deploy the web application using Heroku 

	Implement a deployment workflow using Heroku pipelines 

	Manage configuration and secrets for different environments in a secure way 



This tutorial assumes that you understand the basics of how web applications work and that you have some experience using Git. To get up to speed on these topics, check out Python Web Applications with Flask (Tutorial Series) and Introduction to Git and GitHub for Python Developers. 

As you’ll learn through this tutorial, by combining Flask and Heroku, you can minimize the effort required to create and run web applications. 


Creating the Python Flask Example Application 


In this section, you’ll learn how to create a Python Flask example application and run it locally. You’re going to initialize the project, install Flask, create the application, and run it on your computer. You’ll also learn how to use Git to version your application’s code. 

Initializing the Project 


The project initialization consists of creating a directory for your application, setting up a Python virtual environment where dependencies will be installed, and initializing the Git repository. You don’t have to use a virtual environment or Git for local development, but they are very convenient and will make development and deployment to Heroku simpler. 

Start by creating a new directory for the Python Flask example app. You can do it by running these commands: 

$ mkdir realpython-example-app 

$ cd realpython-example-app 

The above commands create a realpython-example-app/ folder and change the current working directory to it. 


Next, you must create a Python virtual environment. Using a virtual environment allows you to manage your project’s dependencies without messing with system-level files shared by all applications. Run the following commands to create and activate a virtual environment for your application. Remember to change the directory to realpython-example-app/ if you haven’t already: 

$ python3 -m venv venv 

$ source venv/bin/activate 

These commands create a virtual environment named venv and activate it, so packages will be loaded and installed from this environment instead of using the system-level packages. 

Installing Dependencies 


The first step is to install the Flask Python package. You can run the following command to install Flask using pip: 

$ python3 -m pip install Flask==1.1.2 

The above command installs Flask version 1.1.2. This is the version you’ll use throughout this tutorial. Next, you need to create a requirements.txt file listing the project’s dependencies. You can use the python3 -m pip freeze command for this task: 

$ python3 -m pip freeze > requirements.txt 

You’ll use requirements.txt when deploying the project to tell Heroku which packages must be installed to run your application code. To learn more about how to install Flask in a virtual environment and other pip options, check out the Flask installation documentation and What Is Pip? A Guide for New Pythonistas. 

Now, the application directory should look like this: 

realpython-example-app/ 

│ 

├── venv/ 

│ 

└── requirements.txt 

In the following sections, you’ll add more files to implement the application logic, set up Git, and then deploy it to Heroku. 

Writing the Application Code 


In this section, you’ll create a small Flask application with a single route, index, that returns the text Hello World! when requested. To create a Flask application, you have to create a Flask object that represents your app and then associate views to routes. Flask takes care of dispatching incoming requests to the correct view based on the request URL and the routes you’ve defined. 

For small applications, like the one you’re working with in this tutorial, you can write all the code in a single file, organizing your project as follows: 

realpython-example-app/ 

│ 

├── venv/ 

│ 

├── app.py 

└── requirements.txt 

app.py contains the application’s code, where you create the app and its views. The following code block shows the application’s full source code: 


from flask import Flask 



app = Flask(__name__) 



@app.route("/") 

def index(): 

    return "Hello World!" 

After you import flask, the code creates the object app, which belongs to the Flask class. The view function index() is linked to the main route using the app.route() decorator. When the main route is requested, Flask will serve the request by calling index() and using its return value as the response. 

Running the Python Flask Example Locally 


There are different ways in which you can run the application that you created in the previous section. One of the most straightforward ways to launch a Flask app for local development is using the flask run command from a terminal: 

$ flask run 

By default, Flask will run the application you defined in app.py on port 5000. While the application is running, go to http://localhost:5000 using your web browser. You’ll see a web page containing the message Hello World! 

During development, you normally want to reload your application automatically whenever you make a change to it. You can do this by passing an environment variable, FLASK_ENV=development, to flask run: 

$ FLASK_ENV=development flask run 

When you set FLASK_ENV=development, Flask will monitor changes to app files and reload the server when there’s a change. This way, you don’t need to manually stop and restart the app server after each modification. 

Tracking Changes Using Git 


In this tutorial, you’re going to track the changes to your project’s files using Git, a very popular version control system (VCS). So, as a first step, you should create a Git repository for your project. You can achieve this by executing the following command in your project’s directory: 

$ git init 

The above command initializes the repository that will be used to track the project’s files. The repository metadata is stored in a hidden directory named .git/. 

Note that there are some folders that you shouldn’t include in the Git repository, like venv/ and __pycache__/. You can tell Git to ignore them by creating a file named .gitignore. Use the following commands to create this file: 

$ echo venv > .gitignore 

$ echo __pycache__ >> .gitignore 

$ git add .gitignore app.py requirements.txt 

$ git commit -m "Initialize Git repository" 

After running the above commands, Git will track changes to your application’s files, but it will ignore the venv/ and __pycache__/ folders. Now the project directory, realpython-example-app/, should look like this: 

realpython-example-app/ 


│ 

├── .git/ 

│ 

├── venv/ 

│ 

├── .gitignore 

├── app.py 

└── requirements.txt 

You’re now ready to deploy your app using Heroku. Check out Introduction to Git and GitHub for Python Developers to learn more about Git and how you can host your repository in GitHub. 

Deploying the Application to Heroku 


Heroku makes building and deploying applications really friendly for developers. It removes much of the burden related to building and running web applications, taking care of most infrastructure details and letting you focus on creating and improving the app. Some of the details handled by Heroku include: 

	Provisioning HTTPS certificates 

	Managing DNS records 

	Running and maintaining servers 



Throughout the rest of this section, you’ll learn how to deploy the previously created web application to the internet using Heroku. By the end of this section, your app will be publicly available under a nice URL and served using HTTPS. 

Heroku Account Setup 


Your first step is to create a Heroku account. If you don’t have one already, you can use the Free and Hobby plan. It allows you to deploy noncommercial applications, personal projects, and experiments without spending money. 


If you go to the Heroku sign-up page, you’ll see the following fields on the sign-up form: 

[image: Heroku sign up screen]

You’ll be able to start using Heroku after completing the required information and confirming your email address. 

Heroku Command-Line Interface (CLI) 


The Heroku command-line interface (CLI) is a tool that allows you to create and manage Heroku applications from the terminal. It’s the quickest and the most convenient way to deploy your application. You can check the developer’s documentation for installation instructions for your operating system. On most Linux distributions, you can install the Heroku CLI by running the following command: 

$ curl https://cli-assets.heroku.com/install.sh | sh 

The previous command downloads the Heroku CLI installer and executes it. Next, you have to log in by running the following command: 

$ heroku login 

This opens a website with a button to complete the login process. Click Log In to complete the authentication process and start using the Heroku CLI: 

[image: Heroku login screen]

After logging in, you’re ready to start using the Heroku CLI to manage your applications and workflows. 

Application Deployment to Heroku 


In this section, you’ll learn how to use the Heroku CLI and Git to deploy your web application. The first step is to create a file named Procfile in the project’s root directory. This file tells Heroku how to run the app. You can create it by running the following command: 

$ echo "web: gunicorn app:app" > Procfile 

Note that this filename must start with a capital letter. This file tells Heroku to serve your application using Gunicorn, a Python Web Server Gateway Interface (WSGI) HTTP server compatible with various web frameworks, including Flask. Make sure to install Gunicorn and update the requirements.txt file using pip: 

$ python3 -m pip install gunicorn==20.0.4 

$ python3 -m pip freeze > requirements.txt 

The previous commands install Gunicorn and update requirements.txt to contain the list of all dependencies. Since you added and changed files, you need to commit them to Git. You can do this by executing the following two commands: 

$ git add Procfile requirements.txt 

$ git commit -m "Add Heroku deployment files" 

When you execute the above commands, you’ll commit the latest versions of Procfile and requirements.txt to the Git repository. Now you’re ready to deploy the application to Heroku. Start by creating a Heroku application using the Heroku CLI. 

Note: This tutorial uses realpython-example-app as the application name. Since application names need to be unique on Heroku, you’ll need to choose a different name for your deployment. 

You can create the application in Heroku by running the following command: 

$ heroku create realpython-example-app 

Running the above command initializes the Heroku application, creating a Git remote named heroku. Next, you can push the Git repository to this remote to trigger the building and deployment process: 

$ git push heroku master 

After pushing the master branch to the heroku remote, you’ll see that the output displays information about the building and deployment process: 


1Enumerating objects: 6, done. 

2Counting objects: 100% (6/6), done. 

3Delta compression using up to 8 threads 

4Compressing objects: 100% (4/4), done. 

5Writing objects: 100% (6/6), 558 bytes | 558.00 KiB/s, done. 

6Total 6 (delta 0), reused 0 (delta 0) 

7remote: Compressing source files... done. 

8remote: Building source: 

9remote: 

10remote: -----> Building on the Heroku-18 stack 

11remote: -----> Python app detected 

12remote: -----> Installing python-3.6.12 

13remote: -----> Installing pip 20.1.1, setuptools 47.1.1 and wheel 0.34.2 

14remote: -----> Installing SQLite3 

15remote: -----> Installing requirements with pip 

16remote:        Collecting click==7.1.2 

17remote:          Downloading click-7.1.2-py2.py3-none-any.whl (82 kB) 

18remote:        Collecting Flask==1.1.2 

19remote:          Downloading Flask-1.1.2-py2.py3-none-any.whl (94 kB) 

20remote:        Collecting itsdangerous==1.1.0 

21remote:          Downloading itsdangerous-1.1.0-py2.py3-none-any.whl (16 kB) 

22remote:        Collecting Jinja2==2.11.2 


23remote:          Downloading Jinja2-2.11.2-py2.py3-none-any.whl (125 kB) 

24remote:        Collecting MarkupSafe==1.1.1 

25remote:          Downloading MarkupSafe-1.1.1-cp36-cp36m-manylinux1_x86_64.whl 

26remote:        Collecting Werkzeug==1.0.1 

27remote:          Downloading Werkzeug-1.0.1-py2.py3-none-any.whl (298 kB) 

28remote:        Installing collected packages: click, Werkzeug, itsdangerous, 

29MarkupSafe, Jinja2, Flask 

30remote:        Successfully installed Flask-1.1.2 Jinja2-2.11.2 MarkupSafe-1.1.1 

31Werkzeug-1.0.1 click-7.1.2 itsdangerous-1.1.0 

32remote: -----> Discovering process types 

33remote:        Procfile declares types -> (none) 

34remote: 

35remote: -----> Compressing... 

36remote:        Done: 45.1M 

37remote: -----> Launching... 

38remote:        Released v1 

39remote:        https://realpython-example-app.herokuapp.com/ deployed to Heroku 

40remote: 

41remote: Verifying deploy... done. 

42To https://git.heroku.com/realpython-example-app.git 

43 * [new branch]      master -> master 

Congratulations, the app is now online! The output shows the building process, including the installation of dependencies and the deployment. On line 39, you’ll find the URL for your application. In this case, it’s https://realpython-example-app.herokuapp.com/. You can also use the following Heroku CLI command to open your app’s URL: 


$ heroku open 

The above command will open your application using your default web browser. 

Note: Line 12 of the output indicates that Python 3.6.12 will be used as your application’s runtime. This was the default version at the time of writing this tutorial. To learn how you can customize the Python version and other runtime settings, check out Heroku’s Python runtime documentation. 

Now let’s make a small change to the app and see how you can redeploy it. Edit app.py and modify the string returned by index() as shown in the next code block: 

1from flask import Flask 

2 

3app = Flask(__name__) 

4 

5@app.route("/") 

6def index(): 

7    return "Hello this is the new version!" 

As you see on line 7, "Hello World!" was replaced by "Hello this is the new version!" You can deploy this version to Heroku by committing and pushing the changes to the heroku remote: 

$ git add app.py 


$ git commit -m "Change the welcome message" 

$ git push heroku master 

With these commands, you commit the changes to the local Git repository and push them to the heroku remote. This triggers the building and deployment process again. You can repeat these steps whenever you need to deploy a new version of your application. You’ll notice that subsequent deployments usually take less time because the requirements are already installed. 

In this section, you learned how to create and deploy your application on Heroku using Git and the Heroku CLI. For more details about using the Heroku CLI to deploy Python applications, check out Getting Started on Heroku with Python. 

Using Heroku Pipelines to Implement a Deployment Workflow 


In this section, you’ll learn how to implement a workflow for your application deployment using Heroku pipelines. This particular workflow uses three separate environments called local, staging, and production. This kind of setup is widely used in professional projects since it allows testing and reviewing new versions before deploying them to production and putting them in front of real users. 

Understanding the Deployment Workflow 


As you saw above, when you use this workflow, you’ll run the application in three separate environments: 

	Development is the local environment. 

	Staging is the preproduction environment used for previews and testing. 

	Production is the live site accessed by final users. 



In previous sections, you saw how to run the application on your local environment and in the production environment on Heroku. Adding a staging environment can greatly benefit the development process. The main purpose of this environment is to integrate changes from all new branches and to run the integration tests against the build, which will become the next release. 


Next, you’ll see how to create the staging environment in Heroku and how to create a pipeline to promote versions from staging to production. The following diagram shows this workflow: 

[image: Deployment workflow diagram]

The above image shows the three environments, the activities that happen in each of them, and the deployment and promotion steps. 

Implementing the Deployment Workflow in Heroku 


Implementing the workflow in Heroku consists of two steps: 

	Creating separate applications for staging and production 

	Making both applications part of the same pipeline 



A Heroku pipeline is a group of applications tied together by a workflow. Each one of these applications is an environment in the development workflow, like staging or production. Using pipelines guarantees that, after promotion, production will run the exact same code that you reviewed in staging. 

In this tutorial, the previously created Heroku application realpython-example-app is used as the production environment. You should create a new Heroku app for the staging environment using these commands: 


$ heroku create realpython-example-app-staging --remote staging 

$ git push staging master 

Running these commands creates a new Heroku app named realpython-example-app-staging and deploys the application to it using Git. You can then access the staging app at https://realpython-example-app-staging.herokuapp.com/. Note that a Git remote named staging is associated with this application. 

Now that you have Heroku applications for production and staging, you’re ready to create a Heroku pipeline that links them together. You can use the Heroku CLI to create the pipeline: 

$ heroku pipelines:create --app realpython-example-app \ 

    --stage production \ 

    realpython-example-app 

Creating realpython-example-app pipeline... done 

Adding ⬢ realpython-example-app to realpython-example-app pipeline as production 

... done 

The command above creates a pipeline named realpython-example-app and adds the app named realpython-example-app as the production environment. Next, run the following command to create a Git remote that points to this app, naming it prod: 

$ heroku git:remote --app realpython-example-app --remote prod 


From now on, you can refer to the production deployment as prod. 

Next, add the staging application to the same pipeline by running the following command: 

$ heroku pipelines:add realpython-example-app \ 

  --app realpython-example-app-staging \ 

  --stage staging 

Adding ⬢ realpython-example-app-staging to realpython-example-app pipeline as 

staging... done 

This command adds the app realpython-example-app-staging to the same pipeline and specifies that this app must be used for the staging stage. This means that your pipeline now consists of two apps: 

	realpython-example-app 

	realpython-example-app-staging 



The first one is used as the production environment, and the second one is used as the staging environment. 

Deploying and Promoting to Staging and Production 


Now that you have your applications and pipeline configured, you can use it to deploy your application to staging, review it there, and then promote it to production. 

Suppose for example that you want to change the message returned by the index() view again. In that case, you have to edit app.py and change the string returned by index(). The following code block shows the new version: 

1from flask import Flask 


2 

3app = Flask(__name__) 

4 

5@app.route("/") 

6def index(): 

7    return "This is yet another version!" 

As you see on line 7, index() returns "This is yet another version!" You can deploy this new version to your staging environment by running the following commands: 

$ git add app.py 

$ git commit -m "Another change to the welcome message" 

$ git push staging master 

These commands commit app.py and push the changes to the staging remote, triggering the building and deployment process for this environment. You should see the new version deployed at https://realpython-example-app-staging.herokuapp.com/. Note that the production environment is still using the previous version. 

When you’re happy with the changes, you can promote the new version to production using the Heroku CLI: 

$ heroku pipelines:promote --remote staging 

The above command deploys to production the exact same version that is currently running in staging. As you’ll notice, in this case, there’s no build step since the same build from staging is used and deployed to production. You can verify at https://realpython-example-app.herokuapp.com/ that the application was promoted and that it’s running the latest version. 

In this section, you learned about the deployment workflow and implemented it in Heroku. To learn more about working with pipelines and more advanced workflows, check out the Heroku pipelines documentation. 


Managing Settings and Secrets for Different Environments 


Most applications require different settings for each environment to do things like enabling debugging features or pointing to other databases. Some of these settings, like authentication credentials, database passwords, and API keys, are very sensitive, so you must avoid hard-coding them into the application files. 

You can create a config.py file to hold the non-sensitive configuration values and read the sensitive ones from environment variables. In the following code block, you can see the source code for config.py: 

1import os 

2 

3class Config: 

4    DEBUG = False 

5    DEVELOPMENT = False 

6    SECRET_KEY = os.getenv("SECRET_KEY", "this-is-the-default-key") 

7 

8class ProductionConfig(Config): 

9    pass 

10 

11class StagingConfig(Config): 

12    DEBUG = True 

13 


14class DevelopmentConfig(Config): 

15    DEBUG = True 

16    DEVELOPMENT = True 

This code declares a Config class used as the base for each environment’s configuration. Note that on line 


6, SECRET_KEY is read from an environment variable using os.getenv(). This avoids disclosing the actual key in the source code. At the same time, you can customize any option for each environment. 

Next, you have to modify app.py to use a different configuration class depending on the environment. This is the full source code of app.py: 

1import os 

2from flask import Flask 

3 

4app = Flask(__name__) 

5env_config = os.getenv("APP_SETTINGS", "config.DevelopmentConfig") 

6app.config.from_object(env_config) 

7 

8@app.route("/") 

9def index(): 

10    secret_key = app.config.get("SECRET_KEY") 

11    return f"The configured secret key is {secret_key}." 

On lines 5 and 6, the configuration is loaded from one of the previously defined classes in config.py. The specific configuration class will depend on the value stored in the APP_SETTINGS environment variable. If the variable is undefined, the configuration will fall back to DevelopmentConfig by default. 

Note: For this example, the message on line 11 was modified to show the SECRET_KEY obtained by app.config.get(). You don’t typically display sensitive information as part of your responses. This is just an example to show how you can read these values. 

Now you can see how this works locally by passing some environment variables when launching the app: 

$ SECRET_KEY=key-read-from-env-var flask run 

The above command sets the SECRET_KEY environment variable and starts the application. If you navigate to http://localhost:5000, then you should see the message The configured secret key is key-read-from-env-var. 

Next, commit the changes and push them to the staging environment by running the following commands: 

$ git add app.py config.py 

$ git commit -m "Add config support" 

$ git push staging master 

These commands commit changes in app.py and the new config.py file to the local Git repository and then push them to the staging environment, which triggers a new building and deployment process. Before proceeding, you can customize the environment variables for this environment using the Heroku CLI: 

$ heroku config:set --remote staging \ 

  SECRET_KEY=the-staging-key \ 

  APP_SETTINGS=config.StagingConfig 

Using the config:set command, you’ve set the value of SECRET_KEY and APP_SETTINGS for staging. You can verify that the changes were deployed by going to https://realpython-example-app-staging.herokuapp.com/ and checking that the page shows the message The configured secret key is the-staging-key. 


Using Heroku CLI, you can also get the values of the environment variables for any app. The following command gets all the environment variables set for the staging environment from Heroku: 

$ heroku config --remote staging 

=== realpython-example-app-staging Config Vars 

APP_SETTINGS: config.StagingConfig 

SECRET_KEY:   the-staging-key 

As you can see, these values match the previously set ones. 

Finally, you can promote the new version to production with different configuration values using the Heroku CLI: 

$ heroku config:set --remote prod \ 

  SECRET_KEY=the-production-key \ 

  APP_SETTINGS=config.ProductionConfig 

$ heroku pipelines:promote --remote staging 

The first command sets the values of SECRET_KEY and APP_SETTINGS for the production environment. The second command promotes the new app version, the one that has the config.py file. Again, you can verify that the changes were deployed by going to https://realpython-example-app.herokuapp.com/ and checking that the page shows The configured secret key is the-production-key. 

In this section, you learned how to use a different configuration for each environment and how to handle sensitive settings using environment variables. Remember that in real-world applications, you shouldn’t expose sensitive information like SECRET_KEY. 


Conclusion 


Congratulations, you now know how to create a web application using Flask and how to make it publicly available by deploying it with Heroku. You also know how to set up different environments where you, your team, and your customers can review the app before publishing it. While the example application created in this tutorial is very small, you can use it as the starting point for your next project! 

In this tutorial, you learned how to: 

	Create a Python Flask example web application 

	Deploy the web application using Heroku 

	Implement a deployment workflow using Heroku pipelines 

	Manage configuration and secrets for different environments in a secure way 



Heroku offers many features that weren’t covered in the previous sections, including scaling, databases, and more. Check out the Heroku Dev Center and the Heroku platform documentation to learn about other features that will help you accelerate your development. Finally, check out the tutorial series Flask by Example to see how you can create and deploy a more complex application. 

PROJECT 2:  Python Web Applications: Deploy Your Script as a Flask App

You wrote a Python script that you’re proud of, and now you want to show it off to the world. But how? Most people won’t know what to do with your .py file. Converting your script into a Python web application is a great solution to make your code usable for a broad audience. 

In this tutorial, you’ll learn how to go from a local Python script to a fully deployed Flask web application that you can share with the world. 

By the end of this tutorial, you’ll know: 

	What web applications are and how you can host them online 

	How to convert a Python script into a Flask web application 

	How to improve user experience by adding HTML to your Python code 

	How to deploy your Python web application to Google App Engine 



In addition to walking through an example project, you’ll find a number of exercises throughout the tutorial. They’ll give you a chance to solidify what you’re learning through extra practice. 

Brush Up on the Basics 


In this section, you’ll get a theoretical footing in the different topics that you’ll work with during the practical part of this tutorial: 

	What types of Python code distribution exist 

	Why building a web application can be a good choice 

	What a web application is 

	How content gets delivered over the Internet 

	What web hosting means 

	Which hosting providers exist and which one to use 



Brushing up on these topics can help you feel more confident when writing Python code for the Web. However, if you’re already familiar with them, then feel free to skip ahead, install the Google Cloud SDK, and start building your Python web app. 

Distribute Your Python Code 


Bringing your code to your users is called distribution. Traditionally, there are three different approaches you can use to distribute your code so that others can work with your programs: 

	Python library 

	Standalone program 

	Python web application 



You’ll take a closer look at each of these approaches below. 

Python Library 

If you’ve worked with Python’s extensive package ecosystem, then you’ve likely installed Python packages with pip. As a programmer, you might want to publish your Python package on PyPI to allow other users to access and use your code by installing it using pip: 

$ python3 -m pip install <your-package-name> 

After you’ve successfully published your code to PyPI, this command will install your package, including its dependencies, on any of your users’ computers, provided that they have an Internet connection. 

If you don’t want to publish your code as a PyPI package, then you can still use Python’s built-in sdist command to create a source distribution or a Python wheel to create a built distribution to share with your users. 

Distributing your code like this keeps it close to the original script you wrote and adds only what’s necessary for others to run it. However, using this approach also means that your users will need to run your code with Python. Many people who want to use your script’s functionality won’t have Python installed or won’t be familiar with the processes required to work directly with your code. 

A more user-friendly way to present your code to potential users is to build a standalone program. 

Standalone Program 

Computer programs come in different shapes and forms, and there are multiple options for transforming your Python scripts into standalone programs. Below you’ll read about two possibilities: 

	Packaging your code 

	Building a GUI 



Programs such as PyInstaller, py2app, py2exe, or Briefcase can help with packaging your code. They turn Python scripts into executable programs that can be used on different platforms without requiring your users to explicitly run the Python interpreter. 

Note: To learn more about packaging your code, check out Using PyInstaller to Easily Distribute Python Applications or listen to the Real Python Podcast episode Options for Packaging Your Python Application. 

While packaging your code can resolve dependency problems, your code still just runs on the command line. Most people are used to working with programs that provide a graphical user interface (GUI). You can make your Python code accessible to more people by building a GUI for it. 

Note: There are different packages that can help you with building a GUI, including Tkinter, wxPython, and PySimpleGUI. If you want to build a native desktop-based app, then check out the learning path for Python GUI Programming. 

While a standalone GUI desktop program can make your code accessible to a wider audience, it still presents a hurdle for people to get started. Before running your program, potential users have a few steps to get through. They need to find the right version for their operating system, download it, and successfully install it. Some may give up before they make it all the way. 

It makes sense that many developers instead build web applications that can be accessed quickly and run on an Internet browser. 

Python Web Application 

The advantage of web applications is that they’re platform independent and can be run by anyone who has access to the Internet. Their code is implemented on a back-end server, where the program processes incoming requests and responds through a shared protocol that’s understood by all browsers. 

Python powers many large web applications and is a common choice as a back-end language. Many Python-driven web applications are planned from the start as web applications and are built using Python web frameworks such as Flask, which you’ll use in this tutorial. 


However, instead of the web-first approach described above, you’re going to take a different angle. After all, you weren’t planning to build a web application. You just created a useful Python script, and now you want to share with the world. To make it accessible to a broad range of users, you’ll refactor it into a web application and then deploy it to the Internet. 

It’s time to go over what a web application is and how it’s different from other content on the Web. 

Learn About Python Web Applications 


Historically, websites had fixed content that was the same for every user who accessed that page. These web pages are called static because their content doesn’t change when you interact with them. When serving a static web page, a web server responds to your request by sending back the content of that page, regardless of who you are or what other actions you took. 

You can browse an example of a static website at the first URL that ever went online, as well as the pages it links to: 

[image: Screenshot of one of the first static webpages, displaying the history of the project as envisioned at CERN]The history of the WWW 

Such static websites aren’t considered applications since their content isn’t generated dynamically by code. While static sites used to make up all of the Internet, most websites today are true web applications, which offer dynamic web pages that can change the content they deliver. 

For instance, a webmail application allows you to interact with it in many ways. Depending on your actions, it can display different types of information, often while staying in a single page: 

[image: A webmail web app page as an example for a dynamic webpage]A single-page Webmail application 

Python-driven web applications use Python code to determine what actions to take and what content to show. Your code is run by the web server that hosts your website, which means that your users don’t need to install anything. All they need to interact with your code is a browser and an Internet connection. 

Getting Python to run on a website can be complicated, but there are a number of different web frameworks that automatically take care of the details. As mentioned above, you’ll build a basic Flask application in this tutorial. 

In the upcoming section, you’ll get a high-level perspective on the main processes that need to happen to run your Python code on a server and deliver a response to your users. 


Review the HTTP Request-Response Cycle 


Serving dynamic content over the Internet involves a lot of different pieces, and they all have to communicate with one another to function correctly. Here’s a generalized overview of what takes place when a user interacts with a web application: 

	Sending: First, your user makes a request for a particular web page on your web app. They can do this, for example, by typing a URL into their browser. 

	Receiving: This request gets received by the web server that hosts your website. 

	Matching: Your web server now uses a program to match the user’s request to a particular portion of your Python script. 

	Running: The appropriate Python code is called up by that program. When your code runs, it writes out a web page as a response. 

	Delivering: The program then delivers this response back to your user through the web server. 

	Viewing: Finally, the user can view the web server’s response. For example, the resulting web page can be displayed in a browser. 



This is a general process of how content is delivered over the Internet. The programming language used on the server, as well as the technologies used to establish that connection, can differ. However, the concept used to communicate across HTTP requests and responses remains the same and is called the HTTP Request-Response Cycle. 

Note: Flask will handle most of this complexity for you, but it can help to keep a loose understanding of this process in mind. 


To allow Flask to handle requests on the server side, you’ll need to find a place where your Python code can live online. Storing your code online to run a web application is called web hosting, and there are a number of providers offering both paid and free web hosting. 

Choose a Hosting Provider: Google App Engine 


When choosing a web hosting provider, you need to confirm that it supports running Python code. Many of them cost money, but this tutorial will stick with a free option that’s professional and highly scalable yet still reasonable to set up: Google App Engine. 

Note: Google App Engine enforces daily quotas for each application. If your web application exceeds these quotas, then Google will start billing you. If you’re a new Google Cloud customer, then you can get a promotional free credit when signing up. 

There are a number of other free options, such as PythonAnywhere, Repl.it, or Heroku that you can explore later on. Using Google App Engine will give you a good start in learning about deploying Python code to the web as it strikes a balance between abstracting away complexity and allowing you to customize the setup. 

Google App Engine is part of the Google Cloud Platform (GCP), which is run by Google and represents one of the big cloud providers, along with Microsoft Azure and Amazon Web Services (AWS). 

To get started with GCP, download and install the Google Cloud SDK for your operating system. For additional guidance beyond what you’ll find in this tutorial, you can consult Google App Engine’s documentation. 

Note: You’ll be working with the Python 3 standard environment. Google App Engine’s standard environment supports Python 3 runtimes and offers a free tier. 

The Google Cloud SDK installation also includes a command-line program called gcloud, which you’ll later use to deploy your web app. Once you’re done with the installation, you can verify that everything worked by typing the following command into your console: 

$ gcloud --version 

You should receive a text output in your terminal that looks similar to the one below: 

app-engine-python 1.9.91 

bq 2.0.62 

cloud-datastore-emulator 2.1.0 

core 2020.11.13 

gsutil 4.55 

Your version numbers will probably be different, but as long as the gcloud program is successfully found on your computer, your installation was successful. 

With this high-level overview of concepts in mind and the Google Cloud SDK installed, you’re ready to set up a Python project that you’ll later deploy to the Internet. 

Build a Basic Python Web Application 


Google App Engine requires you to use a web framework for creating your web application in a Python 3 environment. Since you’re trying to use a minimal setup to get your local Python code up on the Internet, a microframework such as Flask is a good choice. A minimal implementation of Flask is so small that you might not even notice that you’re using a web framework. 

Note: If you’ve previously worked with Google App Engine on a Python 2.7 environment, then you’ll notice that the process has changed significantly. 

Two notable changes are that webapp2 has been retired and that you’re no longer able to specify URLs for dynamic content in the app.yaml file. The reason for both of these changes is that Google App Engine now requires you to use a Python web framework. 

The application you’re going to create will rely on several different files, so the first thing you need to do is to create a project folder to hold all these files. 

Set Up Your Project 


Create a project folder and give it a name that’s descriptive of your project. For this practice project, call the folder hello-app. You’ll need three files inside this folder: 

	main.py contains your Python code wrapped in a minimal implementation of the Flask web framework. 

	requirements.txt lists all the dependencies your code needs to work properly. 

	app.yaml helps Google App Engine decide which settings to use on its server. 



While three files might sound like a lot, you’ll see that this project uses fewer than ten lines of code across all three files. This represents the minimal setup you need to provide to Google App Engine for any Python project you may launch. The rest will be your own Python code. 


Next, you’ll take a look at the content of each of the files starting with the most complex one, main.py. 


Create main.py 


main.py is the file that Flask uses to deliver your content. At the top of the file, you import the Flask class on line 1, then you create an instance of a Flask app on line 3: 

1from flask import Flask 

2 

3app = Flask(__name__) 

4 

5@app.route("/") 

6def index(): 

7    return "Congratulations, it's a web app!" 

After you create the Flask app, you write a Python decorator on line 5 called @app.route that Flask uses to connect URL endpoints with code contained in functions. The argument to @app.route defines the URL’s path component, which is the root path ("/") in this case. 

The code on lines 6 and 7 makes up index(), which is wrapped by the decorator. This function defines what should be executed if the defined URL endpoint is requested by a user. Its return value determines what a user will see when they load the page. 

Note: The naming of index() is only a convention. It relates to how the main page of a website is often called index.html. You can choose a different function name if you want. 

In other words, if a user types the base URL of your web app into their browser, then Flask runs index() and the user sees the returned text. In this case, that text is just one sentence: Congratulations, it's a web app! 

You can render more complex content, and you can also create more than one function so that users can visit different URL endpoints in your app to receive different responses. However, for this initial implementation, it’s fine to stick with this short and encouraging success message. 

Create requirements.txt 


The next file to look at is requirements.txt. Since Flask is the only dependency of this project, that’s all you need to specify: 

Flask==2.1.2 

If your app has other dependencies, then you’ll need to add them to your requirements.txt file as well. 

Google App Engine will use requirements.txt to install the necessary Python dependencies for your project when setting it up on the server. This is similar to what you would do after creating and activating a new virtual environment locally. 

Create app.yaml 


The third file, app.yaml, helps Google App Engine set up the right server environment for your code. This file requires only one line, which defines the Python runtime: 

runtime: python38 

The line shown above clarifies that the right runtime for your Python code is Python 3.8. This is enough for Google App Engine to do the necessary setup on its servers. 

Note: Make sure that the Python 3 Runtime Environment you want to use is available on Google App Engine. 

You can use Google App Engine’s app.yaml file for additional setup, such as adding environment variables to your application. You can also use it to define the path to static content for your app, such as images, CSS or JavaScript files. This tutorial won’t go into these additional settings, but you can consult Google App Engine’s documentation on the app.yaml Configuration File if you want to add such functionality. 


These nine lines of code complete the necessary setup for this app. Your project is now ready for deployment. 

However, it’s good practice to test your code before putting it into production so you can catch potential errors. Next, you’ll check whether everything works as expected locally before deploying your code to the Internet. 

Test Locally 


Flask comes packaged with a development web server. You can use this development server to double-check that your code works as expected. To be able to run the Flask development server locally, you need to complete two steps. Google App Engine will do the same steps on its servers once you deploy your code: 

	Set up a virtual environment. 

	Install the flask package. 



To set up a Python 3 virtual environment, navigate to your project folder on your terminal and type the following command: 

$ python3 -m venv venv 

This will create a new virtual environment named venv using the version of Python 3 that you have installed on your system. Next, you need to activate the virtual environment by sourcing the activation script: 

$ source venv/bin/activate 

After executing this command, your prompt will change to indicate that you’re now operating from within the virtual environment. After you successfully set up and activate your virtual environment, you’re ready to install Flask: 

$ python3 -m pip install -r requirements.txt 

This command fetches all packages listed in requirements.txt from PyPI and installs them in your virtual environment. In this case, the only package installed will be Flask. 

Wait for the installation to complete, then open up main.py and add the following two lines of code at the bottom of the file: 

if __name__ == "__main__": 

    app.run(host="127.0.0.1", port=8080, debug=True) 

These two lines tell Python to start Flask’s development server when the script is executed from the command line. It’ll be used only when you run the script locally. When you deploy the code to Google App Engine, a professional web server process, such as Gunicorn, will serve the app instead. You won’t need to change anything to make this happen. 

You can now start Flask’s development server and interact with your Python app in your browser. To do so, you need to run the Python script that starts the Flask app by typing the following command: 

$ python3 main.py 

Flask starts up the development server, and your terminal will display output similar to the text shown below: 


* Serving Flask app "main" (lazy loading) 

* Environment: production 

   WARNING: This is a development server. 

   Do not use it in a production deployment. 

   Use a production WSGI server instead. 

* Debug mode: on 

* Running on http://127.0.0.1:8080/ (Press CTRL+C to quit) 

* Restarting with stat 

* Debugger is active! 

* Debugger PIN: 315-059-987 

This output tells you three important pieces of information: 

	WARNING: This is Flask’s development server, which means you don’t want to use it to serve your code in production. Google App Engine will handle that for you instead. 

	Running on http://127.0.0.1:8080/: This is the URL where you can find your app. It’s the URL for your localhost, which means the app is running on your own computer. Navigate to that URL in your browser to see your code live. 

	Press CTRL+C to quit: The same line also tells you that you can exit the development server by pressing Ctrl+C on your keyboard. 



Follow the instructions and open a browser tab at http://127.0.0.1:8080/. You should see a page displaying the text that your function returns: Congratulations, it's a web app! 

Note: The URL 127.0.0.1 is also called the localhost, which means that it points to your own computer. The number 8080 that follows after the colon (:) is called the port number. The port can be thought of as a particular channel, similar to broadcasting a television or radio channel. 


You’ve defined these values in app.run() in your main.py file. Running the application on port 8080 means that you can tune in to this port number and receive communication from the development server. Port 8080 is commonly used for local testing, but you could also use a different number. 

You can use Flask’s development server to inspect any changes that you make to the code of your Python app. The server listens to changes you make in the code and will automatically reload to display them. If your app doesn’t render as you expect it to on the development server, then it won’t work in production either. So make sure that it looks good before you deploy it. 

Also keep in mind that even if it works well locally, it might not work quite the same once deployed. This is because there are other factors involved when you deploy your code to Google App Engine. However, for a basic app such as the one you’re building in this tutorial, you can be confident that it’ll work in production if it works well locally. 

Exercise: Practice and ExploreShow/Hide 

After having checked your setup and the code’s functionality on your local development server, you’re prepared to deploy it to Google App Engine. 

Deploy Your Python Web Application 


It’s finally time to bring your app online. But first, your code needs a place to live on Google’s servers, and you need to make sure that it gets there safely. In this section of the tutorial, you’ll work on completing the necessary deployment setups both in the cloud and locally. 

Set Up on Google App Engine 


Read through the setup process below step by step. You can compare what you see in your browser with the screenshots. The project name used in the example screenshots is hello-app. 

Start by signing in to the Google Cloud Platform. Navigate to the dashboard view, where you’ll see a toolbar at the top of the window. Select the downward-facing arrow button toward the left side of the toolbar. This will pop up a modal containing a list of your Google projects: 

[image: Dropdown for viewing all of your Google projects]

The modal displays a list of your projects. The list may be empty if you haven’t created any projects yet. On the top right of that modal, find the NEW PROJECT button and click it: 

[image: Button to create a new project on Google App Engine]

Clicking NEW PROJECT will redirect you to a new page where you can decide on a name for your project. This name will appear in the URL of your application, which will look similar to http://your-application-name.nw.r.appspot.com. Use hello-app as the name for this project to stay consistent with the tutorial: 

[image: Input field for assigning a project name to a GAE project]

You can see your project ID below the Project name input field. The project ID consists of the name you entered and a number that Google App Engine adds. In the case of this tutorial, you can see that the project ID is hello-app-295110. Copy your personal project ID since you’ll need it later on for deploying. 

Note: As the project ID needs to be unique, your number will be different than the one shown in this tutorial. 

You can now click CREATE and wait for the project to be set up on Google App Engine’s side. Once that’s done, a notification will pop up telling you that a new project has been created. It also gives you the option to select it. Go ahead and do that by clicking SELECT PROJECT: 

[image: Screenshot showing the option to Select Project]

Clicking SELECT PROJECT will redirect you to the main page of your new Google Cloud Platform project. It looks like this: 


[image: Google Cloud Platform dashboard view]

From here, you want to switch to the dashboard of Google App Engine. You can do that by clicking the hamburger menu on the top left, scrolling down to select App Engine in the first list, then selecting Dashboard on the top of the next pop-up list: 

[image: Visual instructions on how to get from the Cloud Platform dashboard to the App Engine dashboard]

This will finally redirect you to the Google App Engine dashboard view of your new project. Since the project is empty so far, the page will look similar to this: 

[image: New project page on GAE after successfully creating a new project]

When you see this page, it means you have completed setting up a new project on Google App Engine. You’re now ready to head back to the terminal on your computer and complete the local steps necessary to deploy your app to this project. 

Set Up Locally for Deployment 


After successfully installing the Google Cloud SDK, you have access to the gcloud command-line interface. This program comes with helpful instructions that guide you through deploying your web app. Start by typing the command that was suggested to you when you created a new project on the Google App Engine website: 

[image: New project page with gcloud CLI command suggested highlighted]

As you can see in the bottom-right corner of the page, Google App Engine suggests a terminal command to deploy your code to this project. Open up your terminal, navigate to your project folder, then run the suggested command: 

$ gcloud app deploy 

When you execute this command without any previous setup, the program will respond with an error message: 

ERROR: (gcloud.app.deploy) 

You do not currently have an active account selected. 


Please run: 



  $ gcloud auth login 



to obtain new credentials. 



If you have already logged in with a different account: 



    $ gcloud config set account ACCOUNT 



to select an already authenticated account to use. 

You receive this error message because you can’t deploy any code to your Google App Engine account unless you prove to Google that you’re the owner of that account. You’ll need to authenticate with your Google App Engine account from your local computer. 

The gcloud command-line app already provided you with the command that you need to run. Type it into your terminal: 

$ gcloud auth login 

This will start the authentication process by generating a validation URL and opening it up in your browser. Complete the process by selecting your Google account in the browser window and granting Google Cloud SDK the necessary privileges. After you do this, you can return to your terminal, where you’ll see some information about the authentication process: 

Your browser has been opened to visit: 



    https://accounts.google.com/o/oauth2/auth?client_id=<yourid> 



You are now logged in as [<your@email.com>]. 

Your current project is [None].  You can change this setting by running: 

  $ gcloud config set project PROJECT_ID 

If you see this message, then the authentication was successful. You can also see that the command-line program again offers you helpful information about your next step. 

It tells you that there is currently no project set, and that you can set one by running gcloud config set project PROJECT_ID. Now you’ll need the project ID that you noted earlier. 

Note: You can always get your project ID by heading to the Google App Engine website and clicking the downward-facing arrow that brings up the modal showing all your Google projects. The project ID is listed to the right of your project’s name and usually consists of the project name and a six-digit number. 

Be sure to replace hello-app-295110 with your own project ID when running the suggested command: 

$ gcloud config set project hello-app-295110 

Your terminal will print out a short feedback message that the project property has been updated. After successfully authenticating and setting the default project to your project ID, you have completed the necessary setup steps. 

Run the Deployment Process 


Now you’re ready to try the initial deployment command a second time: 

$ gcloud app deploy 


The gcloud app fetches your authentication credentials as well as the project ID information from the default configuration that you just set up and allows you to proceed. Next, you need to select a region where your application should be hosted: 

You are creating an app for project [hello-app-295110]. 

WARNING: Creating an App Engine application for a project is 

irreversible and the region cannot be changed. 

More information about regions is at 

<https://cloud.google.com/appengine/docs/locations>. 



Please choose the region where you want your App Engine application 

located: 



[1] asia-east2 

[2] asia-northeast1 

[3] asia-northeast2 

[4] asia-northeast3 

[5] asia-south1 

[6] asia-southeast2 

[7] australia-southeast1 

[8] europe-west 

[9] europe-west2 

[10] europe-west3 

[11] europe-west6 

[12] northamerica-northeast1 

[13] southamerica-east1 

[14] us-central 


[15] us-east1 

[16] us-east4 

[17] us-west2 

[18] us-west3 

[19] us-west4 

[20] cancel 

Please enter your numeric choice: 

Enter one of the numbers that are listed on the left side and press Enter. 

Note: It doesn’t matter which region you choose for this app. However, if you’re building a large application that gets a significant amount of traffic, then you’ll want to deploy it to a server that’s physically close to where most of your users are. 

After you enter a number, the CLI will continue with the setup process. Before deploying your code to Google App Engine, it’ll show you an overview of what the deployment will look like and ask you for a final confirmation: 

Creating App Engine application in project [hello-app-295110] 

and region [europe-west]....done. 

Services to deploy: 



descriptor:      [/Users/realpython/Documents/helloapp/app.yaml] 

source:          [/Users/realpython/Documents/helloapp] 

target project:  [hello-app-295110] 

target service:  [default] 

target version:  [20201109t112408] 

target url:      [https://hello-app-295110.ew.r.appspot.com] 





Do you want to continue (Y/n)? 


After you confirm the setup by typing Y, your deployment will finally be on its way. Your terminal will show you some more information and a small loading animation while Google App Engine sets up your project on its servers: 

Beginning deployment of service [default]... 

Created .gcloudignore file. See `gcloud topic gcloudignore` for details. 

╔════════════════════════════════════════════════════════════╗ 

╠═ Uploading 3 files to Google Cloud Storage                ═╣ 

╚════════════════════════════════════════════════════════════╝ 

File upload done. 

Updating service [default]...⠼ 

Since this is the first deployment of your web app, it may take a few minutes to complete. Once the deployment is finished, you’ll see another helpful output in the console. It’ll look similar to the one below: 

Deployed service [default] to [https://hello-app-295110.ew.r.appspot.com] 



You can stream logs from the command line by running: 

  $ gcloud app logs tail -s default 



To view your application in the web browser run: 


  $ gcloud app browse 

You can now navigate to the mentioned URL in your browser, or type the suggested command gcloud app browse to access your live web app. You should see the same short text response that you saw earlier when running the app on your localhost: Congratulations, it's a web app! 

Notice that this website has a URL that you can share with other people, and they’ll be able to access it. You now have a live Python web application! 

Exercise: Practice and ExploreShow/Hide 

With this, you’ve completed the necessary steps to get your local Python code up on the web. However, the only functionality that you’ve put online so far is printing out a string of text. 

Time to step it up! Following the same process, you’ll bring more interesting functionality online in the next section. You’ll refactor the code of a local temperature converter script into a Flask web app. 

Convert a Script Into a Web Application 


Since this tutorial is about creating and deploying Python web applications from code you already have, the Python code for the temperature converter script is provided for you here: 

def fahrenheit_from(celsius): 

    """Convert Celsius to Fahrenheit degrees.""" 

    try: 

        fahrenheit = float(celsius) * 9 / 5 + 32 

        fahrenheit = round(fahrenheit, 3)  # Round to three decimal places 

        return str(fahrenheit) 

    except ValueError: 

        return "invalid input" 



if __name__ == "__main__": 

    celsius = input("Celsius: ") 

    print("Fahrenheit:", fahrenheit_from(celsius)) 

This is a short script that allows a user to convert a Celsius temperature to the equivalent Fahrenheit temperature. 

Exercise: Practice and ExploreShow/Hide 

With this working script in hand, you’ll now need to change the code to integrate it into your Flask app. There are two main points to consider for doing that: 

	Execution: How will the web app know when to run the code? 

	User input: How will the web app collect user input? 



You already learned how to tell Flask to execute a specific piece of code by adding the code to a function that you assign a route to. Start by tackling this task first. 

Add Code as a Function 


Flask separates different tasks into different functions that are each assigned a route through the @app.route decorator. When the user visits the specified route via its URL, the code inside the corresponding function gets executed. 

Start by adding fahrenheit_from() to your main.py file and wrapping it with the @app.route decorator: 

from flask import Flask 



app = Flask(__name__) 




@app.route("/") 

def index(): 

    return "Congratulations, it's a web app!" 



@app.route("/") 

def fahrenheit_from(celsius): 

    """Convert Celsius to Fahrenheit degrees.""" 

    try: 

        fahrenheit = float(celsius) * 9 / 5 + 32 

        fahrenheit = round(fahrenheit, 3)  # Round to three decimal places 

        return str(fahrenheit) 

    except ValueError: 

        return "invalid input" 



if __name__ == "__main__": 

    app.run(host="127.0.0.1", port=8080, debug=True) 

So far, you’ve only copied the code of your Python script into a function in your Flask app and added the @app.route decorator. 

However, there’s already a problem with this setup. What happens when you run the code in your development server? Give it a try. 

Currently, both of your functions are triggered by the same route ("/"). When a user visits that route, Flask picks the first function that matches it and executes that code. In your case, this means that fahrenheit_from() never gets executed because index() matches the same route and gets called first. 

Your second function will need its own unique route to be accessible. Additionally, you still need to allow your users to provide input to your function. 

Pass Values to Your Code 


You can solve both of these tasks by telling Flask to treat any remaining part of the URL following the base URL as a value and pass it on to your function. This requires only a small change to the parameter of the @app.route decorator before fahrenheit_from(): 

@app.route("/<celsius>") 

def fahrenheit_from(celsius): 

    # -- snip -- 

The angle bracket syntax (<>) tells Flask to capture any text following the base URL ("/") and pass it on to the function the decorator wraps as the variable celsius. Note that fahrenheit_from() requires celsius as an input. 

Note: Make sure that the URL path component you’re capturing has the same name as the parameter you’re passing to your function. Otherwise, Flask will be confused and will let you know about it by presenting you with an error message. 

Head back to your web browser and try out the new functionality using Flask’s development server. You’re now able to access both of your functions through your web app using different URL endpoints: 

	Index (/): If you go to the base URL, then you’ll see the short encouraging message from before. 

	Celsius (/42): If you add a number after the forward slash, then you’ll see the converted temperature appear in your browser. 



Play around with it some more and try entering different inputs. Even the error handling from your script is still functional and displays a message when a user enters a nonnumeric input. Your web app handles the same functionality as your Python script did locally, only now you can deploy it to the Internet. 

Refactor Your Code 


Flask is a mature web framework that allows you to hand over a lot of tasks to its internals. For example, you can let Flask take care of type checking the input to your function and returning an error message if it doesn’t fit. All this can be done with a concise syntax inside of the parameter to @app.route. Add the following to your path capturer: 

@app.route("/<int:celsius>") 

Adding int: before the variable name tells Flask to check whether the input it receives from the URL can be converted to an integer. If it can, then the content is passed on to fahrenheit_from(). If it can’t, then Flask displays a Not Found error page. 

Note: The Not Found error means that Flask attempted to match the path component it snipped off from the URL with any of the functions it knows about. 

However, the only patterns it currently knows about are the empty base path (/) and the base path followed by a number, such as /42. Since a text like /hello doesn’t match any of these patterns, it tells you that the requested URL was not found on the server. 

After applying Flask’s type check, you can now safely remove the try … except block in fahrenheit_from(). Only integers will ever be passed on to the function by Flask: 


from flask import Flask 



app = Flask(__name__) 



@app.route("/") 

def index(): 

    return "Congratulations, it's a web app!" 



@app.route("/<int:celsius>") 

def fahrenheit_from(celsius): 

    """Convert Celsius to Fahrenheit degrees.""" 

    fahrenheit = float(celsius) * 9 / 5 + 32 

    fahrenheit = round(fahrenheit, 3)  # Round to three decimal places 

    return str(fahrenheit) 



if __name__ == "__main__": 

    app.run(host="127.0.0.1", port=8080, debug=True) 

With this, you’ve completed converting your temperature conversion script into a web app. Confirm that everything works as expected locally, then deploy your app again to Google App Engine. 

Exercise: Practice and ExploreShow/Hide 

After successfully deploying your temperature conversion web app to the Internet, you now have a link that you can share with other people and allow them to convert Celsius temperatures to Fahrenheit temperatures. 


However, the interface still looks quite basic and the web app functions more like an API than a front-end web app. Many users might not know how to interact with your Python web application in its current state. This shows you the limitations of using pure Python for web development. 

If you want to create more intuitive interfaces, then you’ll need to start using at least a little bit of HTML. 

In the next section, you’ll keep iterating over your code and use HTML to create an input box that allows users to enter a number directly on the page rather than through the URL. 

Improve the User Interface of Your Web Application 


In this section, you’ll learn how to add an HTML <form> input element to your web app to allow users to interact with it in a straightforward manner that they’re used to from other online applications. 

To improve the user interface and user experience of your web app, you’ll need to work with languages other than Python, namely front-end languages such as HTML, CSS, and JavaScript. This tutorial avoids going into these as much as possible, to remain focused on using Python. 

However, if you want to add an input box to your web app, then you’ll need to use some HTML. You’ll implement only the absolute minimum to get your web app looking and feeling more like a website that users will be familiar with. You’ll use the HTML <form> element to collect their input. 

Note: If you want to learn more about HTML, then check out MDN’s Introduction to HTML. 


After the update to your web app, you’ll have a text field where the user can input a temperature in degrees Celsius. There will be a Convert button to convert the user-supplied Celsius temperature into degrees Fahrenheit: 

The converted result will be displayed on the next line and will be updated whenever the user clicks Convert. 

You’ll also change the functionality of the app so that both the form and the conversion result are displayed on the same page. You’ll refactor the code so that you only need a single URL endpoint. 

Collect User Input 


Start by creating a <form> element on your landing page. Copy the following few lines of HTML into the return statement of index(), replacing the text message from before: 

@app.route("/") 

def index(): 

    return """<form action="" method="get"> 

                <input type="text" name="celsius"> 

                <input type="submit" value="Convert"> 

              </form>""" 

When you reload your page at the base URL, you’ll see an input box and a button. The HTML renders correctly. Congratulations, you just created an input form! 

Note: Keep in mind that these few lines of HTML don’t constitute a valid HTML page by themselves. However, modern browsers are designed in a way that they can fill in the blanks and create the missing structure for you. 

What happens when you enter a value and then click Convert? While the page looks just the same, you might notice that the URL changed. It now displays a query parameter with a value after the base URL. 


For example, if you entered 42 into the text box and clicked the button, then your URL would look like this: http://127.0.0.1:8080/?celsius=42. This is good news! The value was successfully recorded and added as a query parameter to the HTTP GET request. Seeing this URL means that you’re once again requesting the base URL, but this time with some extra values that you’re sending along. 

However, nothing currently happens with that extra value. While the form is set up as it should be, it’s not yet correctly connected to the code functionality of your Python web app. 

In order to understand how to make that connection, you’ll read about each piece of the <form> element to see what the different parts are all about. You’ll look at the following three elements and their attributes separately: 

	<form> element 

	Input box 

	Submit button 



Each of these are separate HTML elements. While this tutorial aims to keep the focus on Python rather than HTML, it’ll still be helpful to have a basic understanding of what goes on in this block of HTML code. Start by looking at the outermost HTML element. 

<form> Element 

The <form> element creates an HTML form. The other two <input> elements are wrapped inside it: 

<form action="" method="get"> 

  <input type="text" name="celsius" /> 

  <input type="submit" value="Convert" /> 

</form> 

The <form> element also contains two HTML attributes called action and method: 

	action determines where the data that the user submits will be sent. You’re leaving the value as an empty string here, which makes your browser direct the request to the same URL it was called from. In your case, that’s the empty base URL. 

	method defines what type of HTTP request the form produces. Using the default of "get" creates an HTTP GET request. This means that the user-submitted data will be visible in the URL query parameters. If you were submitting sensitive data or communicating with a database, then you would need to use an HTTP POST request instead. 



After inspecting the <form> element and its attributes, your next step is to take a closer look at the first of the two <input> elements. 

Input Box 

The second HTML element is an <input> element that’s nested inside the <form> element: 

<form action="" method="get"> 

  <input type="text" name="celsius" /> 

  <input type="submit" value="Convert" /> 

</form> 

The first <input> element has two HTML attributes: 

	type defines what type of <input> element should be created. There are many to choose from, such as checkboxes and drop-down elements. In this case, you want the user to enter a number as text, so you’re setting the type to "text". 

	name defines what the value the user enters will be referred to as. You can think of it as the key to a dictionary, where the value is whatever the user inputs into the text box. You saw this name show up in the URL as the key of the query parameter. You’ll need this key later to retrieve the user-submitted value. 



HTML <input> elements can have different shapes, and some of them require different attributes. You’ll see an example of this when looking at the second <input> element, which creates a Submit button and is the last HTML element that makes up your code snippet. 

Submit Button 

The second <input> element creates the button that allows your users to submit their input: 

<form action="" method="get"> 

  <input type="text" name="celsius" /> 

  <input type="submit" value="Convert" /> 

</form> 

This element also has two HTML attributes, which are named type and value: 

	type defines what sort of input element will be created. Using the value "submit" creates a button that allows you to send the bundled-up form data onwards. 

	value defines what text the button should display. Feel free to change it to see how the button displays your changed text. 



With this short overview of the different HTML elements and their attributes in mind, you now have a better understanding of what you’re adding to your Python code and what the elements are used for. 

The information that you’ll need to connect your form submission to your Flask code is the first <input> element’s name value, celsius, which you’ll use to access the submitted value in your function. 

Next, you’ll learn how to change your Python code to correctly process the submitted form input. 

Receive User Input 


In the action attribute of your <form> element, you specified that the data of your HTML form should be sent back to the same URL it came from. Now you need to include the functionality to fetch the value in index(). For this, you need to accomplish two steps: 

	Import Flask’s request object: Like many web frameworks, Flask passes HTTP requests along as global objects. In order to be able to use this global request object, you first need to import it. 

	Fetch the value: The request object contains the submitted value and gives you access to it through a Python dictionary syntax. You need to fetch it from the global object to be able to use it in your function. 



Rewrite your code and add these two changes now. You’ll also want to add the captured value at the end of the form string to display it after the form: 

from flask import Flask 


from flask import request 



app = Flask(__name__) 



@app.route("/") 

def index(): 

    celsius = request.args.get("celsius", "") 

    return ( 

        """<form action="" method="get"> 

                <input type="text" name="celsius"> 

                <input type="submit" value="Convert"> 

            </form>""" 

        + celsius 

    ) 



@app.route("/<int:celsius>") 

def fahrenheit_from(celsius): 

    """Convert Celsius to Fahrenheit degrees.""" 

    fahrenheit = float(celsius) * 9 / 5 + 32 

    fahrenheit = round(fahrenheit, 3)  # Round to three decimal places 

    return str(fahrenheit) 



if __name__ == "__main__": 

    app.run(host="127.0.0.1", port=8080, debug=True) 

The request.args dictionary contains any data submitted with an HTTP GET request. If your base URL gets called initially, without a form submission, then the dictionary will be empty and you’ll return an empty string as the default value instead. If the page gets called through submitting the form, then the dictionary will contain a value under the celsius key, and you can successfully fetch it and add it to the returned string. 

Give it a spin! You’re now able to enter a number and see it displayed right underneath the form’s button. If you enter a new number, then the old one gets replaced. You’re correctly sending and receiving the data that your users are submitting. 

Before you move on to integrate the submitted value with your temperature converter code, are there any potential problems you can think of with this implementation? 

Exercise: Practice and ExploreShow/Hide 

Currently, your web app accepts any kind of input, be it a number, a string, or even HTML or JavaScript code. This is extremely dangerous because your users might accidentally or intentionally break your web app by entering specific types of content. 

Most of the time you should allow Flask to take care of these security issues automatically by using a different project setup. However, you’re in this situation now, so it’s good idea to find out how you can manually make the form you created input safe. 

Escape User Input 


Taking input from a user and displaying that input back without first investigating what you’re about to display is a huge security hole. Even without malicious intent, your users might do unexpected things that cause your application to break. 

Try to hack your unescaped input form by adding some HTML text to it. Instead of entering a number, copy the following line of HTML code, paste it into your input box, and click Convert: 

<marquee><a href="https://www.realpython.com">CLICK ME</a></marquee> 


Flask inserts the text directly into HTML code, which causes this text input to get interpreted as HTML tags. Because of that, your browser renders the code dutifully, as it would with any other HTML. Instead of displaying back the input as text, you suddenly have to deal with a stylish educational spam link that time-traveled here right from the ’90s: 

While this example is harmless and goes away with a refresh of your page, you can imagine how this might present a security problem when other types of content are added in this way. You don’t want to open up the possibility of your users editing aspects of your web app that aren’t meant to be edited. 

To avoid this, you can use Flask’s built-in escape(), which converts the special HTML characters <, >, and & into equivalent representations that can be displayed correctly. 

You’ll first need to import escape into your Python script to use this functionality. Then, when you submit the form, you can convert any special HTML characters and make your form input ’90s hacker–proof: 

from flask import Flask 

from flask import request, escape 



app = Flask(__name__) 



@app.route("/") 

def index(): 

    celsius = str(escape(request.args.get("celsius", ""))) 

    return ( 

        """<form action="" method="get"> 

                <input type="text" name="celsius"> 

                <input type="submit" value="Convert"> 

            </form>""" 

        + celsius 

    ) 



@app.route("/<int:celsius>") 

def fahrenheit_from(celsius): 

    """Convert Celsius to Fahrenheit degrees.""" 

    fahrenheit = float(celsius) * 9 / 5 + 32 

    fahrenheit = round(fahrenheit, 3)  # Round to three decimal places 

    return str(fahrenheit) 



if __name__ == "__main__": 

    app.run(host="127.0.0.1", port=8080, debug=True) 

Refresh your development server and try submitting some HTML code. Now it’ll be displayed back to you as the text string that you entered. 

Note: It’s necessary to convert the escaped sequence back to a Python str. Otherwise, Flask will also greedily convert the <form> element your function returns into escaped strings. 

When building larger web applications, you shouldn’t have to deal with escaping your input since all HTML will be handled using templates. If you want to learn more about that, then check out Flask by Example. 

After learning how to collect user input and also how to escape it, you’re finally ready to implement the temperature conversion functionality and show a user the Fahrenheit equivalent of the Celsius temperature they entered. 


Process User Input 


Since this approach uses only one URL endpoint, you can’t rely on Flask to type check the user input via URL path component capturing as you did earlier on. This means you’ll want to reintroduce your try … except block from the initial fahrenheit_from() of the original code. 

Note: Since you’re validating the type of the user input in fahrenheit_from(), you don’t need to implement flask.escape(), and it won’t be part of your final code. You can safely remove the import of escape and strip the call to request.args.get() back to its initial state. 

This time, fahrenheit_from() won’t be associated with an @app.route decorator. Go ahead and delete that line of code. You’ll call fahrenheit_from() explicitly from index() instead of asking Flask to execute it when a specific URL endpoint is accessed. 

After deleting the decorator from fahrenheit_from() and reintroducing the try … except block, you’ll next add a conditional statement to index() that checks whether the global request object contains a celsius key. If it does, then you want to call fahrenheit_from() to calculate the corresponding Fahrenheit degrees. If it doesn’t, then you assign an empty string to the fahrenheit variable instead. 

Doing this allows you to add the value of fahrenheit to the end of your HTML string. The empty string won’t be visible on your page, but if the user submitted a value, then it’ll show up underneath the form. 

After applying these final changes, you complete the code for your temperature converter Flask app: 

1from flask import Flask 

2from flask import request 

3 

4app = Flask(__name__) 

5 

6@app.route("/") 

7def index(): 

8    celsius = request.args.get("celsius", "") 

9    if celsius: 

10        fahrenheit = fahrenheit_from(celsius) 

11    else: 

12        fahrenheit = "" 

13    return ( 

14        """<form action="" method="get"> 

15                Celsius temperature: <input type="text" name="celsius"> 

16                <input type="submit" value="Convert to Fahrenheit"> 

17            </form>""" 

18        + "Fahrenheit: " 

19        + fahrenheit 

20    ) 

21 

22def fahrenheit_from(celsius): 

23    """Convert Celsius to Fahrenheit degrees.""" 

24    try: 

25        fahrenheit = float(celsius) * 9 / 5 + 32 


26        fahrenheit = round(fahrenheit, 3)  # Round to three decimal places 

27        return str(fahrenheit) 

28    except ValueError: 

29        return "invalid input" 

30 

31if __name__ == "__main__": 

32    app.run(host="127.0.0.1", port=8080, debug=True) 

Since there have been quite a few changes, here’s a step-by-step review of the edited lines: 

	Line 2: You’re not using flask.escape() anymore, so you can remove it from the import statement. 

	Lines 8, 11, and 12: As before, you’re fetching the user-submitted value through Flask’s global request object. By using the dictionary method .get(), you assure that an empty string gets returned if the key isn’t found. That’ll be the case if the page is loaded initially and the user hasn’t submitted the form yet. This is implemented in lines 11 and 12. 

	Line 19: By returning the form with the default empty string stuck to the end, you avoid displaying anything before the form has been submitted. 

	Lines 9 and 10: After your users enter a value and click Convert, the same page gets loaded again. This time around, request.args.get("celsius", "") finds the celsius key and returns the associated value. This makes the conditional statement evaluate to True, and the user-provided value is passed to fahrenheit_from(). 

	Lines 24 to 29: fahrenheit_from() checks if the user supplied a valid input. If the provided value can be converted to a float, then the function applies the temperature conversion code and returns the temperature in Fahrenheit. If it can’t be converted, then a ValueError exception is raised, and the function returns the string "invalid input" instead. 

	Line 19: This time, when you concatenate the fahrenheit variable to the end of the HTML string, it points to the return value of fahrenheit_from(). This means that either the converted temperature or the error message string will be added to your HTML. 

	Lines 15 and 18: To make the page easier to use, you also add the descriptive labels Celsius temperature and Fahrenheit to this same HTML string. 



Your page will render correctly even though the way you’re adding these strings doesn’t represent valid HTML. This works thanks to the power of modern browsers. 

Keep in mind that if you’re interested in diving deeper into web development, then you’ll need to learn HTML. But for the sake of getting your Python script deployed online, this will do just fine. 

You should now be able to use your temperature conversion script inside your browser. You can supply a Celsius temperature through the input box, click the button, and see the converted Fahrenheit result appear on the same web page. Since you’re using the default HTTP GET request, you can also see the submitted data appear in the URL. 

Note: In fact, you can even circumvent the form and provide your own value for celsius by supplying an appropriate address, similar to how you were able to use the conversion when you built the script without the HTML form. 

For instance, try typing the URL localhost:8080/?celsius=42 directly into your browser, and you’ll see the resulting temperature conversion appear on your page. 

Deploy your finished application again to Google App Engine using the gcloud app deploy command. Once the deployment is done, go to the provided URL or run gcloud app browse to see your Python web application live on the Internet. Test it out by adding different types of input. Once you’re satisfied, share your link with the world. 

Exercise: Practice and ExploreShow/Hide 

At this point, you’ve successfully converted your Python script into a Python web app and deployed it to Google App Engine for online hosting. You can use the same process to convert more of your Python scripts into web apps. 

Exercise: Practice and ExploreShow/Hide 

Hosting your code online can make it accessible to more people over the Internet. Go ahead and convert your favorite scripts into Flask applications and show them to the world. 

Conclusion 


You covered a lot of ground in this tutorial! You started with a local Python script and transformed it into a user-friendly, fully deployed Flask application that’s now hosted on Google App Engine. 

While working through this tutorial, you learned: 

	How web applications provide data over the Internet 

	How to refactor your Python script so you can host it online 

	How to create a basic Flask application 

	How to manually escape user input 

	How to deploy your code to Google App Engine 



You can now take your local Python scripts and make them available online for the whole world to use. 

PROJECT 3:  Use a Flask Blueprint to Architect Your Applications

Flask is a very popular web application framework that leaves almost all design and architecture decisions up to the developer. In this tutorial, you’ll learn how a Flask Blueprint, or Blueprint for short, can help you structure your Flask application by grouping its functionality into reusable components. 

In this tutorial, you’ll learn: 

	What Flask Blueprints are and how they work 

	How to create and use a Flask Blueprint to organize your code 

	How to improve code reusability using your own or a third-party Flask Blueprint 



This tutorial assumes that you have some experience using Flask and that you’ve built some applications before. If you haven’t used Flask before. 

What a Flask Application Looks Like 


Let’s start by reviewing the structure of a small Flask application. You can create a small web application by following the steps in this section. To get started, you need to install the Flask Python package. You can run the following command to install Flask using pip: 

$ pip install Flask==1.1.1 

The above command installs Flask version 1.1.1. This is the version you’ll use throughout this tutorial, though you can apply what you’ll learn here to other versions, as well. 

Note: For more information on how to install Flask in a virtual environment and other pip options, check out Python Virtual Environments: A Primer and What Is Pip? A Guide for New Pythonistas. 

After you install Flask, you’re ready to start implementing its functionality. Since Flask doesn’t impose any restrictions on project structure, you can organize your project’s code as you want. For your first application, you can use a very straightforward layout, as shown below. A single file will contain all the application logic: 

app/ 

| 

└── app.py 


The file app.py will contain the definition of the application and its views. 

When you create a Flask application, you start by creating a Flask object that represents your application, and then you associate views to routes. Flask takes care of dispatching incoming requests to the correct view based on the request URL and the routes you’ve defined. 

In Flask, views can be any callable (like a function) that receives requests and returns the response for that request. Flask is responsible for sending the response back to the user. 

The following code block is your application’s full source code: 

from flask import Flask 



app = Flask(__name__) 



@app.route('/') 

def index(): 

    return "This is an example app" 

This code creates the object app, which belongs to the Flask class. The view function index() is linked to the route / using the app.route decorator. To learn more about decorators, check out Primer on Python Decorators and Python Decorators 101. 

You can run the application with the following command: 

$ flask run 

By default, Flask will run the application you defined in app.py on port 5000. While the application is running, go to http://localhost:5000 using your web browser. You’ll see a page showing the message, This is an example app. 

The chosen project layout is great for very small applications, but it doesn’t scale well. As your code grows, it can become harder for you to maintain everything in a single file. So, when your application grows in size or complexity, you may want to structure your code in a different way to keep it maintainable and clear to understand. Throughout this tutorial, you’ll learn how to use a Flask Blueprint to achieve this. 


What a Flask Blueprint Looks Like 


Flask Blueprints encapsulate functionality, such as views, templates, and other resources. To get a taste for how a Flask Blueprint would work, you can refactor the previous application by moving the index view into a Flask Blueprint. To do so, you have to create a Flask Blueprint that contains the index view and then use it in the application. 

This is what the file structure looks like for this new application: 

app/ 

| 

├── app.py 

└── example_blueprint.py 

example_blueprint.py will contain the Flask Blueprint implementation. You’ll then modify app.py to use it. 

The following code block shows how you can implement this Flask Blueprint in example_blueprint.py. It contains a view at the route / that returns the text This is an example app: 

from flask import Blueprint 



example_blueprint = Blueprint('example_blueprint', __name__) 



@example_blueprint.route('/') 


def index(): 

    return "This is an example app" 

In the above code, you can see the steps common to most Flask Blueprint definitions: 

	Create a Blueprint object called example_blueprint. 

	Add views to example_blueprint using the route decorator. 



The following code block shows how your application imports and uses the Flask Blueprint: 

from flask import Flask 

from example_blueprint import example_blueprint 



app = Flask(__name__) 

app.register_blueprint(example_blueprint) 

To use any Flask Blueprint, you have to import it and then register it in the application using register_blueprint(). When a Flask Blueprint is registered, the application is extended with its contents. 

You can run the application with the following command: 

$ flask run 

While the application is running, go to http://localhost:5000 using your web browser. You’ll see a page showing the message, This is an example app. 

How Flask Blueprints Work 


In this section, you’ll learn in detail how a Flask Blueprint is implemented and used. Each Flask Blueprint is an object that works very similarly to a Flask application. They both can have resources, such as static files, templates, and views that are associated with routes. 


However, a Flask Blueprint is not actually an application. It needs to be registered in an application before you can run it. When you register a Flask Blueprint in an application, you’re actually extending the application with the contents of the Blueprint. 

This is the key concept behind any Flask Blueprint. They record operations to be executed later when you register them on an application. For example, when you associate a view to a route in a Flask Blueprint, it records this association to be made later in the application when the Blueprint is registered. 

Making a Flask Blueprint 


Let’s revisit the Flask Blueprint definition that you’ve seen previously and review it in detail. The following code shows the Blueprint object creation: 

from flask import Blueprint 



example_blueprint = Blueprint('example_blueprint', __name__) 

Note that in the above code, some arguments are specified when creating the Blueprint object. The first argument, "example_blueprint", is the Blueprint’s name, which is used by Flask’s routing mechanism. The second argument, __name__, is the Blueprint’s import name, which Flask uses to locate the Blueprint’s resources. 

There are other optional arguments that you can provide to alter the Blueprint’s behavior: 

	static_folder: the folder where the Blueprint’s static files can be found 

	static_url_path: the URL to serve static files from 

	template_folder: the folder containing the Blueprint’s templates 

	url_prefix: the path to prepend to all of the Blueprint’s URLs 

	subdomain: the subdomain that this Blueprint’s routes will match on by default 

	url_defaults: a dictionary of default values that this Blueprint’s views will receive 

	root_path: the Blueprint’s root directory path, whose default value is obtained from the Blueprint’s import name 



Note that all paths, except root_path, are relative to the Blueprint’s directory. 

The Blueprint object example_blueprint has methods and decorators that allow you to record operations to be executed when registering the Flask Blueprint in an application to extend it. One of the most used decorators is route. It allows you to associate a view function to a URL route. The following code block shows how this decorator is used: 

@example_blueprint.route('/') 

def index(): 

    return "This is an example app" 

You decorate index() using example_blueprint.route and associate the function to the URL /. 


Blueprint objects also provide other methods that you may find useful: 

	.errorhandler() to register an error handler function 

	.before_request() to execute an action before every request 

	.after_request() to execute an action after every request 

	.app_template_filter() to register a template filter at the application level 



Registering the Blueprint in Your Application 


Recall that a Flask Blueprint is not actually an application. When you register the Flask Blueprint in an application, you extend the application with its contents. The following code shows how you can register the previously-created Flask Blueprint in an application: 

from flask import Flask 

from example_blueprint import example_blueprint 



app = Flask(__name__) 

app.register_blueprint(example_blueprint) 

When you call .register_blueprint(), you apply all operations recorded in the Flask Blueprint example_blueprint to app. Now, requests to the app for the URL / will be served using .index() from the Flask Blueprint. 

You can customize how the Flask Blueprint extends the application by providing some parameters to register_blueprint: 


	url_prefix is an optional prefix for all the Blueprint’s routes. 

	subdomain is a subdomain that Blueprint routes will match. 

	url_defaults is a dictionary with default values for view arguments. 



Being able to do some customization at registration time, instead of at creation time, is particularly useful when you’re sharing the same Flask Blueprint in different projects. 

In this section, you’ve seen how Flask Blueprints work and how you can create them and use them. In the following sections, you’ll learn how you can leverage a Flask Blueprint to architect your applications, structuring them into independent components. In some cases, it’s also possible for you to reuse these components in different applications to reduce development time! 

How to Use Flask Blueprints to Architect Your Application’s Code 


In this section, you’re going to see how you can refactor an example application using a Flask Blueprint. The example application is an e-commerce site with the following features: 

	Visitors can sign up, log in, and recover passwords. 

	Visitors can search for products and view their details. 

	Users can add products to their cart and checkout. 

	An API enables external systems to search and retrieve product information. 



You don’t need to care much about the details of the implementation. Instead, you’ll focus mainly on how a Flask Blueprint can be used to improve the application’s architecture. 


Understanding Why Project Layout Matters 


Remember, Flask does not enforce any particular project layout. It’s completely feasible to organize this application’s code as follows: 

ecommerce/ 

| 

├── static/ 

|   ├── logo.png 

|   ├── main.css 

|   ├── generic.js 

|   └── product_view.js 

| 

├── templates/ 

|   ├── login.html 

|   ├── forgot_password.html 

|   ├── signup.html 

|   ├── checkout.html 

|   ├── cart_view.html 

|   ├── index.html 

|   ├── products_list.html 

|   └── product_view.html 

| 

├── app.py 

├── config.py 

└── models.py 

This application’s code is organized using these directories and files: 


	static/ contains the application’s static files. 

	templates/ contains the application’s templates. 

	models.py contains the definition of the application’s models. 

	app.py contains the application logic. 

	config.py contains the application configuration parameters. 



This is an example of how many applications begin. Although this layout is pretty straightforward, it has several drawbacks that arise as the app complexity increases. For example, it will be hard for you to reuse the application logic in other projects because all the functionality is bundled in app.py. If you split this functionality into modules instead, then you could reuse complete modules across different projects. 

Also, if you have just one file for the application logic, then you would end up with a very large app.py that mixes code that’s nearly unrelated. This can make it hard for you to navigate and maintain the script. 

What’s more, large code files are a source of conflicts when you’re working in a team, since everybody will be making changes to the same file. These are just a few reasons why the previous layout is only good for very small applications. 

Organizing Your Projects 


Instead of structuring the application using the previous layout, you can leverage a Flask Blueprint to split the code into different modules. In this section, you’ll see how to architect the previous application to make Blueprints that encapsulate related functionality. In this layout, there are five Flask Blueprints: 

	API Blueprint to enable external systems to search and retrieve product information 

	Authentication Blueprint to enable users to log in and recover their password 

	Cart Blueprint for cart and checkout functionality 

	General Blueprint for the homepage 

	Products Blueprint for searching and viewing products 



If you use a separate directory for each Flask Blueprint and its resources, then the project layout would look as follows: 

ecommerce/ 

| 

├── api/ 

|   ├── __init__.py 

|   └── api.py 

| 

├── auth/ 

|   ├── templates/ 

|   |   └── auth/ 

|   |       ├── login.html 

|   |       ├── forgot_password.html 

|   |       └── signup.html 

|   | 

|   ├── __init__.py 

|   └── auth.py 

| 

├── cart/ 

|   ├── templates/ 


|   |   └── cart/ 

|   |       ├── checkout.html 

|   |       └── view.html 

|   | 

|   ├── __init__.py 

|   └── cart.py 

| 

├── general/ 

|   ├── templates/ 

|   |   └── general/ 

|   |       └── index.html 

|   | 

|   ├── __init__.py 

|   └── general.py 

| 

├── products/ 

|   ├── static/ 

|   |   └── view.js 

|   | 

|   ├── templates/ 

|   |   └── products/ 

|   |       ├── list.html 

|   |       └── view.html 

|   | 

|   ├── __init__.py 

|   └── products.py 

| 

├── static/ 

|   ├── logo.png 


|   ├── main.css 

|   └── generic.js 

| 

├── app.py 

├── config.py 

└── models.py 

To organize code in this way, you move all views from app.py into the corresponding Flask Blueprint. You also moved templates and non-global static files. This structure makes it easier for you to find the code and resources related to a given functionality. For example, if you want to find the application logic about products, then you can go to the Products Blueprint in products/products.py instead of scrolling through app.py. 

Let’s see the Products Blueprint implementation in products/products.py: 

from flask import Blueprint, render_template 

from ecommerce.models import Product 



products_bp = Blueprint('products_bp', __name__, 

    template_folder='templates', 

    static_folder='static', static_url_path='assets') 



@products_bp.route('/') 

def list(): 

    products = Product.query.all() 

    return render_template('products/list.html', products=products) 



@products_bp.route('/view/<int:product_id>') 


def view(product_id): 

    product = Product.query.get(product_id) 

    return render_template('products/view.html', product=product) 

This code defines the products_bp Flask Blueprint and contains only the code that’s related to product functionality. Since this Flask Blueprint has its own templates, you need to specify the template_folder relative to the Blueprint’s root in the Blueprint object creation. Since you specify static_folder='static' and static_url_path='assets', files in ecommerce/products/static/ will be served under the /assets/ URL. 

Now you can move the rest of your code’s functionality to the corresponding Flask Blueprint. In other words, you can create Blueprints for API, authentication, cart, and general functionality. Once you’ve done so, the only code left in app.py will be code that deals with application initialization and Flask Blueprint registration: 

from flask import Flask 



from ecommmerce.api.api import api_bp 

from ecommmerce.auth.auth import auth_bp 

from ecommmerce.cart.cart import cart_bp 

from ecommmerce.general.general import general_bp 

from ecommmerce.products.products import products_bp 



app = Flask(__name__) 



app.register_blueprint(api_bp, url_prefix='/api') 


app.register_blueprint(auth_bp) 

app.register_blueprint(cart_bp, url_prefix='/cart') 

app.register_blueprint(general_bp) 

app.register_blueprint(products_bp, url_prefix='/products') 

Now, app.py simply imports and registers the Blueprints to extend the application. Since you use url_prefix, you can avoid URL collisions between Flask Blueprint routes. For example, the URLs /products/ and /cart/ resolve to different endpoints defined in the products_bp and cart_bp Blueprints for the same route, /. 

Including Templates 


In Flask, when a view renders a template, the template file is searched in all the directories that were registered in the application’s template search path. By default, this path is ["/templates"], so templates are only searched for in the /templates directory inside the application’s root directory. 

If you set the template_folder argument in a Blueprint’s creation, then its templates folder is added to the application’s template search path when the Flask Blueprint is registered. However, if there are duplicated file paths under different directories that are part of the template search path, then one will take precedence, depending on their registration order. 

For example, if a view requests the template view.html and there are files with this same name in different directories in the template search path, then one of these will take precedence over the other. Since it may be hard to remember the precedence order, it’s best to avoid having files under the same path in different template directories. That’s why the following structure for the templates in the application makes sense: 

ecommerce/ 

| 

└── products/ 

    └── templates/ 

        └── products/ 

            ├── search.html 

            └── view.html 

At first, it may look redundant to have the Flask Blueprint name appear twice: 

	As the Blueprint’s root directory 

	Inside the templates directory 



However, know that by doing this, you can avoid possible template name collisions between different Blueprints. Using this directory structure, any views requiring the view.html template for products can use products/view.html as the template file name when calling render_template. This avoids conflicts with the view.html that belongs to the Cart Blueprint. 

As a final note, it’s important to know that templates in the application’s template directory have greater precedence than those inside the Blueprint’s template directory. This can be useful to know if you want to override Flask Blueprint templates without actually modifying the template file. 

For example, if you wanted to override the template products/view.html in the Products Blueprint, then you can accomplish this by creating a new file products/view.html in the application templates directory: 

ecommerce/ 


| 

├── products/ 

|   └── templates/ 

|       └── products/ 

|           ├── search.html 

|           └── view.html 

| 

└── templates/ 

        └── products/ 

            └── view.html 

When you do this, your program will use templates/products/view.html instead of products/templates/products/view.html whenever a view requires the template products/view.html. 

Providing Functionality Other Than Views 


So far, you’ve only seen Blueprints that extend applications with views, but Flask Blueprints don’t have to provide just views! They can extend applications with templates, static files, and template filters. For example, you could create a Flask Blueprint to provide a set of icons and use it across your applications. This would be the file structure for such a Blueprint: 

app/ 

| 

└── icons/ 

    ├── static/ 

    |   ├── add.png 

    |   ├── remove.png 

    |   └── save.png 

    | 

    ├── __init__.py 

    └── icons.py 

The static folder contains the icon files and icons.py is the Flask Blueprint definition. 

This is how icons.py might look: 

from flask import Blueprint 



icons_bp = Blueprint('icons_bp', __name__, 

    static_folder='static', 

    static_url_path='icons') 

This code defines the icons_bp Flask Blueprint that exposes the files in the static directory under the /icons/ URL. Note that this Blueprint does not define any route. 

When you can create Blueprints that package views and other types of content, you make your code and assets more reusable across your applications. You’ll learn more about Flask Blueprint reusability in the following section. 

How to Use Flask Blueprints to Improve Code Reuse 


Besides code organization, there’s another advantage to structuring your Flask application as a collection of independent components. You can reuse these components even across different applications! For example, if you created a Flask Blueprint that provides functionality for a contact form, then you can reuse it in all your applications. 

You can also leverage Blueprints created by other developers to accelerate your work. While there’s no centralized repository for existing Flask Blueprints, you can find them using the Python Package Index, GitHub Search, and web search engines. You can learn more about searching PyPI packages in What Is Pip? A Guide for New Pythonistas. 

There are various Flask Blueprints and Flask Extensions (which are implemented using Blueprints) that provide functionality that you may find useful: 

	Authentication 

	Admin/CRUD generation 

	CMS functionality 

	And more! 



Instead of coding your application from scratch, you may consider searching for an existing Flask Blueprint or Extension that you can reuse. Leveraging third-party Blueprints and Extensions can help you to reduce development time and keep your focus on your application’s core logic! 

Conclusion 


In this tutorial, you’ve seen how Flask Blueprints work, how to use them, and how they can help you to organize your application’s code. Flask Blueprints are a great tool for dealing with application complexity as it increases. 

You’ve learned: 

	What Flask Blueprints are and how they work 

	How you can implement and use a Flask Blueprint 

	How Flask Blueprints can help you to organize your application’s code 

	How you can use Flask Blueprints to ease the reusability of your own and third-party components 

	How using a Flask Blueprint in your project can reduce development time 



You can use what you’ve learned in this tutorial to start organizing your applications as a set of blueprints. When you architect your applications this way, you’ll improve code reuse, maintainability, and teamwork! 

PART 4:   Dockerizing Flask With Compose and Machine – From Localhost to the Cloud

Docker is a powerful tool for spinning up isolated, reproducible application environment containers. This piece looks at just that—how to containerize a Flask app for local development along with delivering the application to a cloud hosting provider via Docker Compose and Docker Machine. 

Updates: 

	03/31/2019: Updated to the latest versions of Docker - Docker client (v18.09.2), Docker compose (v1.23.2), and Docker Machine (v0.16.1) Thanks Florian Dahlitz! 

	11/16/2015: Updated to the latest versions of Docker - Docker client (v1.9.0), Docker compose (v1.5.0), and Docker Machine (v0.5.0) 

	04/25/2015: Fixed small typo, and updated the docker-compose.yml file to properly copy static files. 

	04/19/2015: Added a shell script for copying static files. 



Interested in creating a similar environment for Django? Check out this blog post. 

Local Setup 


Along with Docker (v18.09.2) we’ll be using - 

	Docker Compose (v1.23.2) - previously known as fig - for orchestrating a multi-container application into a single app, and 

	Docker Machine (v0.16.1) for creating Docker hosts both locally and in the cloud. 



Follow the directions here and here to install Docker Compose and Machine, respectively. 

Running either older Mac OS X or Windows versions, then your best bet is to install Docker Toolbox. 

Test out the installs: 

$ docker-machine --version 

docker-machine version 0.16.1, build cce350d7 

$ docker-compose --version 

docker-compose version 1.23.2, build 1110ad01 

Next clone the project from the repository or create your own project based on the project structure found on the repo: 

├── docker-compose.yml 


├── nginx 

│   ├── Dockerfile 

│   └── sites-enabled 

│       └── flask_project 

└── web 

    ├── Dockerfile 

    ├── app.py 

    ├── config.py 

    ├── create_db.py 

    ├── models.py 

    ├── requirements.txt 

    ├── static 

    │   ├── css 

    │   │   ├── bootstrap.min.css 

    │   │   └── main.css 

    │   ├── img 

    │   └── js 

    │       ├── bootstrap.min.js 

    │       └── main.js 

    └── templates 

        ├── _base.html 

        └── index.html 

We’re now ready to get the containers up and running. Enter Docker Machine. 

Docker Machine 


To start Docker Machine, first make sure you’re in the project root and then simply run: 

$ docker-machine create -d virtualbox dev; 


Creating CA: /Users/realpython/.docker/machine/certs/ca.pem 

Creating client certificate: /Users/realpython/.docker/machine/certs/cert.pem 

Running pre-create checks... 

(dev) Image cache directory does not exist, creating it at /Users/realpython/.docker/machine/cache... 

(dev) No default Boot2Docker ISO found locally, downloading the latest release... 

(dev) Latest release for github.com/boot2docker/boot2docker is v18.09.3 

(dev) Downloading /Users/realpython/.docker/machine/cache/boot2docker.iso from https://github.com/boot2docker/boot2docker/releases/download/v18.09.3/boot2docker.iso... 

(dev) 0%....10%....20%....30%....40%....50%....60%....70%....80%....90%....100% 

Creating machine... 

(dev) Copying /Users/realpython/.docker/machine/cache/boot2docker.iso to /Users/realpython/.docker/machine/machines/dev/boot2docker.iso... 

(dev) Creating VirtualBox VM... 

(dev) Creating SSH key... 

(dev) Starting the VM... 

(dev) Check network to re-create if needed... 

(dev) Found a new host-only adapter: "vboxnet0" 

(dev) Waiting for an IP... 

Waiting for machine to be running, this may take a few minutes... 


Detecting operating system of created instance... 

Waiting for SSH to be available... 

Detecting the provisioner... 

Provisioning with boot2docker... 

Copying certs to the local machine directory... 

Copying certs to the remote machine... 

Setting Docker configuration on the remote daemon... 

Checking connection to Docker... 

Docker is up and running! 

To see how to connect your Docker Client to the Docker Engine running on this virtual machine, run: docker-machine env dev 

The create command setup a “machine” (called dev) for Docker development. In essence, it downloaded boot2docker and started a VM with Docker running. Now just point the Docker client at the dev machine via: 

$ eval "$(docker-machine env dev)" 

Run the following command to view the currently running Machines: 

$ docker-machine ls 

NAME   ACTIVE   DRIVER       STATE     URL                         SWARM   DOCKER     ERRORS 

dev    *        virtualbox   Running   tcp://192.168.99.100:2376           v18.09.3 

Next, let’s fire up the containers with Docker Compose and get the Flask app and Postgres database up and running. 

Docker Compose 


Take a look at the docker-compose.yml file: 

version: '3' 



services: 

  web: 

    restart: always 

    build: ./web 

    expose: 

      - "8000" 

    links: 

      - postgres:postgres 

    volumes: 

      - web-data:/usr/src/app/static 

    env_file: 

      - .env 

    command: /usr/local/bin/gunicorn -w 2 -b :8000 app:app 



  nginx: 

    restart: always 

    build: ./nginx 

    ports: 

      - "80:80" 

    volumes: 

      - .:/www/static 

      - web-data:/usr/src/app/static 

    links: 

      - web:web 



  data: 

    image: postgres:latest 

    volumes: 

      - db-data:/var/lib/postgresql/data 

    command: "true" 



  postgres: 

    restart: always 

    image: postgres:latest 

    volumes: 

      - db-data:/var/lib/postgresql/data 

    ports: 

      - "5432:5432" 



volumes: 

  db-data: 

  web-data: 

Here, we’re defining four services - web, nginx, postgres, and data. 

	First, the web service is built via the instructions in the Dockerfile within the “web” directory - where the Python environment is setup, requirements are installed, and the Flask app is fired up on port 8000. That port is then forwarded to port 80 on the host environment - e.g., the Docker Machine. This service also adds environment variables to the container that are defined in the .env file. 

	The nginx service is used for reverse proxy to forward requests either to the Flask app or the static files. 

	Next, the postgres service is built from the the official PostgreSQL image from Docker Hub, which install Postgres and runs the server on the default port 5432. 

	Finally, notice how there is a separate volume container that’s used to store the database data, db-data. This helps ensure that the data persists even if the Postgres container is completely destroyed. 



Now, to get the containers running, build the images and then start the services: 

$ docker-compose build 

$ docker-compose up -d 

Tip: You can even run the above commands combined in a single one: 

$ docker-compose up --build -d 

Grab a cup of coffee. Or two. Check out the Real Python courses. This will take a while the first time you run it. 

We also need to create the database table: 

$ docker-compose run web /usr/local/bin/python create_db.py 

Open your browser and navigate to the IP address associated with Docker Machine (docker-machine ip): 

[image: Flask app form]

Nice! 

To see which environment variables are available to the web service, run: 

$ docker-compose run web env 

To view the logs: 

$ docker-compose logs 

You can also enter the Postgres Shell - since we forward the port to the host environment in the docker-compose.yml file - to add users/roles as well as databases via: 

$ docker-compose run postgres psql -h 192.168.99.100 -p 5432 -U postgres --password 

Once done, stop the processes via docker-compose down. 


Deployment 


So, with our app running locally, we can now push this exact same environment to a cloud hosting provider with Docker Machine. Let’s deploy to a Digital Ocean droplet. 

After you sign up for Digital Ocean, generate a Personal Access Token, and then run the following command: 

$ docker-machine create \ 

-d digitalocean \ 

--digitalocean-access-token ADD_YOUR_TOKEN_HERE \ 

production 

This will take a few minutes to provision the droplet and setup a new Docker Machine called production: 

Running pre-create checks... 

Creating machine... 

Waiting for machine to be running, this may take a few minutes... 

Machine is running, waiting for SSH to be available... 

Detecting operating system of created instance... 

Provisioning created instance... 

Copying certs to the local machine directory... 

Copying certs to the remote machine... 

Setting Docker configuration on the remote daemon... 

To see how to connect Docker to this machine, run: docker-machine env production 

Now we have two Machines running, one locally and one on Digital Ocean: 


$ docker-machine ls 

NAME         ACTIVE   DRIVER         STATE     URL                         SWARM   DOCKER     ERRORS 

dev          *        virtualbox     Running   tcp://192.168.99.100:2376           v18.09.3 

production   -        digitalocean   Running   tcp://104.131.93.156:2376           v18.09.3 

Then set production as the active machine and load the Docker environment into the shell: 

$ eval "$(docker-machine env production)" 

Finally, let’s build the Flask app again in the cloud: 

$ docker-compose build 

$ docker-compose up -d 

$ docker-compose run web /usr/local/bin/python create_db.py 

Grab the IP address associated with that Digital Ocean account from the control panel and view it in the browser. If all went well, you should see your app running. 

Conclusion 


Cheers! 

	Grab the code from the Github repo (star it too!). 

	Comment below with questions. 

	Next time we’ll extend this workflow to include two more Docker containers running the Flask app and incorporate load balancing into the mix. Stay tuned! 



PART 5:   Flask by Example – Updating the Staging Environment

In this part, we’ll set up Redis on Heroku and look at how to run both a web and worker process on a single dyno as we update the staging environment with the word count functionality. 

Remember: Here’s what we’re building—A Flask app that calculates word-frequency pairs based on the text from a given URL. 

	Part One: Set up a local development environment and then deploy both a staging and a production environment on Heroku. 

	Part Two: Set up a PostgreSQL database along with SQLAlchemy and Alembic to handle migrations. 

	Part Three: Add in the back-end logic to scrape and then process the word counts from a webpage using the requests, BeautifulSoup, and Natural Language Toolkit (NLTK) libraries. 

	Part Four: Implement a Redis task queue to handle the text processing. 

	Part Five: Set up Angular on the front-end to continuously poll the back-end to see if the request is done processing. 

	Part Six: Push to the staging server on Heroku - setting up Redis and detailing how to run two processes (web and worker) on a single Dyno. (current) 

	Part Seven: Update the front-end to make it more user-friendly. 

	Part Eight: Create a custom Angular Directive to display a frequency distribution chart using JavaScript and D3. 



Test Push 


Start by pushing up the code in its current state and see what needs to be fixed: 

$ cd flask-by-example 

$ git add -A 

$ git commit -m "added angular and the backend worker process" 

$ git push stage master 

$ heroku open --app wordcount-stage 

Make sure to replace wordcount-stage with the name of your app. 

Try to run a quick test to see if the word counting feature works. Nothing should happen. Why? 


Well, If you open the “Network” tab in “Chrome Developer Tools”, you’ll see that the post request to the /start endpoint returned a 500 (Internal Server Error) status code: 

[image: Flask app Heroku 500 error screenshot]

Think about how we ran this app locally: We ran a worker process and the Redis server along with the Flask development server. The same needs to happen on Heroku. 

Redis 


Start by adding Redis to the staging app: 

$ heroku addons:create redistogo:nano --app wordcount-stage 

You can test to make sure the REDISTOGO_URL has been set as an environment variable with the following command: 

$ heroku config --app wordcount-stage | grep REDISTOGO_URL 

We need to make sure we’re linking to the Redis URI in our code, which actually is already set up. Open up worker.py and find this code: 

redis_url = os.getenv('REDISTOGO_URL', 'redis://localhost:6379') 


Here we first tried to use the URI associated with the environment variable, REDISTOGO_URL. And if that variable does not exist (like in our local environment), then we used the redis://localhost:6379 URI. Perfect. 

Be sure to check out the official Heroku documentation for more on working with Redis. 

With Redis setup, we now just need to get our worker process up and running. 

Worker 


Heroku allows you to run one free dyno. And you should run one process per dyno. In our case, the web process should run in one dyno and the worker process should run in another. However, since we’re working on a small project, there is a workaround that we can employ to run both processes on one dyno. Keep in mind that this method is not recommended for larger projects, as the processes will not properly scale as traffic increases. 

First, add a bash script called heroku.sh to the root directory: 

#!/bin/bash 

gunicorn app:app --daemon 

python worker.py 

Then, update the Procfile with the following: 

web: sh heroku.sh 

Now both the web (demonized, in the background) and worker (in the foreground) processes are ran under the web process in the Procfile. 

Please note that there are other ways of running a web and worker for free on Heroku. We’ll look at an alternative method in a future post (if there’s interest). 


Let’s test this out locally before pushing to the staging server. In a new terminal window, run the Redis server - redis-server. Then run heroku local: 

$ heroku local 

forego | starting web.1 on port 5000 

web.1  | 18:17:00 RQ worker 'rq:worker:Michaels-MacBook-Air.9044' started, version 0.5.6 

web.1  | 18:17:00 

Navigate to http://localhost:5000/ and test the application out. It should work. 

Commit your changes, and then push to Heroku. Test it out. 

Conclusion 


Homework! Although we have much more to do, the application does work - so let’s get an iteration out there for the world to see. Update the production environment, using the same workflow. 

PART 6:   Kickstarting Flask on Ubuntu – Setup and Deployment

This tutorial details how to setup a Flask application on a server running Ubuntu. 

Since this process can be difficult, as there are a number of moving pieces, we’ll look at this in multiple parts, starting with the most basic configuration and working our way up: 

	Part 1: Setting up the basic configuration 

	Part 2: Adding Supervisor 

	Part 3: Simplifying deployment with Git Hooks 

	Part 4: Automating with Fabric (with an example video!) 



We’ll specifically be using: 

	Ubuntu 14.04 

	nginx 1.4.6 

	gunicorn 19.1.1 

	Python 2.7.8 

	Pip 1.5.4 

	virtualenv 1.11.4 

	Flask 0.10.1 

	Supervisor 3.0b2 



Assuming you already have a VPS running an Ubuntu operating system, we need to set up a web server on top of the operating system to serve static files - like stylesheets, JavaScript files, and images - to end users. We’ll use nginx as our web server. Since a web server cannot communicate directly with Flask (err Python), we’ll use gunicorn to act as a medium between the server and Python/Flask. 

Wait, why do we need two servers? Think if Gunicorn as the application web server that will be running behind nginx - the front facing web server. Gunicorn is WSGI compatible. It can talk to other applications that support WSGI, like Flask or Django. 

[image: Flask app architecture: nginx + gunicorn + Flask]

Need access to a web server? Check out Digital Ocean, Linode, or Amazon EC2. Alternatively, you can use Vagrant to emulate a Linux environment. This setup was tested on both Digital Ocean and Linode. 

The end goal: HTTP requests are routed from the web server to Flask, which Flask handles appropriately, and the responses are then sent right back to the web server and, finally, back to the end user. Properly implementing a Web Server Gateway Interface (WSGI) will be paramount to our success. 

[image: Python Web Server Gateway Interface (WSGI) overview diagram]

Let’s get to it. 

Part 1 - Setup 


Let’s get the basic configuration setup. 

Add a new User 


After SSH’ing into the server as the ‘root’ user, run: 

$ adduser newuser 


$ adduser newuser sudo 

To create a new user with ‘sudo’ privileges. 

Install the Requirements 


SSH into the server with the new user, and then install the following packages: 

$ sudo apt-get update 

$ sudo apt-get install -y python python-pip python-virtualenv nginx gunicorn 

Set up Flask 


Start by creating a new directory, “/home/www”, to store the project: 

$ sudo mkdir /home/www && cd /home/www 

Then create and activate a virtualenv: 

$ sudo virtualenv env 

$ source env/bin/activate 

Install the requirements: 

$ sudo pip install Flask==0.10.1 

Now set up your project: 

$ sudo mkdir flask_project && cd flask_project 

$ sudo vim app.py 

Add the following code to app.py: 

from flask import Flask, jsonify 



app = Flask(__name__) 






@app.route('/') 

def index(): 

    return 'Flask is running!' 





@app.route('/data') 

def names(): 

    data = {"names": ["John", "Jacob", "Julie", "Jennifer"]} 

    return jsonify(data) 





if __name__ == '__main__': 

    app.run() 

Within VIM, press I to enter the INSERT mode. Add the code, then press Esc to leave INSERT mode to go into COMMAND mode. Finally type “:wq” to save and exit VIM. 

Set up a static directory- 

$ sudo mkdir static 

-and then add an index.html (sudo vim static/index.html) file with the following html: 

<h1>Test!</h1> 

Configure nginx 


Start nginx: 


$ sudo /etc/init.d/nginx start 

Then: 

$ sudo rm /etc/nginx/sites-enabled/default 

$ sudo touch /etc/nginx/sites-available/flask_project 

$ sudo ln -s /etc/nginx/sites-available/flask_project /etc/nginx/sites-enabled/flask_project 

Here, we remove the default nginx configuration, create a new config file (called flask_project), and, finally, set up a symlink to the config file we just created so that nginx loads it on startup. 

Now, let’s add the config settings to flask_project: 

$ sudo vim /etc/nginx/sites-enabled/flask_project 

Add: 

server { 

    location / { 

        proxy_pass http://localhost:8000; 

        proxy_set_header Host $host; 

        proxy_set_header X-Real-IP $remote_addr; 

    } 

    location /static { 

        alias  /home/www/flask_project/static/; 

    } 

} 

So, HTTP requests that hit the / endpoint will be ‘reverse proxied‘ to port 8000 on 127.0.0.1 (or the “loopback ip” or “localhost”). This is same IP and port that gunicorn will use. 

We also indicate that we want nginx to directly serve the static files from the “/home/www/flask_project/static/” directory rather than routing the requests through gunicorn/WSGI. This will speed up our site’s load time since nginx knows to serve that directory directly. 


Restart nginx: 

$ sudo /etc/init.d/nginx restart 

Profit! 


$ cd /home/www/flask_project/ 

$ gunicorn app:app -b localhost:8000 

The latter command manually runs gunicorn on localhost port 8000. 

Open your browser and navigate to http://your_domain_name_or_ip_address. 

Again, you should see the “Flask is running!” message. Test out the other URL, /data, as well. If you navigate to http://your_domain_name_or_ip_address/static, you should see “Test!”, indicating that we’re serving static files correctly. 

Part 2 - Supervisor 


So, we have a working Flask app; however, there’s one problem: We have to manually (re)start gunicorn each time we make changes to our app. We can automate this with Supervisor. 

Configure Supervisor 


SSH into your server, and then install Supervisor: 

$ sudo apt-get install -y supervisor 

Now create a configuration file: 

$ sudo vim /etc/supervisor/conf.d/flask_project.conf 

Add: 


[program:flask_project] 

command = gunicorn app:app -b localhost:8000 

directory = /home/www/flask_project 

user = newuser 

Profit! 


Stop gunicorn: 

$ sudo pkill gunicorn 

Start gunicorn with supervisor: 

$ sudo supervisorctl reread 

$ sudo supervisorctl update 

$ sudo supervisorctl start flask_project 

Make sure your app is still running at http://your_domain_name_or_ip_address. Check out the Supervisor documentation for custom configuration info. 

Part 3 - Deployment 


In this final part, we’ll look at using a post-receive Git Hook along with Git, of course, to simplify the deployment process. 

[image: Git Hooks Overview Diagram]

Configure Git 


Again, SSH into the remote server. And then install Git: 

$ sudo apt-get install -y git 

Now run the following commands to set up a bare Git repo that we can push to: 

$ sudo mkdir /home/git && cd /home/git 

$ sudo mkdir flask_project.git && cd flask_project.git 

$ sudo git init --bare 

Quick tip: displaying the git branch on your prompt will help remind you of where you are at while trekking through the terminal. 

Consider adding this to your bash profile on production: 


parse_git_branch() { 

    git branch 2> /dev/null | sed -e '/^[^*]/d' -e 's/* \(.*\)/ (\1)/' 

} 



export PS1="\u@\h \W\[\033[32m\]\$(parse_git_branch)\[\033[00m\] $ " 

Configure the Post-Receive Hook 


$ sudo vim hooks/post-receive 

Add: 

#!/bin/sh 

GIT_WORK_TREE=/home/www/flask_project git checkout -f 

Now on every push, the new files will copy over to the app directory, “/home/www/flask_project”. 

Then make the file executable: 

$ sudo chmod +x hooks/post-receive 

Profit! 


Back in your local Flask directory (“flask_project”) add a new Git repo along with the following remote: 

$ git init 

$ git remote add production root@<your_ip_or_domain>:/home/git/flask_project.git 

Make sure to update the IP or domain name. 

Make some changes to your code in the app.py file: 

@app.route('/data') 

def names(): 


    data = { 

        "first_names": ["John", "Jacob", "Julie", "Jennifer"], 

        "last_names": ["Connor", "Johnson", "Cloud", "Ray"] 

    } 

    return jsonify(data) 

Commit your local changes, then push: 

$ git add -A 

$ git commit -am "initial" 

$ git push production master 

SSH into your server and restart gunicorn via Supervisor: 

$ sudo supervisorctl restart flask_project 

Check out your changes at http://your_domain_name_or_ip_address/data. 

Part 4 - Automating 


Do you really want to manually configure a server? Sure, it’s great for learning, but it’s super tedious, as you can tell. Fortunately, we’ve automated the process with Fabric. Along with setting up nginx, gunicorn, Supervisor, and Git, the script creates a basic Flask app, which is specific to the project that we’ve been working with. You can easily customize this to meet your own specific needs. 

You should remove the username and password from the file and either place them in a separate config file that stays out of version control or set up SSH keys on the remote server so that you do not need a password to login. Also, be sure to update the env.hosts variable to your IP or domain name. 

Setup 


To test this script (fabfile.py) clone the repo and start with a clean, freshly provisioned server with Ubuntu 14.04. Then navigate to the “flask-deploy” directory. To set up the basic configuration on the remote server as well as your app, run the following command: 

$ fab create 

Your app should now be live. Test this out in your browser. 

Deployment 


Want to set up deployment with Git Hooks? Initialize a local repo within your Flask project directory (if necessary). Then make some local changes to your Flask app, and run the following command to deploy: 

$ fab deploy 

Check your app again in the browser. Make sure your changes show up. 

Status Check 


Finally, you can check that the Supervisor process is running correctly, to ensure that your app is live, with the following command: 

$ fab status 

Again, this script is specific to your project at hand. You can customize this to your own needs by updating the config section and altering the tasks as necessary. 

Rollback 


To err is human… 

Things are bound to go wrong from time to time once you have code on production. Everything may work well on your local development environment only to crash in production. So it’s important to have a strategy in place to quickly revert a Git commit. Take a quick look at the rollback task from the fabfile.py, which allows you to revert changes quickly to get a working app back up. 

Test it out by purposely breaking your code and then deploying to production, and then run: 

$ fab rollback 

You can then update your code locally to fix the bugs, and then re-deploy. 

Example Video 


Just press play: 

Conclusion and Next Steps 


Want to take this workflow to the next level? 

	Add a pre-production (staging) server into the mix for testing purposes. Deploy to this server first, which should be an exact copy of your production environment, to test before deploying to production. 

	Utilize Continuous Integration and Delivery to further eliminate bugs and regressions with automated testing and decrease the time it takes to deploy your app. 



Please leave questions and comments below. Be sure to grab the code from the repo. 

Mark as Completed 

PART 7:   Flask by Example – Setting up Postgres, SQLAlchemy, and Alembic

In this part we’re going to set up a Postgres database to store the results of our word counts as well as SQLAlchemy, an Object Relational Mapper, and Alembic to handle database migrations. 

Updates: 

	02/09/2020: Upgraded to Python version 3.8.1 as well as the latest versions of Psycopg2, Flask-SQLAlchemy, and Flask-Migrate. See below for details. Explicitly install and use Flask-Script due to change of Flask-Migrate internal interface. 

	03/22/2016: Upgraded to Python version 3.5.1 as well as the latest versions of Psycopg2, Flask-SQLAlchemy, and Flask-Migrate. See below for details. 

	02/22/2015: Added Python 3 support. 



Remember: Here’s what we’re building - A Flask app that calculates word-frequency pairs based on the text from a given URL. 

	Part One: Set up a local development environment and then deploy both a staging and a production environment on Heroku. 

	Part Two: Set up a PostgreSQL database along with SQLAlchemy and Alembic to handle migrations. (current) 

	Part Three: Add in the back-end logic to scrape and then process the word counts from a webpage using the requests, BeautifulSoup, and Natural Language Toolkit (NLTK) libraries. 

	Part Four: Implement a Redis task queue to handle the text processing. 

	Part Five: Set up Angular on the front-end to continuously poll the back-end to see if the request is done processing. 

	Part Six: Push to the staging server on Heroku - setting up Redis and detailing how to run two processes (web and worker) on a single Dyno. 

	Part Seven: Update the front-end to make it more user-friendly. 

	Part Eight: Create a custom Angular Directive to display a frequency distribution chart using JavaScript and D3. 



Need the code? Grab it from the repo. 

Install Requirements 


Tools used in this part: 

	PostgreSQL (11.6) 

	Psycopg2 (2.8.4) - a Python adapter for Postgres 

	Flask-SQLAlchemy (2.4.1) - Flask extension that provides SQLAlchemy support 

	Flask-Migrate (2.5.2) - extension that supports SQLAlchemy database migrations via Alembic 



To get started, install Postgres on your local computer, if you don’t have it already. Since Heroku uses Postgres, it will be good for us to develop locally on the same database. If you don’t have Postgres installed, Postgres.app is an easy way to get up and running for Mac OS X users. Consult the download page for more info. 

Once you have Postgres installed and running, create a database called wordcount_dev to use as our local development database: 

$ psql 

# create database wordcount_dev; 

CREATE DATABASE 

# \q 

In order to use our newly created database within the Flask app we to need to install a few things: 

$ cd flask-by-example 

cding into the directory should activate the virtual environment and set the environment variables found in the .env file via autoenv, which we set up in part 1. 

$ python -m pip install psycopg2==2.8.4 Flask-SQLAlchemy===2.4.1 Flask-Migrate==2.5.2 

$ python -m pip freeze > requirements.txt 

If you’re on OS X and having trouble installing psycopg2 check out this Stack Overflow article. 

You may need to install psycopg2-binary instead of psycopg2 if your installation fails. 

Update Configuration 


Add SQLALCHEMY_DATABASE_URI field to the Config() class in your config.py file to set your app to use the newly created database in development (local), staging, and production: 

import os 



class Config(object): 

    ... 

    SQLALCHEMY_DATABASE_URI = os.environ['DATABASE_URL'] 

Your config.py file should now look like this: 

import os 

basedir = os.path.abspath(os.path.dirname(__file__)) 





class Config(object): 

    DEBUG = False 

    TESTING = False 

    CSRF_ENABLED = True 

    SECRET_KEY = 'this-really-needs-to-be-changed' 

    SQLALCHEMY_DATABASE_URI = os.environ['DATABASE_URL'] 





class ProductionConfig(Config): 

    DEBUG = False 





class StagingConfig(Config): 


    DEVELOPMENT = True 

    DEBUG = True 





class DevelopmentConfig(Config): 

    DEVELOPMENT = True 

    DEBUG = True 





class TestingConfig(Config): 

    TESTING = True 

Now when our config is loaded into our app the appropriate database will be connected to it as well. 

Similar to how we added an environment variable in the last post, we are going to add a DATABASE_URL variable. Run this in the terminal: 

$ export DATABASE_URL="postgresql:///wordcount_dev" 

And then add that line into your .env file. 

In your app.py file import SQLAlchemy and connect to the database: 

from flask import Flask 

from flask_sqlalchemy import SQLAlchemy 

import os 





app = Flask(__name__) 

app.config.from_object(os.environ['APP_SETTINGS']) 


app.config['SQLALCHEMY_TRACK_MODIFICATIONS'] = False 

db = SQLAlchemy(app) 



from models import Result 





@app.route('/') 

def hello(): 

    return "Hello World!" 





@app.route('/<name>') 

def hello_name(name): 

    return "Hello {}!".format(name) 





if __name__ == '__main__': 

    app.run() 

Data Model 


Set up a basic model by adding a models.py file: 

from app import db 

from sqlalchemy.dialects.postgresql import JSON 





class Result(db.Model): 

    __tablename__ = 'results' 



    id = db.Column(db.Integer, primary_key=True) 

    url = db.Column(db.String()) 

    result_all = db.Column(JSON) 

    result_no_stop_words = db.Column(JSON) 



    def __init__(self, url, result_all, result_no_stop_words): 

        self.url = url 

        self.result_all = result_all 

        self.result_no_stop_words = result_no_stop_words 



    def __repr__(self): 

        return '<id {}>'.format(self.id) 

Here we created a table to store the results of the word counts. 

We first import the database connection that we created in our app.py file as well as JSON from SQLAlchemy’s PostgreSQL dialects. JSON columns are fairly new to Postgres and are not available in every database supported by SQLAlchemy so we need to import it specifically. 

Next we created a Result() class and assigned it a table name of results. We then set the attributes that we want to store for a result- 

	the id of the result we stored 

	the url that we counted the words from 

	a full list of words that we counted 

	a list of words that we counted minus stop words (more on this later) 



We then created an __init__() method that will run the first time we create a new result and, finally, a __repr__() method to represent the object when we query for it. 

Local Migration 


We are going to use Alembic, which is part of Flask-Migrate, to manage database migrations to update a database’s schema. 

Note: Flask-Migrate makes use of Flasks new CLI tool. However, this article uses the interface provided by Flask-Script, which was used before by Flask-Migrate. In order to use it, you need to install it via: 

$ python -m pip install Flask-Script==2.0.6 

$ python -m pip freeze > requirements.txt 

Create a new file called manage.py: 

import os 

from flask_script import Manager 

from flask_migrate import Migrate, MigrateCommand 



from app import app, db 





app.config.from_object(os.environ['APP_SETTINGS']) 



migrate = Migrate(app, db) 

manager = Manager(app) 



manager.add_command('db', MigrateCommand) 





if __name__ == '__main__': 

    manager.run() 

In order to use Flask-Migrate we imported Manager as well as Migrate and MigrateCommand to our manage.py file. We also imported app and db so we have access to them from within the script. 


First, we set our config to get our environment - based on the environment variable - created a migrate instance, with app and db as the arguments, and set up a manager command to initialize a Manager instance for our app. Finally, we added the db command to the manager so that we can run the migrations from the command line. 

In order to run the migrations initialize Alembic: 

$ python manage.py db init 

  Creating directory /flask-by-example/migrations ... done 

  Creating directory /flask-by-example/migrations/versions ... done 

  Generating /flask-by-example/migrations/alembic.ini ... done 

  Generating /flask-by-example/migrations/env.py ... done 

  Generating /flask-by-example/migrations/README ... done 

  Generating /flask-by-example/migrations/script.py.mako ... done 

  Please edit configuration/connection/logging settings in 

  '/flask-by-example/migrations/alembic.ini' before proceeding. 

After you run the database initialization you will see a new folder called “migrations” in the project. This holds the setup necessary for Alembic to run migrations against the project. Inside of “migrations” you will see that it has a folder called “versions”, which will contain the migration scripts as they are created. 

Let’s create our first migration by running the migrate command. 

$ python manage.py db migrate 


  INFO  [alembic.runtime.migration] Context impl PostgresqlImpl. 

  INFO  [alembic.runtime.migration] Will assume transactional DDL. 

  INFO  [alembic.autogenerate.compare] Detected added table 'results' 

    Generating /flask-by-example/migrations/versions/63dba2060f71_.py 

    ... done 

Now you’ll notice in your “versions” folder there is a migration file. This file is auto-generated by Alembic based on the model. You could generate (or edit) this file yourself; however, for most cases the auto-generated file will do. 

Now we’ll apply the upgrades to the database using the db upgrade command: 

$ python manage.py db upgrade 

  INFO  [alembic.runtime.migration] Context impl PostgresqlImpl. 

  INFO  [alembic.runtime.migration] Will assume transactional DDL. 

  INFO  [alembic.runtime.migration] Running upgrade  -> 63dba2060f71, empty message 

The database is now ready for us to use in our app: 

$ psql 

# \c wordcount_dev 

You are now connected to database "wordcount_dev" as user "michaelherman". 

# \dt 




                List of relations 

 Schema |      Name       | Type  |     Owner 

--------+-----------------+-------+--------------- 

 public | alembic_version | table | michaelherman 

 public | results         | table | michaelherman 

(2 rows) 



# \d results 

                                     Table "public.results" 

        Column        |       Type        |                      Modifiers 

----------------------+-------------------+------------------------------------------------------ 

 id                   | integer           | not null default nextval('results_id_seq'::regclass) 

 url                  | character varying | 

 result_all           | json              | 

 result_no_stop_words | json              | 

Indexes: 

    "results_pkey" PRIMARY KEY, btree (id) 

Remote Migration 


Finally, let’s apply the migrations to the databases on Heroku. First, though, we need to add the details of the staging and production databases to the config.py file. 

To check if we have a database set up on the staging server run: 

$ heroku config --app wordcount-stage 

=== wordcount-stage Config Vars 

APP_SETTINGS: config.StagingConfig 


Make sure to replace wordcount-stage with the name of your staging app. 

Since we don’t see a database environment variable, we need to add the Postgres addon to the staging server. To do so, run the following command: 

$ heroku addons:create heroku-postgresql:hobby-dev --app wordcount-stage 

  Creating postgresql-cubic-86416... done, (free) 

  Adding postgresql-cubic-86416 to wordcount-stage... done 

  Setting DATABASE_URL and restarting wordcount-stage... done, v8 

  Database has been created and is available 

   ! This database is empty. If upgrading, you can transfer 

   ! data from another database with pg:copy 

  Use `heroku addons:docs heroku-postgresql` to view documentation. 

hobby-dev is the free tier of the Heroku Postgres addon. 

Now when we run heroku config --app wordcount-stage again we should see the connection settings for the database: 

=== wordcount-stage Config Vars 

APP_SETTINGS: config.StagingConfig 

DATABASE_URL: postgres://azrqiefezenfrg:Zti5fjSyeyFgoc-U-yXnPrXHQv@ec2-54-225-151-64.compute-1.amazonaws.com:5432/d2kio2ubc804p7 

Next we need to commit the changes that you’ve made to git and push to your staging server: 

$ git push stage master 


Run the migrations that we created to migrate our staging database by using the heroku run command: 

$ heroku run python manage.py db upgrade --app wordcount-stage 

  Running python manage.py db upgrade on wordcount-stage... up, run.5677 

  INFO  [alembic.runtime.migration] Context impl PostgresqlImpl. 

  INFO  [alembic.runtime.migration] Will assume transactional DDL. 

  INFO  [alembic.runtime.migration] Running upgrade  -> 63dba2060f71, empty message 

Notice how we only ran the upgrade, not the init or migrate commands like before. We already have our migration file set up and ready to go; we just need to apply it against the Heroku database. 

Let’s now do the same for production. 

	Set up a database for your production app on Heroku, just like you did for staging: heroku addons:create heroku-postgresql:hobby-dev --app wordcount-pro 

	Push your changes to your production site: git push pro master Notice how you don’t have to make any changes to the config file - it’s setting the database based on the newly created DATABASE_URL environment variable. 

	Apply the migrations: heroku run python manage.py db upgrade --app wordcount-pro 



Now both our staging and production sites have their databases set up and are migrated - and ready to go! 


When you apply a new migration to the production database, there could be down time. If this is an issue, you can set up database replication by adding a “follower” (commonly known as a slave) database. For more on this, check out the official Heroku documentation. 

Conclusion 


That’s it for part 2. If you’d like to dig deeper into Flask, check out our accompanying video series: 

In Part 3 we’re going to build the word counting functionality and have it sent to a task queue to deal with the longer running word count processing. 

See you next time. Cheers! 
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